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Abstract

In this dissertation, several novel approaches to improve overall urban mobility with
bikes are presented and raise awareness for bike-specific research. During our research,
we found a research gap for the bike-specific pervasive/ubiquitous applications, which
we addressed in our initial works.

For our first approach, we identify distinct bike types (and e-scooters) using smart-
phone sensor data. Bike type identification is essential to provide context for context-
aware navigation services that take bike-specific aspects into account. Aspects such
as road conditions to improving safety and comfort by suggesting roads that are suit-
able for the rider’s bike type. We first compare four machine learning classification
methods with each other to find the classifier best suited for the problem. The tested
classification methods are Convolutional Neural Network (CNN), Long Short-Term
Memory (LSTM), Perceptron (simplistic neural network) and Random Forest (RF).
The evaluation showed that the CNN method performed the best. Based on the
initial results we adopt a CNN deep learning approach to discern between different
types of bikes. Furthermore, we demonstrate the applicability of our approach with
real world cycling data. The evaluation includes different roads, cyclists, types of
bikes and smartphones.

Next, we present an approach for predictive maintenance using acceleration data.
Smart features included in modern bikes allow for early detection of deteriorating
brake performance. This enables individual user feedback based on the current con-
dition of their bike and therefore improves safety. Here, we evaluate the viability
of different machine learning approaches for predictive maintenance using accelera-
tion data from bike trips with good and poor braking performance. We compare two
methods of measuring accelerations, specifically hall sensors and inertial sensors. Our
evaluation shows promising viability results, with inertial sensors being more suitable
for measuring acceleration data than hall sensors.





Zusammenfassung

In dieser Dissertation werden mehrere neuartige Ansätze vorgestellt, um die urbane
Mobilität mit Fahrrädern im Allgemeinen zu verbessern und das Interesse für fahr-
radspezifische Forschung zu fördern.

Im ersten Verfahren identifizieren wir verschiedene Fahrradtypen (und E-Scooter)
mittels Smartphone-Sensordaten. Die Identifikation von Fahrradtypen ist wichtig,
um Kontext für kontextbezogene Navigationsdienste zu liefern, die fahrradspezifische
Aspekte berücksichtigen. Aspekte wie Straßenverhältnisse zur Verbesserung von Si-
cherheit und Komfort, indem Straßen vorgeschlagen werden, die zum Fahrradtyp des
Fahrers passen. Wir vergleichen zunächst vier Machine-Learning-Klassifikationsme-
thoden gegeneinander, um den für das Problem am besten geeigneten Klassifikator
zu finden. Die getesteten Klassifizierungsmethoden sind Convolutional Neural Net-
work (CNN), Long Short-Term Memory (LSTM), Perceptron (einfaches neuronales
Netzwerk) und Random Forest (RF). Die Auswertung zeigte, dass die CNN-Methode
am besten abschnitt. Basierend auf den ersten Ergebnissen verwenden wir einen CNN
Deep Learning-Ansatz, um zwischen verschiedenen Fahrradtypen zu unterscheiden.
Außerdem demonstrieren wir die Einsetzbarkeit unseres Ansatzes mit realen Fahr-
daten. Die Auswertung umfasst verschiedene Straßen, Radfahrer, Fahrradtypen und
Smartphones.

Als Nächstes wird ein Ansatz zur vorbeugenden Wartung anhand von Beschleuni-
gungsdaten vorgestellt. Intelligente Funktionen in modernen Fahrrädern ermöglichen
die frühzeitige Erkennung einer nachlassenden Bremsleistung. Dies ermöglicht eine
individuelle Rückmeldung an den Anwender, basierend auf dem aktuellen Zustand
seines Fahrrads, wodurch eine Verbesserung der Sicherheit erreicht wird. Hier eva-
luieren wir die Realisierbarkeit verschiedener maschineller Lernansätze für die vor-
beugende Wartung anhand von Beschleunigungsdaten von Fahrradfahrten mit guter
und schlechter Bremsleistung. Wir vergleichen zwei Methoden zur Beschleunigungs-
erfassung, nämlich Hall-Sensoren und Inertialsensoren. Unsere Auswertung zeigt viel-
versprechende Praktikabilitätsergebnisse, wobei Inertialsensoren für die Messung von
Beschleunigungsdaten besser geeignet sind als Hall-Sensoren.
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CHAPTER 1

Introduction and Motivation

The mobility behavior of road users is changing at an ever-faster pace compared to the
past. Bikes, for example, are becoming increasingly popular in large cities, as it offers
independence and flexibility in urban traffic, are environmentally friendly, offers the
opportunity to stay healthy, and are less costly compared to cars. Furthermore, cities
are focusing on expanding their bike infrastructure with environmental sustainability
in mind. For instance, between 2014 and 2019 New York City has:

“[...] expanded and enhanced the on-street bike network by more than 330
miles, including more than 82 protected lane miles, with 20 miles installed in
2018. DOT installed over 66 lane miles of bike facilities, including 55 lane miles
of dedicated cycling space in 2018.” [38]

The rising popularity of bike mobility is clearly shown in a German study conducted
by the SINUS institute in the year 2019 [48]. In Germany, more than 44% of all
people regularly use a bike and 78% ride a bike at least non-regularly with the trend
rising, whereas the car is losing popularity.

All these efforts and trends in urban mobility are also reflected in scientific research
[35, 46, 50, 54]. However, research on ubiquitous applications for bikes is limited and
mainly focused on more environmentally friendly infrastructures such as bike-sharing
systems that do not directly benefit the cyclist.

Since bikes play an important role in today’s modern mobility, this can be used
as an opportunity to improve the cycling experience in terms of ubiquitous or per-
vasive computing. The overall goal of ubiquitous or pervasive computing is to make
daily life easier by automating various tasks and potentially eliminating the user’s
need for expert knowledge to address a particular problem [42]. With the advent of



smartphones and other embedded hardware equipped with inertial sensors or GPS,
a variety of bike-specific applications is possible. The aim of this dissertation is to
explore different bike-specific use cases in the context of pervasive/ubiquitous appli-
cations for the direct benefit of cyclists using said smartphone sensors. By direct
benefit, we mean that the use of a system is uniquely beneficial to an end-user each
time they interact with the system. We are exploring the use of advanced machine
learning (ML) to identify bike features with relatively (in most cases) high-frequency
acceleration data.

Bike-type-aware navigation services for instance with bike-friendly routes in mind
may guide cyclists on safer routes to their desired destinations. In addition, avoiding
crowds by using smartphones acceleration sensors could help cyclists get to their
destination faster. Also, the question of “when to take the bike to a workshop for
maintenance” is solvable with the help of acceleration data. This would also have the
advantage of potentially reducing the risk of accidents caused by unsuitable bikes.
Similarly, the aforementioned bike-sharing systems could remove unsafe bikes from
circulation ahead of time, improving customers’ overall perception of safety.

The remainder of this dissertation is organized as follows. We describe the research
objectives of this dissertation in Chapter 1.1. Chapter 1.2 provides a brief overview of
related work in the area of ubiquitous computing for bikes. In Chapter 1.3, we outline
the research work conducted in this dissertation project and present the publications
included in this cumulative dissertation. In particular, we describe which aspects
of the ubiquitous bike-related problems are covered in the included publications to
establish a connection between the publications. In Chapter 2, we introduce the
concept of ML, where we use data to learn certain features to facilitate our proposed
applications. Here we focus on methods that we have used in our works. We also
explain the basic ML concepts, why they work, and the necessary evaluation and pre-
processing techniques. Chapter 3 provides a description of the implementation details
that arose during the research. In Chapter 1.4, we summarize the contributions and
results of this dissertation. We conclude the results of this research work and provide
an outlook on future work in Chapter 4. Chapters 5.1 to 5.4 provide bibliographic
information and reprints of the included publications.
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1.1. RESEARCH OBJECTIVES

1.1 Research Objectives

The main goal of this dissertation is to explore various novel bike-specific applications
for the direct benefit of the individual cyclist. We pointed out the lack of bike-specific
research in pervasive/ubiquitous computing in our paper in Chapter 5.2, which won
the best Ph.D. paper award from the PerCom conference. Our secondary goal is that
the applications are intended to be available to numerous cyclists. Therefore, we
decided against highly specialized hardware and only used largely available, low-cost
parts, which include smartphones and their embedded sensors or hall sensors. This
allows for easier pervasive/ubiquitous applicability and minimal retrofitting costs.
Furthermore, the focus on setup simplicity and low-cost parts enables reduced entry
costs for more advanced bike capabilities.

In our applications, we use time-resolved acceleration data in conjunction with
ML. For this, we focus on two pervasive/ubiquitous applications. The first application
is to distinguish different bike types, and the research is divided into two bodies of
work (see Chapter 5.1 and 5.3). The goal is to provide navigation services for quasi-
live contextual information about the cyclist to improve route suggestions in order
to improve travel time or safety since different bike types exhibit different safety and
cycling characteristics depending on environmental conditions (e.g. cycling through
a forest).

The second application is about the early detection of potentially unsafe bikes.
Due to wear and other acute influences, bikes may become unsafe. With the help of
sensors, it is entirely conceivable to detect a deterioration in braking performance at
an early stage and warn the cyclist.

1.2 Bikes in Pervasive / Ubiquitous Computing

Publication A [1] points out the lack of bikes that directly benefits individual cyclists
in the research area of pervasive/ubiquitous computing. We outlined that more and
more embedded sensors are being built into smartphones or e-bikes, so a wide variety
of applications are conceivable that could lead to far greater interaction between
these pervasive/ubiquitous systems and the cyclist. For example, we have developed
a system for recognizing bike types, which can be very helpful (but not limited to) in
enhancing the capabilities of Virtual Personal Assistants (VPA) (see Chapter 5.1). We
also investigated the feasibility of early detection of brake performance degradation

3



1.2. BIKES IN PERVASIVE / UBIQUITOUS COMPUTING
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Figure 1.1: Summation of citation over the years for bike related topics in computer
science according to Web of Science.

to improve bike safety (see Chapter 5.4).
We showed the aforementioned lack of scientific research using widely used paper

indexes such as “Web of Science” or “Google Scholar” to search for related work
(as of 2019). Furthermore, we used benchmark conferences and journals such as
UbiComp (which is the premier conference for ubiquitous computing) or PerCom
(conference on pervasive computing and communications) as references for our search.
Related work in the field of bike-related systems is often limited to the macro scale
umbrella concept of transportation mode recognition. Here, mode recognition is used
to roughly distinguish between different modes of transportation, such as walking,
driving, taking the train, et cetera [7, 29, 43, 55]. Bikes play an important role in
traffic engineering, especially in urban planning, transforming major cities towards
a more livable environment and reducing car traffic. Here, a significant amount is
dedicated to researching the optimization of bike rental systems or reliability of city
bike infrastructure [3, 10,34,49,52].

The extensive search capabilities of the Web of Science allow us to represent the
interdisciplinary interest in bikes over the years.1 We restricted the search to computer

1Search command used: TS=((bike OR bikes OR bicycle OR bicycles)) AND TI=(bike*
OR bicycles*) AND SU=(Computer Science)

4



1.2. BIKES IN PERVASIVE / UBIQUITOUS COMPUTING

science categories and searched for any mention of bike/bicycle in the title, abstract,
and keywords. In addition, the term bike/bicycle is required to be present in the
title. For topics related to bikes in the context of pervasive/ubiquitous computing,
we needed to remove the title filter to find more than one result on the Web of Science
database. In Figure 1.1 we see the sum of citations over the years for bike-related
publications in computer science. Interest in bikes was relatively low until 2017. In
2017, we see a sudden jump in the total sum of citations, indicating a clear trend for
bike-related research in general. As far as research in the pervasive/ubiquitous area is
concerned, we find that interest in this area did not increase greatly, especially since
the total number of publications remains rather low.

Related Work in General Context Recognition

In general, the existing literature in the field of context recognition is rather vast. It
ranges from human activity recognition, distinguishing general types of transporta-
tion mode, to privacy-invasive applications using sensors [40]. The field of activity
recognition is focused to movement patterns (e.g. running, walking jumping etc.) or
current activity (e.g. getting coffee, preparing food, etc.) of people in everyday life in
order to provide either guidance (e.g. classifying swimming stroke styles) [9] or help
in emergencies (e.g. detecting a person falling) [33] for example.

Activity recognition distinguishes between the type of sensors used and the de-
gree of interaction between sensors and humans. Furthermore, the experimental setup
and hardware varies greatly and according to Wang et al. [53] is generally categorized
in three main modalities (or methods): On-body, Object, Ambient. As the On-body
method suggests, sensors are worn on the body, implemented with customized hard-
ware, smartphones or smartwatches collecting inertial/acceleration data to classify
human movements. Special smart Objects with smart capabilities (i.e. devices in a
smart home) can also be used for activity recognition to detect more than just move-
ments, such as a person drinking coffee. Finally, Ambient methods use proximity to a
person with external sensors (e.g. Wi-Fi, sound) to infer a person’s activity. Modern
activity recognition methods use deep learning methods to improve the accuracy of
classification.

Wang et al. compiled a comprehensive survey of peer-reviewed deep learning
methods in the area of activity recognition and concluded that deep learning methods
are significantly better when compared to classical methods (i.e. automatic feature

5



1.2. BIKES IN PERVASIVE / UBIQUITOUS COMPUTING

extraction is superior to hand-generated features). It is pointed out that self-collected
data is a “very detailed” and “tedious” process in the field of activity recognition. This
is also why most research in activity recognition is based on public data, according to
Wang et al. Therefore, research in new application areas relies heavily on individuals
who are committed to collecting these new data.

Another area is the research of transportation mode recognition/classification,
which is closely related to activity recognition and a sub-set of intelligent transporta-
tion systems (ITS). ITS address a variety of problems, such as destination, demand
and traffic flow prediction, urban navigation and many other transportation-related
problems. Research in the area of transportation recognition is currently focusing in
particular on the basic recognition of actively used modes of transportation such as
train, car, bike, bus, walking, etc. In a survey paper by Veres et al. [51] they listed
various deep learning related research in the field of ITS including transport mode
recognition. Most research in this subfield uses either GPS and/or acceleration data
to improve the accuracy of basic types of transportation modes classification when
compared to classic methods [2,22,39]. Veres et al. also noted that, in general, when
working with deep learning methods, the composition of deep learning architectures
is based on experience and testing:

“[...] which architecture to use is currently found on a trial-and-error
process, but seeded by intuition.”

Furthermore, in our research and in this dissertation, we are the first to introduce
the concept of sub-transportation mode recognition (i.e. different bike types) using
acceleration data [2,3]. With the hope to expand research in the area of transportation
recognition and generally increase interest in bike-related research.

Many of the latest methods in the broad field of context recognition are based
on advanced machine learning and are similar, i.e. inferring the context from data.
Context recognition is more about solving a problem or improving a particular concept
than about the method used. With recent advances in machine learning, it has become
possible to automatically find much more complex features/patterns in the underlying
data, which was previously not achievable to this degree by hand. Therefore, there
is an increased interest in improving old methods or exploring new ones using deep-
learning techniques.

6



1.3. RESEARCH OVERVIEW AND CONTRIBUTION

1.3 Research Overview and Contribution

The research topics mentioned in Chapter 1.1 are addressed in the following peer-
reviewed publications that constitute this cumulative dissertation in chronological
order:

A. Viktor Matkovic, Marian Waltereit, Peter Zdankin, Maximilian Uphoff, and
Torben Weis. 2019. Bike Type Identification Using Smartphone Sensors. In
Adjunct Proceedings of the 2019 ACM International Joint Conference on Perva-
sive and Ubiquitous Computing and Proceedings of the 2019 ACM International
Symposium on Wearable Computers (UbiComp/ISWC ’19 Adjunct). Associa-
tion for Computing Machinery, New York, NY, USA, pp. 145–148.

B. � Best Paper Viktor Matkovic and Torben Weis. 2020. Towards Enhanc-
ing Bike Navigation Safety and Experience Using Sensor Enabled Devices. In
IEEE International Conference on Pervasive Computing and Communications
Workshops (PerCom ’20). Austin, TX, USA, pp. 1–2.

C. Viktor Matkovic, Marian Waltereit, Peter Zdankin, and Torben Weis. 2020.
Towards Bike Type and E-Scooter Classification With Smartphone Sensors. In
MobiQuitous 2020 - 17th EAI International Conference on Mobile and Ubiqui-
tous Systems: Computing, Networking and Services (MobiQuitous ’20). Asso-
ciation for Computing Machinery, New York, NY, USA, pp. 395–404.

D. Viktor Matkovic Torben Weis. 2021. Towards Predictive Safety Maintenance
for IoT Equipped Bikes. In IEEE International Conference on Pervasive Com-
puting and Communications Workshops (PerCom ’21). Kassel, Germany, pp.
320–323.

In publication B, we discuss the lack of related work for bike-specific ubiquitous /
pervasive systems for the direct benefit of individuals. To address this lack of bike
research, we outlined several open research opportunities, including bike type classifi-
cation and pedestrian avoidance with a focus on bike-friendly routes to guide cyclists
to safer and/or faster routes to their desired destinations. This publication was pre-
sented at the Ph.D. Forum on Pervasive Computing and Communications hosted by

7



1.3. RESEARCH OVERVIEW AND CONTRIBUTION

the 18th IEEE International Conference on Pervasive Computing and Communica-
tions (PerCom 2020) and won the Best Ph.D. Forum Contribution award. A reprint
is provided in Chapter 5.2.

Publication A is our preliminary work on the concept of recognizing types of bikes
using smartphones and their inertial sensors. In this work, we have described our
system model and the data pre-processing required for bike type classification using
ML techniques. We compared different ML techniques, which include LSTM, single-
layer perceptron, CNN, and decision trees. Our initial approach is able to distinguish
between two bike types for two separate routes, with CNN achieving the best and
most consistent results among the ML approaches we tested. We presented the results
of this work at the ACM international joint conference on pervasive and ubiquitous
computing along with 2019 ACM international symposium on wearable computers.
A reprint of this publication is provided in Chapter 5.1.

Publication C revises this preliminary work and expands this approach and tested
with a larger sample of cyclists, raising our total number of participants to nine.
We also increased the classification classes for the type of bike to a total of four.
This includes e-scooters, as both e-scooters and bikes are micromobility vehicles that
are lightweight, travel at low speeds. In the following, both other bike types and
e-scooters are referred to collectively as bike types. We presented the results of this
work at the 17th EAI International Conference on Mobile and Ubiquitous Systems:
Computing, Networking and Services (EAI MobiQuitous). We provide a reprint of
this publication in Chapter 5.3.

In publication D, we investigate the research topic of preventive maintenance of
bikes using acceleration data from low-cost sensors and ML. We obtained acceler-
ation data using two methods, namely hall and inertial sensors (as those found in
smartphones). We discuss the research challenges of an approach to identify features
associated with brake degradation over time for a given bike and cyclist. The ML
approach used is a combination of decision tree and time series methods. We pre-
sented this work at the 19th International Conference on Pervasive Computing and
Communications (PerCom 2021). We provide a reprint in Chapter 5.4.

8



1.4. RESEARCH SUMMARY

Contribution In summary, the scientific contribution presented in this cumulative
dissertation is:

• In Publication B, we highlighted the lack of related work for bike-specific ubiq-
uitous / pervasive systems and the resulting research opportunities.

• As a result of our work in publications A and C, we are the first to classify
different bike types. We also introduced the concept of sub-transportation mode
recognition in the field of transportation mode recognition (i.e. classification of
different bike types).

• In Publication D, we are first to demonstrate the feasibility and possibility of
general preventive maintenance of bikes using acceleration data in the field of
pervasive/ubiquitous computing.

1.4 Research Summary

In this Chapter we give an overview and summary of the main published work of this
dissertation. We have divided the summary into different research questions. For all
methods and techniques used in our approaches, we refer to Chapter 2, where we go
into depth with illustrative examples of how these methods work under the hood.

1.4.1 Research Question Nr. 1

Research Question Nr. 1

Is it possible at all to distinguish between two types of bikes with a smartphone
while riding one of them?

The main motivation for bike type detection stems from the desire for a navi-
gation service that automatically finds more reasonable routes for a given bike type
when navigating with a smartphone. For example, with a mountain bike one might
take a faster route through a forest than with a normal city bike. In order for a
navigation service to be able to offer alternative routes for a particular bike type in a
pervasive/ubiquitous way, it must be able to recognize the different bike types. Here,
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smartphones (and by extension other wearable devices) offer a variety of sensors to
achieve contextual awareness of the user’s actions for pervasive/ubiquitous systems.
Since research in the field of bike research (in the area of pervasive/ubiquitous com-
puting) is practically lacking, we have no evidence of whether the distinction between
bike types is even feasible or possible and therefore a novel problem area.

To investigate this, we conducted an initial study in 5.1 in which we made use of
ML with inertial smartphone sensor data to find distinguishable patterns between two
bike types, namely a fixie and city bike. A single cyclist rode back and forth to work
on two routes for about one week. The smartphone was always in the pocket during
this test phase. Afterward, we tested several methods for distinguishing different bike
types, which include designing algorithms by hand2 and ML methods. The results
showed that the ML methods were particularly good at differentiating between two
bike types. Among all tested ML methods, the Convolutional Neural Network (CNN)
performed the best.

1.4.2 Research Question Nr. 2

Research Question Nr. 2

Can a smartphone be used to distinguish between four bike types while riding
one of them with multiple cyclists?

Our initial trial showed us strong indications of the viability of differentiating
between bike types. However, the first test can only verify that this is possible for
two bike types and one cyclists. We, therefore, conducted a larger test with a total
set of nine cyclists, two more bike types (four bike types in total) and several more
routes, which can be found in Chapter 5.3. We also completed our CNN model and
performed an extensive evaluation. This showed that distinguishing different bike
types with multiple people is possible even with this extended test.

In addition, we also evaluated various smartphones with older hardware to find
out whether their capabilities are sufficient for our approach. In addition, we tested
what minimum accelerometer sampling rate is required to safely classify the correct
bike types for battery saving schemes.

2Not included in the final results
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1.4.3 Research Question Nr. 3

Research Question Nr. 3

Can we detect deterioration in the braking characteristics of a bike based on
acceleration/deceleration?

An emerging development is are e-bikes, in which a bike is equipped with an elec-
tric motor [45]. E-bikes and bike-sharing bikes are usually equipped with a system
on a chip (SOC) that either controls an e-motor and/or tracks a rental bike (e.g.
GPS). However, digitization efforts neglect the potential for new mobility solutions
with IoT hardware. In order to use this hardware for advanced applications, we
developed the concept of early detection of deteriorating brakes for bikes. Such dete-
rioration in braking performance may occur in the form of wear or as a result of an
accident/mishap.

The approach uses acceleration data collected in two ways, namely by an inertial
sensor (commonly used in smartphones) and Hall sensors (typically used in high-
switching applications, such as vehicle speed approximation). In the evaluation, we
showed that it is possible to infer a known safe bike from a known unsafe bike. We
compared various methods for collecting acceleration data from bikes and tested sev-
eral ML approaches for classifying potentially unsafe bikes. Our system for detecting
early deterioration of braking performance is provided in Chapter 5.4.
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CHAPTER 2

Machine Learning

The fundamental concept of machine learning (ML) is to find common patterns in
data using mathematical and statistical methods, and there are three basic types
of ML: supervised, unsupervised and reinforced machine learning. However, in this
paper, we focus on supervised learning since we exclusively use this type of ML in
our research.

In supervised learning, there are two so-called phases: the training and testing
phase. As the name implies, the training phase is used to learn/find patterns in the
data using the training data (resulting in a trained model), and the testing phase
is consequently used to verify the trained model. The term model usually describes
a statistical and mathematical construct that is distinctly characterized by the data
sets used for training. However, sometimes the term model is used to describe an ML
architecture that is data-independent. The term is often used in ML deep learning
approaches where a model/architecture is stackable (more on this in chapter 2.5),
which adds a creative aspect to some ML methods. When we mention ML models,
we refer specifically to trained models in the remainder of this dissertation.

The fundamental assumption of ML methods is that both the data used to train
the model and the unseen data are independent and follow the same distribution. The
term “same distribution” refers to patterns and generally means that the training data
must be similar to the test data. More specifically, that there is some regularity in
both the training data and the unseen data that is unique to a particular problem.
Otherwise, an ML-model will not be effective. The data in supervised ML is annotat-
ed/labeled, e.g. X = {(x1, y1), (x2, , y2), ..., (xn, yn)} where yi is the respective label
for a corresponding data point xi. Here, the labeled data describes the ground truth
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or, more precisely, the situational context. The ground truth describes a situation,
a class or other observations. Conversely, unlabeled data has no-ground truth and
therefore the context of the data is unknown. Annotation examples:

• Describing the content of a picture: “there is a cat in the picture”

• Categorizing time-series inertial data to a particular motion: “the person is
jogging”

Many ML-based approaches require labeling of the data. The data acquisition phase
is associated with a high level of manual labor since the labeling must (mostly) be
done manually by humans. In addition, there is the question of the total amount
of data required for a given problem and whether it sufficiently covers the entire
problem domain. More complex problems require more training data to cover the
entire problem distribution.

Consequently, a trained ML model might come to the wrong conclusions if the
available data does not cover the actual problem data distribution. Another problem
is that the data in the training phase is finite and noisy. Therefore, no guarantees
can be made about its functioning. Instead, the aim is to ensure that a model is
neither underfitted nor overfitted to achieve generalizability. Overfitting refers to a
model that is overfitted to a training dataset (e.g. learning noise in the data) and
therefore may not be able to predict future unseen data, and underfitting refers to
underrepresentation. In other words, a trained ML model is not capable of capturing
complex features. More information on this in Chapter 2.2.

2.1 Sensors

Various sensors are relatively inexpensive. Popular platforms that use these types
of sensors are smartphones, which include sensors such as ambient light, proximity,
gravity (accelerometer), gyroscope, compass, Hall effect, barometer, and fingerprint.
Smartphones also have the ability to interact wirelessly with the internet and deter-
mine the current position of the smartphone using position sensing services such as
GPS. The use of sensors enables a variety of real-time applications that recognize and
act on the context in which the smartphone is being used.

In this dissertation, we particularly used inertial sensors to achieve various bike-
specific applications. These types of sensors use the piezoelectric effect to measure
acceleration differences in the real world. When a mechanical load (e.g. acceleration)
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is applied, then it in turn generates electrical charges that are measured and used to
approximate the actual real-world acceleration. Since these sensors are manufactured
cost-effectively, they are not always reliable in all value ranges. Basically, the higher
the acceleration in the real world, the less accurate the measured values from the
sensor when compared to the actual real-world acceleration. For example, if one
tries to calculate the position using the acceleration data with the help of double
integration, this will result in an accumulation of the sensor error. The actual position
deviates thereby substantially from the actual position. Ang et al. [1] were able to
show by an example that with only a small error and a brief measurement duration,
the position is miscalculated by several meters. To quote from the paper:

“[...] double integration of an acceleration error of 0.1g would mean a
position error of more than 350 m at the end of the test.”

Modeling the error caused by the sensor is also problematic, since the inconsistent/s-
tochastic behavior of the sensor means that the accuracy of the error model only be
improved to a certain degree [1].

However, sensor values are useful when viewed relative to the real world. For
example, Schwittmann et al. [47] presented a method for discriminating videos from a
light sensor housed in a smartphone. They showed that depending on the smartphone
manufacturer and model, the absolute light values vary significantly. However, the
demonstrated method is still able to identify the correct video because the amplitude
of the time-series data is the same relative to each other. Most of the time, there are
solutions to problems that depend on the applications, albeit with some limitations
as shown by Schwittmann et al.

In addition to the sensor ranges specified by manufacturers, there is also the
issue of constant noise and environmental effects, whether from inherent sensor noise,
external interference, or simply outliers. Digital cameras, for example, are affected
by their ISO, which increases digital noise when shooting in low light conditions [5].
For these situations, there are several examples of pre-processing to deal with such
problems.

There is currently no common way to deal with direct influences in the real world.
For example, partially obscured traffic signs that can cause an ML model to either not
classify the sign or ignore it altogether [21]. These kinds of influences are not directly
linked to the sensor, however, situations may arise in which a sensor is so faulty that
they produce similar error characteristics, e.g. dust on the lens or incorrectly installed
inertial sensors.
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In general, the use of ML in cyber-physical systems / ubiquitous applications
can be beneficial, whether to facilitate everyday life by predicting and responding
to common user behaviors or anything that eases the workload for the end-user.
However, for safety-relevant applications, the use of ML models is still considered
critical and an open topic area in the field of ML [21].

2.2 Generalizability

To clarify the concept of overfitting and underfitting in the context of generalizability,
it is first essential to explain the notion of error and loss in this context. Error
indicates how far a data point from the training data is from the model:

error = ymodel − yactual (2.1)

Loss is a function that uses error as a means of measuring the overall performance
of some ML methods, such as artificial neural networks (ANN/NN). On of the most
prominent function is the Mean Square Error (MSE) loss function for regression
problems, which calculates the average squared error over all data points

MSE =
1

n

n∑
i=0

error2i (2.2)

However, there are many other loss functions that are more suitable for certain prob-
lems. The selection of an optimal loss function is done by trial and error, but there
are efforts for an adaptive loss function that generates many of the loss functions by
adaptively shaping the function using the maximum likelihood estimation [4]. In ML
approaches, the use of the loss function is to minimize the average error of certain
ML models.

Figure 2.1 shows three different examples how to train an ML-model with data
points of a noisy sinusoidal curve. Starting from the left side, the simplest (or least
complex) way to model the data is to try to fit a line. In this example, the line
represents the smallest loss1 relative to the training data for this particular ML model,
yet has the highest loss of any model in the figure. With increasing model complexity,
a more ideal model (center) is formed, which constitutes the true sine wave. Even
this “ideal” model has high loss relative to the training data.

1Using Linear Regression and MSE
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Complex

Noisy sine wave regression model complexity

Figure 2.1: There are several models that can be fitted to data. Each of these models can
represent different aspects of the data. In general, the goal should be that a trained model
can still optimally determine the class of unknown data, e.g. in classification problems. The
figure shows three examples of models for noisy sinusoidal data. On the left is a simple model
that can basically only represent linear problems optimally and is therefore not suitable. The
middle model is a bit more complex, as it can also curve. However, if the model becomes too
complex that it takes all training data to predict unknown data, it is also not suitable. The
notion of complexity and thus generalizability here is a trade-off between what data should
be considered and what should be ignored. For more information, see the 2.2 section.

On the right side, we see a model that contains all data points and zero loss
with respect to the training data. However, when the loss of unseen (and noisy)
data is considered, it becomes clear that this model will not perform better than the
simplest model. Therefore, one must consider a trade-off between bias (i.e. loss/error
of the training samples) and variance (i.e. future loss performance for unseen data).
In statistics, this is generally referred to as the bias-variance trade-off [24]. The
left example in Figure 2.1 has a high bias since it does not optimally capture the
data in terms of the actual underlying pattern, i.e. straight line versus curved line.
However, since it has a high bias it also has a lower variance for unseen samples and is
potentially a better fit for real-world use compared to the right-hand example, which
has zero bias. Therefore, it is sometimes necessary to introduce bias to a certain
degree to reduce variance. In ML, there are several methods for introducing (small)
bias to improve the variance of a model, namely regularization, bagging and boosting.

The notion of complexity is often linked to the parameterization of the model, as
some ML methods tend to overfit the model with more parameters. Nowadays, there
is evidence that this is not the case with modern neural networks because the number
of parameters is not a sign if a model tends to overfit or not and is more nuanced [37].
Meaning, an NN model may contain millions of parameters (i.e. neurons) that are
trainable and do not lead to overfitting (e.g. through implicit/explicit regularization).
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Therefore, for complex ML models with a large or small number of parameters, one
must be careful not to mistakenly evaluate these models by the number of parame-
ters in the sense of overfitting/underfitting and consider them problem by problem.
However, it is not possible to prove with one hundred percent probability whether an
ML model is overfitted or underfitted in general. Often, this can only be verified (to
a certain extent) empirically with the help of certain test procedures.

2.3 Data Mapping

ML methods are essentially mapping functions that map raw data represented as
tabular data or arrays/vectors to different representations. For example, it is possible
to use a pixel array derived from an image as input to a neural network (NN), which
in turn performs a classification in various classes. By classification hereby is meant
that from raw data a label is attributed, e.g. as input a picture of a cat is given
and as output the label of the cat would be returned. Mathematically this is a
mapping from a larger dimension (image raw data) to a smaller one (vector/array of
classes/labels). Apart from classification problems, ML methods are also capable of
mapping arbitrary data to scalar value(s). For example, one may use house prices
over the years for training and let the trained ML model predict the house price for
a given year. These types of tasks are called regression problems.

In addition to classification and regression problems, there is also the concept of
sequences of data. Sequences are essentially sets of arrays/vectors that are ordered in
time. An example of a sequence would be English sentences in text form or a sequence
of images. A use case for sequences are language translations where the input is a
sequence and the output is another sequence in another language. In NN, sequences
are used with recurrent neural networks (RNN), of which we used a specialized RNN
called long-short-term memory (LSTM) in our works to evaluate its reliability in our
proposed bike classification problems, see Chapter 5.1 and 5.4 for more information.
However, in our work we refer mainly to classification problems with no RNN or other
sequence-based approaches.

2.4 Types of Machine Learning

There are different ML methods that have different advantages and disadvantages.
Which method is good for which problem usually takes experience and trial and error
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to determine. For example, modern image processing methods are based on special-
ized NNs, enabling application areas such as autonomous driving of cars and have
led to the definition of several levels of autonomous driving to rate the capabilities of
such autonomous systems [12]. However, this does not mean that all image process-
ing problems are solvable exclusively with NNs. As soon as resource limitations are
introduced, NNs may cannot be used without further consideration.

In this work, we focus on two types of methods that we used in our research and
showed the best results in our evaluations:

• Convolutional Neural Network (CNN)

• K-Nearest Neighbors (KNN)

Before we are able to explain CNN, we first need to introduce the concept of
the normal NN. CNN is an extension or complement based on the normal NN. How
exactly CNN and NN work in detail will be explained in Chapter 2.5 (NN) and
Chapter 2.6 (CNN). Afterwards we explain methods of KNN in Chapter 2.7 with the
use of time-series data.

In addition to our main AI methods used in our work, we have also evaluated
several other AI methods such as XGBoost, Random Forest and LSTM with the goal
of using an appropriate solution that works optimally for the given problem.

XGBoost and Random Forest XGBoost is a supervised machine learning method
based on “decision trees” that utilizes an “ensemble of trees” and gradient “gradient
boosting”. Random Forest, on the other hand, excludes the gradient boost.

Decision trees are glorified “if-then-else” structures in a tree-like arrangement.
The value-optimal values and statements are determined by the supervised machine
learning process and are thus given by the data. In this context, an ensemble of trees
refers to several trained decision trees which are trained on a random subset of the
data. This technique is used to reduce overfitting, which is also known as a bagging
method.

Finally, gradient boosting uses multiple trees called weak models that are trained
using an error/loss based function. The goal is to minimize the error with each
successive model. With this method, a gradient-based procedure is used to “boost” the
prediction/performance of the next tree (hence the name gradient boosting). Boosting
is generally used to mitigate underfitting [8]. Both methods, i.e. gradient boosting
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and bagging, we mentioned in Chapter 2.2. How Random Forest and XGBoost work
in detail is beyond the scope of this dissertation.

Long Short-Term Memory Long Short-Term Memory (LSTM) is a variation of
what is known as Recurrent Neural Networks (RNN), where a neural network is able
to work with sequence data such as natural languages and time-series data. RNNs,
as the name implies, involves a feedback loop to neurons that serves as a memory
for sequences. LSTM particular is also called “gated RNN” which solves issues with
vanishing gradients caused by long sequences. How RNN and LSTM work in detail
is beyond the scope of this dissertation.

2.5 Artifical Neural Network

Artificial Neural networks (ANN/NN) are basically nodes in a directed graph. There
is a distinction between feedforward and recurrent NN. In feedforward NN there is a
kind of hierarchical orientation from the input in the direction to the output. Wherein
input and output are also nodes in the NN.

In normal feedforward NN there are several components that make up a neural
network. The first component is the nodes that represent a number/value. The second
component is the layers in which the nodes are arranged. The nodes are directional
connected (in feedforward mode) to nodes of adjacent layers. The value of a node is
the sum of all values of the previous nodes multiplied by the weight of the connection
for each previous connected node plus a bias value that all nodes have. The only
exception is the input layer, which represents the raw data. After summation, the
resulting value is passed to an activation function that represents the final value of
the node (see Figure 2.2). Mathematically, it is a matrix-vector multiplication, where
in each row of the weight matrix and vector corresponds to a connection of the next
layer and the node value of the previous nodes:

f

(w1,1 ... w1,n

... ... ...

wk,1 ... wk,n


a

(0)
1

...

a
(0)
n

+

b1...
bk

) =

a
(1)
1

...

a
(1)
k

 (2.3)

Each value of these nodes is then summed, which then outputs the final value through
an activation function f . The superscript in, for example, a(0) denotes the layer to
which a node is attached, and in the case of the first layer, the individual nodes
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Figure 2.2: Neural networks (NN) are basically glorified matrix multiplications. This
multiplication can be thought of as a developer specifying how many layers there are and
how many neurons are in each layer. The layers can be stacked in a simple NN. The
first layer corresponds to the raw data with which the NN is fed (annotated as superscript
a(0)). All subsequent layers are determined by the developer. In addition, there are so-
called connections with adjustable weights and biases attached to the individual neurons.
The neurons themselves are determined by the previous input values, weights (w1..k,1..n) and
biases (b1..n). Why this approach works is explained in more detail in the 2.5 section.

are the input values, i.e. a(0) = X. The idea behind the activation function comes
from biology, where a neuron/node is either active or not, and to introduce non-
linear behavior [25]. It was common to use a sigmoid activation function (also known
as a logistic function) that constrains the values of the nodes to be between one
and zero. Other modern activation functions such as the ReLU function are more
commonly used as it solves the vanishing gradient problem, see Chapter 2.5.4 for
more information on this problem.

The non-linear property is important because of two reasons. The first reason is
the fact that the concatenation of matrices multiplication/addition can sum up to a
large matrix multiplication and the neural network can only represent linear problems
in the form y = mx + b, because the pattern is equivalent to a multivariable linear
regression:

a
(1)
i = a

(0)
1 w

(0)
i,1 + ...+ a(0)n w

(0)
i,n + bi (2.4)
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f(x) = 3x2 + 2
g(x) = x4 2
h(x) = f(x) + g(x)

Figure 2.3: How different functions influence the resulting function by addition. Function
h with {x <= 0} or {x >= 0} is initially influenced by the function f , but shortly thereafter
is pulled down by the function g. This is an abstract representation of how a neural network
works. See Chapter 2.5 for more information.
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i,1 +...+(a
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(0)
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(0)
k,n+bn)w

(1)
i,n+bi (2.5)

Thus, an NN without linear activation functions may omit the layers and therefore
not be “deep”, with “deep” referring to more than two stacked layers in an NN model.
Since it is ultimately a linear equation, it will have a constant slope and therefore
cannot capture nonlinear characteristics. The second reason for non-linear functions
is the ability curve.

For example: by adding function f(x) = 3x2 + 2 and g(x) = −x4 − 2 to create
h(x) = f(x) + g(x) we are able to capture the characteristics of both function. In
Figure 2.3, we see that the function h with {x <= 0} or {x >= 0} is initially strongly
influenced by 3x2 in the function f , but shortly thereafter is pulled by the function g
with −x4 overcoming the initial influence of f . This example is basically similar to
what happens in NNs, where each node/neuron acts as an independent function and
is combined into a new function/node in subsequent layers. The more neurons and
layers with appropriate weights and biases there are, the better we are able to form
a function that fits the data2 [13, 15,41].

Because of the nonlinearity of NN, it is considered very powerful, but also com-

2Nevertheless, one need to keep an eye on the overfitting
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putationally intensive to find the optimal weight and bias configuration for the data,
depending on the problem. For example the ResNet model by He et al. [28] has about
26 million weight parameters to adjust. Furthermore, since the weights and biases
are acting as partial memory of the data, the resulting NN has the potential to be
megabytes or gigabytes in size. Therefore, the question arises how many neurons and
layers are needed to learn a certain problem. This question is not generally answer-
able and must be tested by trial and error or by working with experimental results
from related problems, since each problem is different in its data distribution and
nonlinearity.

As already mentioned, the search for the weights is very computationally inten-
sive, but with modern hardware it becomes feasible in a reasonable amount of time.
After successfully training the model and thus finding the optimal weighting configu-
ration, the use of the trained model is significant computational faster and therefore
allows it to be used on less powerful hardware such as smartphones or TVs. The
method for determining the weights is called (but not limited to) gradient descent,
which requires the calculation of the gradient (or slope) of a function. The method for
calculating the gradient of a neural network is called backpropagation and is essential
for NNs to function correctly. There are several methods to find the optimal weight
configuration in the real world, commonly referred to as adaptive training rate opti-
mization algorithms, which are mainly based on gradient descent that searches for a
local minimum for a function. The best-known methods are the Adam and Stochastic
Gradient Descent (SGD) optimization algorithms.

2.5.1 Backpropagation

If a NN is selected with several layers and nodes, we end up with a function with
multiple weights that have not yet been adapted to the corresponding training data.
The aim is that the proposed NN is fitted to the training data as much as possible.
As mentioned in the previous chapter, there are certain metrics that could be used
to evaluate ML models, the so-called loss functions. Using the example of a linear
regression problem on noisy data and the MSE loss function, we illustrate the loss for
several linear regression models attempting to fit the data in Figure 2.4. The figure
shows a plot of the MSE loss with respect to bias. Since this is a linear regression
problem, each line shares the same formula y = mx + b, which means that we have
2 parameters that we are able to adjust to fit the data. In Figure 2.4, we have 5
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Figure 2.4: Linear regression example with MSE. On the Left is a plot of noisy linear data
and five lines y = mx+b with 5 different values for b (bias), i.e. yred = x+4, yorange = x+2,
yblue = x, ygreen = x − 2 and ypurple = x − 4. The blue line yblue shows the lowest loss in
with respect to the bias b.

different functions with different values for the bias b, and we see that yred and ypurple
show the largest loss. This is reasonable since they are farther from the data than
the other functions. However, we see that the MSE loss value decreases as b→ 0, but
increases again when b < 0. This means that yblue = x gives the lowest loss in this
particular case, which is evident in the graph on the left. By using the MSE function
and computing the slope/gradient of the function, we are able to adjust the weights
and biases and look for where the slope approaches zero. With the slope being equal
to zero can be seen as rolling down a steep valley and coming to a stop when we
are unable to roll because of gravity. This calculation of the gradient in respect to a
variable can be made independent of each other variable. Figure 2.5 shows the MSE
for all combinations of bias and weight for the same example used in Figure 2.4. At
the outer edges of the 3D surface, we see how the MSE surface for bias and weight
look independent of each other. Here, the blue curve corresponds to the bias-MSE
curve (see Figure 2.4) and the red to the weight-MSE curve.

By finding the minima of both MSE loss with respect to weight and bias, we can
calculate the optimal weight and bias configuration (dashed red and blue lines) that
minimizes the error and thus overall optimally fits the data. In our example this
would be w =∼ 2 and b =∼ 0.

In multilayer NN models, the slope/gradient of the loss function with respect to
each weight and bias is calculated in each layer, starting with the last layer. The
calculation of the gradient using the loss function is also the reason for the name
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Figure 2.5: A 3D plot of linear regression with the MSE loss function. In the lower part of
the image are the respective adjustable parameters (bias and weight) of the linear function.
Looking at the graph, there are two independent curves, colored blue and red. The red curve
corresponds to the weight parameter and the blue curve corresponds to the bias parameter in
the calculation of their respective slopes/gradients. At the position where the slope is zero,
we see that the two functions intersect where the error for this model is also smallest. For
the data used in this example, the (linear) model using MSE therefore has the form of w = 2
and b = 0.

backpropagation, since the last layer serves as the starting point of the calculation
and progresses iteratively back through the layers to the input layer. In the literature
this is represented with multivariable partial derivatives in the form:

∂floss

∂w
(i)
j,k

and
∂floss

∂b
(i)
j

(2.6)

Whereas with partial derivation apart from that all variables are treated as constants.
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In our example with the linear equation this would be:

∂MSE
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∂
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bias) =

1

n
2
∑

(error) (2.7)

Since in NN models the individual layers are concatenated with the use of activation
functions, the chain rule h′(x) = f ′(g(x))g′(x) where h(x) = f(g(x)) must be applied
for the derivation. The notation used here is Lagrangian notation, since it represents
the basis of the chain rule in a relatively intuitive way. However, as mentioned above,
ML resources mainly use Leibniz notation and the chain rule looks as follows:

∂f(g(x))

∂x
=
∂f(g)

∂g

∂g(x)

∂x
(2.8)

Partial derivatives for weights in a neural network, e.g. w(1)
1,1, the chain rule would

look like as follows:
∂floss

∂w
(1)
1,1

=
∂floss

∂a
(n)
1

∂a
(n)
1

∂a
(n−1)
1

...
∂a

(1)
1

∂w
(1)
1,1

(2.9)

As mentioned earlier, the backpropagation procedure starts with the loss func-
tion in the very last layer and therefore all layers must be traversed to compute the
derivative weight with respect to the loss function in this example, since in the weight
w

(1)
1,1 is almost at the very front of the NN model. All layers are effectively nesting of

functions, so for all layers affected by the weight, the appropriate derivatives must be
calculated using the chain rule.

2.5.2 Gradient Descent

Using the backpropagation method and gradient descent for a particular dataset, we
are able to iteratively converge to a local minima (i.e. slope/gradient equal to zero)
of an NN model. This process is also part the training phase in supervised learning
in NNs. Normal gradient descent (also known as batch gradient descent) works like
this:

1. (Optional) Initialize weights and biases randomly.

2. Calculate the gradient for each weight.

3. Multiply the gradient values by a training rate (usually between 0 and 1), re-
sulting in a step.
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4. Calculate the difference between the old weight value and the step.

5. Replace the old weight with the new weight.

6. Repeat the process until an iteration threshold is reached.

This method and its variant are somewhat effective in finding a local minimum of
a function and as long as the function is convex in shape the result of gradient
descent will always be also be global minima of the function, considering the potential
adaptation of thousands of weights and biases. However, with non-linear NN and
potentially thousands of weights, there could be multiple valleys depending on the
NN model, with each different valley having a different minimal total loss3. Having
many valleys/local minima may pose a problem if the gradient descent algorithm gets
stuck in a local minimum, resulting in a worse fit for an NN model. The extent to
which this affects an NN model (if at all) must be judged on a problem by problem
basis.

2.5.3 Classification

To classify with NN, modern models use the sigmoid or the softmax activation func-
tion in the last layer to obtain the probabilities of label/classes (i.e. values between
zero and one).

σ(x) =
1

1 + e−x
(2.10)

Where x is any real number. These functions have a characteristic S-shape and
are bounded between zero and one, which is ideal when working with labels and
supplementary data about the label (images, sensor data, et cetera). That is, we
want to map input data such as images to a class. In the binary classification use
case, there are only two classes that are mapped to zero and one. The goal at this
point is then to maximize the output of the sigmoid function based on the input data,
meaning that the result will be a probability distribution between these two classes.

The difference to the normal sigmoid and softmax function is that the softmax is
able to classify more than two classes. Softmax is able to normalize several classes’
probability distribution between one and zero.

softmax(xi)i∈1..k =
exi∑k
j=1 e

xj
(2.11)

3This is true as long as the output shape of the NN is concave and not convex [11].
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Figure 2.6: In classification use cases in a neural network, classes are usually mapped to
class probabilities. This means that the resulting values in the output layer (i.e. classes)
are mapped between the values {0 ≤ x ≤ 1} and the closer the value is to 1 the more likely
is to be chosen as the class for the classification task. When working with probabilities,
the negative log as a loss function yields a higher error compared to other loss functions in
the backpropagation procedure. This means that any “bad” weight adjustment is much more
noticeable. The actual loss function is called cross-entropy, which uses the negative log as
its base, see Chapter 2.5.3.

The input is a vector as large as the number of classes k (i.e. the last layer with
k neurons) and the output is also a vector of the same size, where the values x
are the probabilities for each class in a single classification of a raw input data point.
Finally, the maximum probability is then chosen as the decision of a NN classification
model. This is somewhat different with the normal sigmoid function and the binary
classification use case. Here all values < 0.5 are assigned to the first class (zero)
and everything ≥ 0.5 to the second class (one). To find the optimal weight and bias
configuration of an NN, we could still use MSE as a loss function, but one problem
with MSE is that the output values of both softmax and the normal sigmoid function
are probabilities between zero and one. The resulting gradient of the loss function is
therefore very shallow, and therefore we would only take small steps in the gradient
descent algorithm, resulting in a very significant time to train the NN model.
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Instead, we use what we call the cross-entropy loss function to calculate the gra-
dient for probabilities and cross-entropy is defined as follows:

H(p, q) = −
∑
x∈X

p(x) log q(x) (2.12)

Here p indicates the true probability for x and q indicates the predicted probability
for x, i.e. the NN model makes predictions. Cross-entropy takes the negative natural
log of the predicted probability, which leads to a very high error if the predicted value
differs greatly from the true value, see Figure 2.6 for comparison of different loss func-
tions. In probabilistic terms minimizing the cross-entropy is the same as maximizing
the likelihood (or set of probabilities) of a multinomial distribution (generalization
of the binomial distribution). Basically with minimizing cross-entropy it means that
the disorder in the system is minimized (entropy maximized) based on the measured
values. It is preferable to use the cross-entropy function at this point, as this makes
it easier to calculate the slope of the function, as the normal likelihood function is
defined as a product of probabilities, making it more difficult to calculate. Moreover,
p(x) may be omitted in practice, since it is always 1 for a given sample, since we
know the ground-truth while training. Meaning the actual label is assumed to be
correct and therefore always 1. For all other classes, p(x) would be equal to 0 and by
multiplying by q the result is zero error and is therefore omitted. With two classes
C = {Cat,Dog} and o ∈ C:

H(p, q) = −
∑
xo∈X

∑
c∈C

pc(xo) log q(xo) (2.13)

pCat(xCat) = 1 (2.14)

pCat(xDog) = 0 (2.15)

This can be summarized into a short formula:

H(q) = −
∑
x∈X

log q(x) (2.16)

In our work we have mainly (multi) classification problems that we solve with NN.
For example, we have the problem that we want to determine the corresponding bike
type based on acceleration data from several bike types.
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Input

Output

Figure 2.7: The vanishing gradient is the effect of the sigmoid activation function in a
neural network. The sigmoid function maps all input values between {0 ≤ x ≤ 1}. From
this, it follows that in the backpropagation step, the more layers and the farther they are
from the output layer, the less influence any adjustment of the weights in the NN will have,
provided that each layer is associated with the sigmoid activation function. Consequently,
the second to last layer in the backpropagation step has the least influence on the training.
For more insight how backpropagation functions, see the Chapter 2.5.1.

2.5.4 Vanishing Gradient

The Vanishing Gradient problem arises from the use of the sigmoid as an activa-
tion function between each layer and the backpropagation algorithm. The function
crunches the values x between {0 ≤ x ≤ 1} and the resulting slopes/gradients in the
backpropagation process for each layer, the value becomes smaller and therefore each
weight and bias does not contribute much to the activation of a neuron in the initial
layers of the model. For illustration, please refer to the figure 2.7.

Mathematically, the calculation of the gradient for the weights and biases in the
NN model is, simply put, the result of applying the chain rule, which in turn multiplies
each derivative for each intermediate layer along the way. Since each derivative of the
sigmoid function is basically the function itself.

d

dx
σ(x) = σ(x)(1− σ(x)) (2.17)

We simply multiply the values between one and zero and therefore the resulting gra-
dient will be tiny, assuming the model has many stacked layers in between. Therefore,
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low values cause the gradient to be low and hence drives the gradient descent algo-
rithm to take small steps, i.e. slow learning. In practice, the gradient descent stops
after several iterations after reaching a threshold of low gradient values and therefore
making a stacked NN model with sigmoid activation function in between the layers
ineffective.

The problem is solved using the Rectified Linear Unit (ReLU) activation function.
NN models with ReLU tend to show better convergence performance than sigmoid
(in practice) [32]. The ReLU activation function is defined as follows:

ReLU(x) = max(0, x) (2.18)

One might think of the activation function as a more generalized neuron activity.
That means that instead of restricting between {0 ≤ x ≤ 1} all values {x ≤ 0} are
defined to zero. Practically, such neuron has no negative or positive influence on
subsequent layers and their neurons. In addition, certain neurons have the ability
more impact on the overall performance of the system the larger the value of x is.
Furthermore, computationally it’s less expensive than the sigmoid function since it
does not require floats and calculation of exponential functions. In addition to the
ReLU activation function, there are methods such as residual NNs that are capable
of skipping multiple layers and thus reducing the impact of the vanishing gradient.
An example of this is the ResNet model. [28].

In our approach, we mainly use the ReLU activation function as the activation
function, since it works particularly well for our particular problems.

2.6 Convolutional Neural Network

Convolutional NNs are a specialization of the normal NN. CNNs are able to automat-
ically find patterns or features in the data while training that a person or a normal
NN may not find. By features is meant here that certain structures are sought to be
recognized which share the same similarities between training and test samples. As
already mentioned in Chapter 2.2, it should be assumed that the data will be noisy.
This means that in the worst case, the data might be so noisy that an ML model
learns the noise instead of a meaningful pattern.

Most other machine learning approaches must manually select features in highly
complex data to have any semblance of effectiveness. At least when the data is
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very noisy (or when the variance in the data is high), as is the case with time-series
data. Usually, different statistical values, such as mean and variance, are used as
features for such data, as this reduces the information contained in the data (e.g.
to one value) that is easier to compare and train. For those features the issue are
outliers in the data, as these distort statistical values such as variance and mean,
since these values assume a normal distribution of the data. In these cases, further
considerations and manual interventions must be made, such as filtering out outliers.
Another problem with statistical features is the loss of complex interrelationships in
the underlying data, which affects performance on certain problems, as we found in
our initial experiments on bike type recognition using time-series data, see Chapter
5.1 for more information.

CNN on the other hand manages to extract certain relationships from the raw
data without losing the underlying structure of the data. The term convolution in
CNN is originally mathematical and describe the interaction between two function
over time [25] and is defined as follow:

(f ∗ g)(t) =

∫ ∞
−∞

f(τ)g(t− τ) dτ. (2.19)

This reads as the flipped function g (denoted −τ) which is sliding from left to right
(denoted t− τ) and calculation of the convolution/integral (∗ operator) of both func-
tions (f and g) after time/shift t. However in practice we use discrete version of this
convolution idea.

(f ∗ g)[n] =
∞∑

m=−∞

f [m]g[n−m] (2.20)

The most prominent application of this idea is image processing, where a function
f is a 2D array of an image and the function g is a 2D matrix of fixed length and
weight/values. In this use case, g is commonly referred to as kernels and also used
in the so-called Sobel operator, for example. The Sobel operator provides man-made
fixed matrices that approximate the derivation of an image resulting in edges.

These edges represent the sudden change from light to dark pixels and vice versa
that results from the formal definition of the derivative4. For images, each light
intensity in a pixel is usually represented with values between {0 ≤ x ≤ 255} for 8

4The mathematical definition of a derivative is limh→0
f(a+h)−f(a)

h and since the smallest possible
h for a discrete value is one since images are represented in discrete pixels, it can therefore be
summarized as f(a + 1) − f(a). However, there are several derivations for images, all of which are
included in the Sobel operator.

32



2.6. CONVOLUTIONAL NEURAL NETWORK

bit resolution. The weights or values in the kernels of the Sobel operator are then
convolved with the image, creating a new image that contains the edges of the original
input image. There several other methods (aside from the normal convolution) such
as cross-correlation which is not exactly the same however, the main idea behind
combine two function while sliding is the same.

This idea of convolution is also the same one behind Convolutional Neural Net-
works, but in a generalized form adapted to the needs of ML methods. First we
describe the main characteristics of CNN:

• (a) CNN are layered like a normal NN layer, i.e. in matrices.

• (b) Neurons in CNN are not connected and therefore have no weights or biases.

• (c) Weights are governed by the use of kernels.

• (d) Input data must not be flattened before use, e.g. images retain their 2D
structure.

• (e) CNNs use the principle idea of convolution.

With (a), we are able to work with other layers that implement aspects for ML
models. Characteristic (b) is essentially the function f in the convolution procedure.
With (c), the weights used given by the kernels which in turn is the function g

convolved with function f (e.g. an image). In practice, the kernel matrices are fixed
size (e.g. Mn×n) and are randomly initialized with weights before being fitted with
backpropagation and a gradient descent optimization algorithm.

For image use cases in a CNN, it is commonly referred to as 2D convolution and the
method can be generalized as follows, where the input are matrices where (function
g is our weight W k×o matrix) and the input images (function f as our input Xm×n

matrix):

Y [a, b] =
k−1∑
i=0

o−1∑
j=0

X[a+ i, b+ j]W flipped[i, j] (2.21)

Each pixel (or scalar value) Y [a, b] is the result from the convolution of the input and
the kernel, covering an area of k × o in the input image. Consequently, the resulting
output is smaller than the input, and therefore we do not iterate over every value
in the input image; it is reduced by the kernel dimensions5, i.e. Y (m−k+1)×(n−o+1).

5Thus, it is implied that the kernel dimensions cannot be larger than the input data.
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However, this is not a requirement, it is at the discretion of the user and the particular
implementation, but it does make the calculation a little easier in this case, as the
kernel matrix does not go out of bounds, otherwise we would require bound checks
or paddings, see Figure 2.8 as an example.
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Figure 2.8: How convolutions work on discrete 2D data in neural networks. Like the
example, the data is arranged in a matrix (as is the case with images, for example). Fur-
thermore, there are four so-called kernels (highlighted yellow, green, blue, and orange), which
in this example have arbitrary values for clarity. Kernels are also matrices that are typically
smaller than the input data. In the example itself, the input matrix and kernels have sizes
of 4 × 4 and 2 × 2, respectively. Convolution on discrete data is an iterative process. We
start in the upper left corner and figuratively place a kernel over the data after multiplying
the values of each overlaid cell together and sum all the values together, resulting in a single
cell with the appropriate value of summation. Continuing this process, move the kernel one
position further to the right and repeat until the right edge is reached. In our example, this
would be done three steps. After reaching the end, simply start again on the left, but from
the line below. Repeat until the resulting yellow matrix is formed on the right. In total, four
convolution results are generated in this example, with each size of 3× 3. Thus, a result set
is generated, where the size of the set is determined by the number of defined kernels. For
more details, see Chapter 2.6.

To compute the gradient of the weight matrixW on a single convolution layer, one
must take the same output layer Y with respect to the loss and convolve it with the
input layer X, basically reconstructing the weight matrix using the resulting output
gradient. Similarly, the gradient for X is calculated by convolving the gradient matrix
of Y with the flipped weight matrix W , which interestingly is the cross-correlation
operation (denoted as ?) [18]:

∂Loss
∂W

= X ∗ ∂Loss
∂Y

(2.22)

∂Loss
∂X

=
∂Loss
∂Y

? W (2.23)

As mentioned earlier, hand-made matrices are useful for solving certain problems.
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For example to detect edges with the Sobel operator or to sharpen or blur images
with other operators. These are all properties that one would need to use by hand in
self-made algorithms to recognize objects in an image, for example. However, when
using CNN, the search for important features may be governed by the data itself.
Using a loss function, backpropagation and gradient descent, convolution kernels can
be tuned to a given problem. This process of adapting the weight of kernels is referred
as “automatic feature extraction”. The result of this whole process is a diverse list of
kernels that can recognize different features. Appendix A.1 shows an example of a
lioness and the resulting convolution images created by different kernels. There are
some convolutions where the lioness is taken out, some with an embossed look and
so on. In this example, each of picture represent the results of a feature in that layer.
The brighter parts of the image are, the more relevant/important they are for the
CNN model. Since the result of a convolution is effectively also an image that can
also be used as input to other CNN layers (e.g. in a daisy-chain CNN architecture),
with increasingly abstract results. In Figure A.2, we see the result of the second CNN
layer of our lioness example, which shows the abstract nature of chaining CNN layers
together. Figure A.3 is the result after the fourth CNN layer, and apparently the
area around the head is most important in some kernels.

2.6.1 Using Convolutional Neural Networks for Time-Series

Data

CNNs are also applicable for time-series data. In our work in Chapter 5.1 and 5.3 we
used time-series acceleration data to discern various bike types. The method for time-
series data is the same as for the 2D case, only transferred to the 1D case. Assume
we have table for our time-series data, which is sorted by time in ascending order. In
our work mentioned above, at each timestamp t we have three values for each axis
of our acceleration in three-dimensional space. In this setup we would have for each
row three columns each representing an axis of the acceleration. Figure 2.9 shows the
arrangement on the left side. To use CNN on 1D, simply define a kernel with the same
width as in the input data. In our example, this would be a kernel of WK×M and the
input data XN×M , where M = 3 (our three columns). In this case, when designing
the NN architecture, we can only choose the height K of the kernel. If an appropriate
value for k is chosen, the kernel is convolved with the input data, resulting in a single
column, as shown in Figure 2.9. This means that the number of columns depends on
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Figure 2.9: How 1D-CNN works. One can think of it as a series of layers, each with
different functions that can be performed internally. In this example, we can see that the
first level simply represents the data and passes it on to the next layer. The next layer
is what’s called a convolutional layer (CNN layer), which takes the data and convolves it
with different kernels. The results of convolution with the kernels are often referred to as
features. In this example, we use a special form of CNN layer called “1D CNN”. The width
in this example would be the number of columns (a, b and c). This is illustrated in the
table (the columns a, b and c in the example and therefore each kernel is of width 3). The
number of kernels is determined by the developer, and the more kernels, the more features
can potentially be extracted from the input data. Each kernel (in blue or orange and total F
= 2) slides over a fixed data sample with fixed height (N) and width, with the filter height
(H) chosen by the developer. In this example, we assume that each row is time-continuous
and each data point has a maximum size of N . Each filter results in a new column in the
output data. Each column represents a new feature and can be further refined with additional
stacked 1D convolutional layers. The resulting feature height after convolution is generally
smaller than the height of the input data (see Chapter 2.6) for more information.
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the number of kernels/functions used in developing the architecture of the model. In
the figure, this would be a total of two features labeled blue and orange. See our work
in Chapter 5.3 in Chapter 3 for an example of the procedure on time-series data.

2.7 K-Nearest Neighbors

In our work in Chapter 5.4 we used k-nearest neighbors (KNN) for classifications
purposes and mainly refer to classification examples. The KNN machine learning
algorithm is designed to cluster data points based on their “distance” from each other.
With KNN, there is effectively only the k parameter that is adjustable.
The parameter k specifies how many neighboring data points are compared to. For
classification tasks, the KNN algorithm is based on a voting mechanism where the
class that receives the most votes wins. By votes is meant that the nearest neighbors
are grouped based on their class. The class that has the highest number of neighbors
wins the vote. The total number of votes is limited by the k parameter (see Figure
2.10 as an example). Naturally, a trained KNN model must be present for voting to
be possible.

At this point, it is necessary to define what the “nearest” means in this context.
KNN can use various methods to measure distance, the most common being Euclidean
distance. Euclidean distance takes points in an N-dimensional space and returns the
shortest geometric distance between two points. For example, in a 2D space, the
Euclidean distance between points p and q is defined as follows:

dist(p, q) =
√

(q1 − p1)2 + (q2 − p2)2 (2.24)

Which is can also be generalized for multidimensional points
p = (p1, p2, · · · , pn−1, pn) ∈ Rn by simply summing the squared difference for each
dimension:

dist(p, q) =
√

(p1 − q1)2 + · · ·+ (pi − qi)2 + · · ·+ (pn − qn)2 (2.25)

When working with Euclidean distance and high-dimensional data, this metric loses
“meaning” as points become equidistant from each other in essence. This means
that each point in high-dimensional data is approximately the same distance apart,
making distinctions more challenging to detect. However, some metrics are less prone
to this behavior, such as the Manhattan distance metric [17]. Therefore, careful
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consideration should be given when working with high-dimensional data.
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KNN Example: Petal Width vs. Sepal Length
Iris-setosa
Iris-versicolor
Iris-virginica

Figure 2.10: An example of how KNN works. Two attributes of three classes are listed
here, highlighted in blue, orange, and green. The displayed attributes are “Petal Width”
on the y-axis and “Sepal Length” on the x-axis of flowers from the Iris UCIMLR dataset
[23]. The points already colored are already known classes used to train this KNN model.
When out-sample points (highlighted in black) are to be classified using the trained model,
the position is first determined using the attributes. Then, the k nearest neighbors in the
immediate vicinity are determined, in our case k = 3. The class with the most points in the
neighborhood wins, which in this example is the class with the orange color.

Points in KNN may be anything descriptive. For example, a person can be de-
scribed by several attributes such as height, age, weight, income (and so on), which
would be our dimensions of a single point in a KNN model (Imagine x, y and z in 3D
space). We can think of it as having a table and each column corresponds to a dimen-
sion of a data point. KNN is very effective and efficient in computation compared to
NN models, but very limited in capability [36].

2.7.1 Avoiding High Dimensionality and Feature Extraction

As mentioned earlier, KNN is negatively affected by high-dimensional data and there
are several methods to avoid high dimensionality. Let’s take an image as a negative
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example: We could reduce a 2D image to a 1D representation, where each pixel
is a dimension in the KNN. For a 200 × 200 image, this would result in 40000 of
dimensions, rendering a KNN model impractical. To reduce dimensionality, we need
to introduce the concept of (manual) feature extraction. Feature extraction is in
essence the reduction of dimensionality by any means. This is where the developer’s
experience comes into play, as the task here is to find the appropriate features that
are considered important. In the image example, various statistical metrics could be
used to reduce the dimension of an n× n image to the number of metrics used.
Which features are used is up to the user and therefore, from a scientific point of
view, it is only empirically possible to show that certain features are important for
certain problems. The simplicity of KNN is rather deceptive, since feature extraction
can be the most important part of a KNN model depending on the problem.

2.7.2 Time-Series Classification with
(Soft) Dynamic Time Warping

In our work in Chapter 5.4, KNN is used with the Soft Dynamic Time Warping
(SDTW) metric instead of using the typical Euclidean or Manhattan distance metrics.
When using KNN with the SDTW metric, we found that this approach is more
versatile and at least equivalent or more performant than any other metric. To
explain how SDTW works, we must first explain the standard DTW algorithm and
compare the characteristics with the standard distance metrics. DTW is a similarity
metric for time series sequences. The main idea behind DTW is that two time series
sequences can be the same or at least very similar, but each data point in the sequence
may differ in the time delta. That is, a similar time-series sequence may be shifted
in time, compressed or stretched. A real-world example is differences in acceleration
or deceleration when cycling a bike. Each of these acceleration/deceleration events is
inevitably temporally different, which is where DTW is a robust alternative metric
for KNN.

To compare the Euclidean distance with DTW, we first define two sequences
~a ∈ Rn and ~b ∈ Rm as vectors. For the Euclidean distance, we simply take the
distance between for each pair with the same index in both sequences:

{dist(ai, bi) | i ∈min(n,m)} (2.26)
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For the Euclidean distance use case, this means that if a sequence is shorter, we must
truncate the bigger sequence or pad the smaller vector with zero values. The result is
a simple one-to-one match based on the index and therefore does not take into account
the possible temporal bias of the sequences. The general idea is a time-normalized
distance definition, where time is implicitly encoded in a sequence of values.

DTW is first introduced in [44] and is an algorithm that takes two sequences
~a ∈ Rn and ~b ∈ Rm of different length and maps the sequence ~a to the sequence
~b. The mapping step is referred to as the “warping” function. To find a suitable
mapping, both sequences are compared, which can also be thought of as a pairwise
matrix Mn×m.
If two sequences are identical, then the resulting “ideal” mapping between the two
sequences is a diagonal path in the matrix M . In other words, every point in the
sequence ai ∈ ~a is mapped to bi ∈ ~b and thus no time compensation has occurred.
DTW defines several restrictions to the mapping function (i.e. path on the matrix),
to quote the original paper:

“[...] mapping from the time axis of pattern A onto that of pattern
B, must preserve linguistically essential structures in pattern A time axis
and vice versa.” [44]

The term “linguistically” refers to the structure of spoken words, but it has been
shown that this approach is also effective for other time-warping problems as well.

As one might have already noticed, only the discrete values in a sequence are
considered here and not the actual temporal origins. This means that both sequences
are to be compared should be of the same chronological origin (i.e. pulling from the
same sampling rate), otherwise the conditions are not comparable. Furthermore, the
following conditions for the warp function are defined as follows:

(1) The warp function must be monotonic, i.e. each path point ci,j ∈Mn×m and its
indices must be greater than or equal to the index of the previous point.

(2) The warp function must be continuous, by which we mean the difference between
a path point and the previous point must not be greater than one (i.e. no sudden
jumps between points of the warp function).

(3) The first and last points of the warp function are bound to the first and last
points of two sequences ~a and ~b, i.e. the conditions forces the warp function to
consider every point in both sequences.
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There are other conditions used and specifically introduced for linguistic pattern
matching. These conditions are not important for our use case, hence it is omitted.

DTW uses the difference between each point ci,j = dist(ai, bj) = |ai − bj| with
ai ∈ ~a, bj ∈ ~b and c ∈ Mn×m as measure of (quote) “goodness” (i.e. cost function),
as long as both sequences are similar in nature, meaning the timing differences are
minimal. In other words, if the sequences are shifted by a constant, then this will not
effectively match similar sequences. In addition, taking the difference of points can
be a problem if an action is similar but varies in amplitude.
The reason for this is that it may not be effective since it is not exactly the same
action. Therefore, one should consider normalizing the sequences before using them.

The optimal path Coptimal in DTW is defined as the one that is constrained by the
above conditions and minimizes the sum of all cost values along that optimal path.
To calculate the DTW distance used for KNN as a metric we simply use the point
cost along the optimal path c and calculate the Euclidean distance:

ScoreDTW =

√√√√ ∑
ck∈Coptimal

c2k (2.27)

The number of possible paths in an Mn×m is equal to the Delannoy number D
defined as follows [31]:

D(m,n) =

min(m,n)∑
k=0

m!

k! (m− k)!

n!

k! (n− k)!
2k (2.28)

This numbers can easily explode depending on the size of the sequence we want to
match against. To avoid brute forcing in the search for the optimal path Coptimal,
DTW (and by extension soft-DTW) uses dynamic programming, which is also used
in biology for DNA or protein sequences to evaluate similarity [19].

Dynamic programming is a way of solving optimization problems, and in the case
of DTW, our optimization problem is finding the shortest path that minimizes our
cost. The basic idea of dynamic programming is to decompose a problem into smaller
problems, which in turn achieve the desired end result of minimizing path cost [6].
For example, Dijkstra’s shortest-path algorithm finds the shortest path in a graph by
tracking only the neighbor nodes with the smallest associated path cost [16]. This
focus on neighbor nodes is an example of focusing on smaller problems to achieve the
larger goal of finding the optimal path in a graph from a start to an end point. This
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is Bellman’s optimality principle, which seeks the best value for a set of available
actions at each step [6].
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Figure 2.11: On the left is an example of how DTW works. Here the sequences ~a and ~b
are matched. This results in a cost table. The cost of the cells is the smallest cost value of
the neighboring cells plus the absolute difference between the values of the sequence ~a and ~b.
For cell (1, 1), we simply calculate |3− 1|. Since the first cell has no neighboring cells, the
cost for the neighboring cells is zero (indicated by the three black arrows in the upper left).
For all other cells, the red arrow corresponds to the smallest neighbor cell value taken for
that cell. At the end of the last cell, starting from the last cell at the bottom right, one can
simply select the cells that have the lowest cost values. The result is shown in blue. This
path is the most optimal path to map ~a to ~b. The right side shows the breakdown of the
calculation and steps using an example with indices i = 2 and j = 2.

The same principle applies to DTW, which searches for the optimal alignment
between sequences ~a and ~b by recursively computing the alignment cost in the Mn×m

matrix. Starting from the initial cell at index d1,1 ∈Mn×m, the next possible step for
an optimal path c is to go either diagonally, downward, or to the right (based on the
conditions described above). By restricting where one can go, the cost information
can be passed on to the nearest neighbors, figuratively speaking.
This is achieved by introducing the function min, which returns the lowest number
from a set of numbers. DTW implements the function as follows:

ci,j = dist(ai, bj) = |ai − bj| (2.29)

di,j = ci,j + min(di−1,j−1, di−1,j, di,j−1) (2.30)
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The diagonal, downward and rightward movement is reflected in di−1,j−1, di−1,j and
di,j−1 in the min function (see equation 2.30). Then the lowest value of these neigh-
boring cells is added to the actual cost of the cell, resulting in the lowest neighboring
cost being propagated to the last cell in the alignment matrix. Then, at the end of
the last cell of the alignment matrix, starting from the last cell, we can simply select
the cells that have the lowest cost values, resulting in an optimal path Coptimal under
the conditions of the DTW warp function.

For purposes of illustration, we refer to Figure 2.11 with each cell d in the cost
matrix representing its cost and containing the minimum cost of the previous cell
under the path alignment conditions. In the end, the cost matrix is fully computed
with the resulting path highlighted in blue in Figure 2.11, which constitutes the
optimal path, as it minimizes the total alignment costs.

As mentioned before, “big” changes in values can change/break the optimal path
in DTW. For example, if we change the values of a sequence ~a slightly to ~a′, the
optimal path DTW (~a,~b) may still be equal to DTW (~a′,~b). Since DTW considers
only a single optimal alignment path, large changes in the resulting sequence ~a′′

can then lead to inequality, i.e. DTW (~a,~b) 6= DTW (~a′′,~b). A predictable change
in the alignment path is therefore desirable to counteract larger time shifts and time
compressions/stretching. However, DTW is not differentiable, meaning we are unable
to anticipate a change in alignment (i.e. the gradient of the DTW is not differentiable)
[14]. This differentiability is important for loss-based learning (e.g. NN) and less so
in the case of KNN. Nevertheless, in our work in Chapter 5.4, we used soft-DTW
instead of DTW since it performed better compared to normal DTW.

Soft-DTW [14] replaces the min function of DTW with the so called soft-min
function:

minγ(a1, . . . , an) = −γ log
n∑
i=1

e−
ai
γ (2.31)

The parameter γ is the smoothing parameter, and when it approaches zero, γ → 0

adopts the lowest value in the set {a1, . . . , an}, and with γ = 0 the resulting min
function corresponds to the standard hard min function of DTW. The smoothing
property combined with differentiability showed promising results in clustering and
barycenters [14]. Furthermore, with soft-DTW we have both properties of the hard
min of DTW with γ = 0 and the smoothing flexibility with γ > 0.
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2.8 Regularization

We mentioned in Chapter 2.2 that a ML-model should aim to perform well on unseen
data. Regularization is the method for trading training accuracy for higher accuracy
on said unseen data, see Chapter 2.2 for more insight.

Specifically, the problem is that of overfitting the data during the training phase.
There are multiple variants of regularization to make an ML model more generalizable
and mitigate the problem of overfitting. Here it depends on the type of ML method
used. In KNN, there are not many methods to avoid this as it is a relatively simple
ML method. However, reducing the dimension set of the data using feature extraction
is an effective method (see Chapter 2.7).

For NN/CNN there are several methods for regularization. Since NN allows mul-
tiple layers to be stacked, each of these layers may fulfill different functions as long
as they remain differentiable. Strictly speaking, especially a CNN layer is a type
of regularization method, since automatic feature extraction effectively reduces the
high dimensionality of the data, contributing to the generalizability of the ML model.
Moreover, in Deep Learning (e.g. with NN) the goal is to find a model that has been
generalized to a particular problem through the appropriate use of regularization
methods including the previous mentioned steps.

Here is a list of regularization methods, to name a few [25]:

1. Parameter Norm Penalties: penalty coefficients added to the loss function.

2. Dataset Augmentation: creating new (fake) data to improve performance. For
example, one could use existing image data and transform them (move, rotate,
etc.) or create new ones by simulation.

3. Noise Injection: adding noise to the input data can lead to better generalizabil-
ity.

4. Dropout: in NN, the dropout method randomly ignores output data from a
layer.

In general, the use of regularization methods is one of the most important aspects
in ML to achieve generalizability (i.e. robust to unseen data), as discussed here
and in Chapter 2.2. However, it is not possible to make a general statement about
the effectiveness of regularization methods in every application and they must be
evaluated individually for each problem, as is often the case with ML.
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2.9 Evaluation Metrics

Before evaluating a (trained) ML model, the data used for training should not be used
for testing. Otherwise, we cannot evaluate whether a model works for unseen data.
To assess how well an ML model is suited for a particular problem, there are several
ways to evaluate it. A distinction must be between the evaluation of classification and
regression models. In the case of regression models, where a scalar value is returned,
this value is compared with the actual values from a test set. As mentioned in Chapter
2.2, this comparison is called error and the larger the difference, the worse the ML
model. To determine the average error over the entire test set, the loss function MSE
might be used.

For classification models, other evaluation measures are used, since the loss value
does not indicate whether a classification is correct or incorrect. In binary classifica-
tion tasks, the output of an ML model is usually a set of positive (P) and negative
(N) classification answers, which does not necessarily mean that it is correct. In other
words, it just means that we are asking “Is this of class X? Yes (P) or No (N)?”. We
can derive various metrics that represent the evaluation of certain properties of a
classification type model [27]:

1. True positive (TP) and true negative (TN) → If a positive or negative classi-
fication is given, then there is the set of true positives (TP) and true negative
(TN) that are part of the classifications answered correctly by an ML model
(for a given input).

2. False positive (FP) and false negative (FN) → If a positive or negative classifi-
cation is given, then there is the set of false positives (FP) and false negatives
(FN) that are actually false classifications given by an ML model, e.g. ML
model gives a positive classification answer, but it is actually negative (FP) and
vice versa (FN).

3. Precision = TP
TP+FP → The ratio between the actual correct positive classifica-

tions (TP) and all positive classifications including the incorrect ones (TP+FP).

4. Recall/TPR = TP
TP+FN → The ratio between the actual correct positive classifi-

cations (TP) and all positive classifications and false negatives (TP+FN), since
all false negatives should actually be classified as positive. One can understand
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this metric as this ratio of how many positive classifications were missed. Mean-
ing that when the value is TPR = 0 then we missed all true positive predictions
and vice versa for TPR = 1. It is also called the True Positive Rate (TPR).

5. FPR = 1 − TNR = FP
FP+TN → The ratio of actual false positive classifications

(FP) to all false positive classifications and actual true negative classifications
(FP+TN). It is the inverse of Recall/TPR, i.e. when the FPR approaches 1, we
have missed all actual true-negative predictions and 0 when we have predicted
everything perfectly.

6. F1-Score = 2
recall−1+precision−1 = TP

TP+ 1
2
(FP+FN)

→ The F1-score definition where
TP = true positives, FN = false negatives and FP = false positives. It is also
called balanced F-score, as it avoids imbalances in favor of other classification
classes.

7. Accuracy = TP+TN
TP+TN+FP+FN → The Accuracy definition where

TP = true positives, TN = true negatives, FN = false negatives and FP =

false positives. In simple terms, the accuracy value is the ratio of actual correct
predictions to the total number of predictions made.

For multi-class classification, it is analogous to binary classification. So to calcu-
late the above value for TP, TP, FP, and FN, we go through each class and calculate
their respective values and take, for example, the accuracy as an overall score for a
given test pattern. In the multi-class classification use case, a positive classification
(P) is the actual label of the class and (N) is any other class label.

2.9.1 Accuracy and F1-Score

We used accuracy and F1-score as evaluation metrics. Accuracy gives us an intuitive
overall performance across all classes/labels, meaning we easily see the ratio of all
corrected predictions to all predictions made. If we get a value of 1, it would mean
perfect prediction.

The problem with the accuracy metric is that it is easily skewed by unbalanced
data representations for a class. If a class has more data points in a test sample
and a high recognition rate than a class with few data points and a poor recognition
rate, then the accuracy metric would not give a good overall picture of performance
for all classes. To address this imbalance, we also calculated the F1 score for each
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class, which in turn attempts to represent a value that balances the Precision and
Recall values using the harmonic mean. Using the harmonic mean treats the values
equally and any drastic change in a value would result in a poor F1-score, which is
not the case with the “normal” arithmetic mean [27]. The harmonic mean forces the
Precision and Recall to increase evenly to get a good F1-score. To summarize the
F1-score in simple terms: The F1-score is calculated for each class (P) and gives us a
balanced overview of the ratio of true positive predictions with all positive predictions,
including false positive predictions (Precision) and whether we missed any otherwise
positive predictions (Recall).

2.9.2 Receiver Operating Characteristic and Area Under the

Curve

In the literature, the use of so-called confusion matrices is very popular, as they give
us an intuitive overview of the classification performance of a classifier (see Chapter
5.1 as an example). However, a single confusion matrix holds only true for a single
threshold configuration. By changing the threshold, the results would differ, resulting
in new confusion matrices. To avoid drawing multiple confusion matrices and to get
a better overview, we instead use the Receiver Operating Characteristic (ROC). It
represents the true positive rate (TPR) vs. false positive (FPR = 1− TNR) rate for
different thresholds. It means that a change in the classification threshold leads to
different results.

Figure 2.12 shows an example of a ROC diagram for a binary classification use
case. On the y-axis we see the TPR and on the x-axis we see the FPR. To get a better
feel for this, consider the following example of a binary classification: a classification
answer can only be either one of two classes, determined by a numerical threshold.
This threshold may be adjusted to improve an ML classification model. However,
when adjusting the threshold in a binary classification example, we find that the
TPR increases, leading to a perfect TPR value of 1. This is trivial to obtain since we
simply classify any sample as positive, resulting in any actual true positive falling into
the actual TP assessment, and since TPR ignores the FP use cases, it then results
in a perfect TPR score. It means that in this case TPR only considers one class and
ignores the other, which would be the negative decision, as explained and defined in
Chapter 2.9. To counteract this, the TPR is plotted against the FPR, i.e. in the case
of a binary classification, we see how much we deviate from the other class (FPR).
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Figure 2.12: An example of a Receiver Operating Characteristic (ROC) graph with its
corresponding Area Under the Curve (AUC). The shaded area under the ROC curve is the
AUC and is used as a scalar value for easier comparison with other models/methods. The
dashed line corresponds to a coin-tossing model which chooses at random. Assuming we have
two classes c1 and c2 which an ML model chooses from, then at 0.5 this would correspond
to the coin toss model that selects both classes with a probability of 50%. With an FPR of
0.25, one class would have a probability of 25% and the other of 75%; with an FPR of 0.75,
this relationship would reverse (labeled in black).

The graph reads as follows: When the FPR score is 0 and the TPR score is 1, all
classes are perfectly predicted. If the FPR and TPR score reaches TPR = 1 and
FPR = 1 or TPR = 0 and FPR = 0, it means that the ML model is not predicting
the other class(es) at all.

The dashed diagonal line represents a model that tosses a (rigged) coin to classify
between classes. In the case of binary classification, this coin toss classification model
classifies between two classes. To illustrate, imagine that the probabilities p(c1) = 0.50

and p(c2) = 0.50 (non-rigged coin toss) would result in TPR 0.5 and FPR 0.5. If the
coin is rigged in favor of class c1, for example p(c1) = 0.75 and p(c2) = 0.25, then
FPR 0.75 and TPR 0.75 result (see Figure 2.12). Therefore, any ML model that lies
above or below the line in the diagram has a better chance of classifying a class than
a random coin flip model.

The Area Under the Curve (AUC) is the area under the resulting ROC curve,
see the shaded area under the curve in Figure 2.12. AUC is a scalar value for easier
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comparison between different ML models and their ROC. The best possible area
under the ROC curve (AUC) is 1. For a coin-flip model (the dashed diagonal line),
the AUC is 0.5.

2.10 Pre-Processing Techniques

There are several techniques to mitigate noise or reduce the complexity of data.
As mentioned earlier, noise is a fundamental assumption about the nature of data
captured from the real world. Probable reasons may include noisy sensors, external
disturbances, or simply outliers. Even cameras that capture images can be affected
by their ISO, which increases digital noise when shooting in low light conditions [5],
for example. Aside from the noise, we also use techniques to reduce the amount of
data needed to cover the problem area and thus speed up the time-consuming phase
of data collection. In addition, valuable data may be labeled appropriately using
filtering techniques.

2.10.1 Reorientation of Acceleration Data

In our work in Chapter 5.1 and 5.3, we used primary smartphone inertial sensor data,
which includes orientation data and the acceleration data. The acceleration data and
associated sensor alignment of the Android devices used in our evaluation are well-
defined [26]. Acceleration data is defined in three axes as a vector to be able to cover
acceleration in 3D space:

v(t) =

xtyt
zt

 (2.32)

We used linear acceleration vector data in which the earth’s gravitational force is
removed. Furthermore, the axes on Android devices are fixed, i.e. the measured
forces acting on the axes depend on the orientation of the smartphone. When a
smartphone is held in an upright position, i.e. the top points to the sky and the
display points to the user, the x-axis is horizontal and points to the right, the y-axis
is vertical and points up, and the z-axis points perpendicular from the screen area to
the user. Figure 2.13 shows an example of this. Depending on the orientation, the
same force acting on a device can occur on different axes in the data, i.e. vy or vz in
our example.
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Figure 2.13: The smartphone’s orientation influences its internal accelerometer and its
measured values. In this example, the same force is applied to a smartphone with different
orientations. If the smartphone is lying flat relative to the applied force, the inertial ac-
celerometer detects the force on the z-axis. If the smartphone is upright relative to the same
applied force, the sensor detects it on the y-axis. This can pose a problem depending on the
problem and the application.

In our work, we focus on cycling applications. In particular, our work in Chapter
5.3 assumes that a smartphone is constantly moving. This means that we have
to deal with the continuous rotation of the smartphone during use. For example,
when cycling, the orientation of a smartphone changes constantly depending on the
situation. Such is the case when the device is in a pocket or the cyclist’s clothing.

The constant change in orientation is not a problem in itself. All we need to do
is collect enough data to cover any combination of acceleration data in all possible
orientations. However, this implies that a vast amount of data needs to be collected
in every possible smartphone location, and in our example of classifying bike types,
this needs to be multiplied by the size of the bike types we want to classify. A
limited amount of data might still be useful and functional in most situations. For
example, there are not many positions where a smartphone is carried. Nevertheless,
as mentioned in our remarks in Chapter 2, a sufficient amount of data needs to be
collected to be robust enough to cover the entire problem domain.

We use reorientation of acceleration data to reduce the amount of data that needs
to be collected. In particular, we use the so-called rotation vector in Android devices
[26]. Rotation vectors are useful for the reorientation of linear acceleration data. On
Android, a rotation vector r(t) represents the current rotation of the smartphone by an
angle around a fixed axis (x, y, and z) in unitless quaternion representation. The axis
x and y are tangential to the current position on the earth’s surface, where x points
east and y points north. Lastly, the z-axis aligns perpendicular to the earth’s surface
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Acceleration in Cycling Direction

Figure 2.14: Filtering of unwanted acceleration data samples. In this example, the data
is split into continuous-time windows of size w = 4, wherein we want to evaluate drastic
changes in acceleration. These sharp changes in acceleration may represent a brake event,
which we want to distinguish into two different brake types (safe/unsafe). Most of the points
of the acceleration data are around the zero line, i.e. most of the time the acceleration does
not change drastically and is therefore filtered out.

at the current position and points to the sky. For reorientation, we select for each
v(t) the corresponding rotation vector r(t) transform it to a matrix representation
(for easier transformation) and reorient the acceleration vector.

The result is that the acceleration acting on the z-axis component in the linear
acceleration vector is always directed towards the sky. The combinatorial complexity
of the problem is reduced from three to two dimensions. The last two dimensions are
the rotational changes in 2D spaces, think of this as a top-down view.

2.10.2 Filtering

Some time-series data might not contain meaningful data for a particular problem.
For example, in our work on bike type classification, we filter out any acceleration
vector that lacks sufficient variance in the data while riding a bike. Situations such
as waiting at a traffic light or other waiting periods may cause situations where the
lack of variance may degrade the performance of an ML model. For example, when
not actively (or variance-intensive) riding a bike, the cyclist is not riding from the
sensor’s point of view.
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Outliers in Linear Regression

Figure 2.15: Loss-based ML methods can be easily affected by outliers (orange dots).

In other situations, we wanted to find out how the braking performance of the
bike deteriorates, considering that a cyclist rides most of the time and brakes only
when needed. Of those brake events, we look for significant acceleration changes.
The reason is, we want to filter out casual braking events, which is the case with
anticipatory braking events, e.g. seeing a red light in the distance. We consider that
casual braking will affect our proposed ML model.

In our work in chapter 5.4, we use a window-based approach where we filter out all
windows that contain at least two data points outside of a threshold. In Figure 2.14
we see how this looks like. We also see that most of the data points are concentrated
in the center (around the zero point). This means that minimal acceleration occurs
most of the time, which is to be expected at a constant speed (i.e. minimal to no
acceleration).

2.10.3 Outliers and Standardization

When using NN (or other ML-methods), outliers degrade the performance of a model
depending on the problem at hand. That is, if the goal is to find anomalies in the data,
outliers may be desirable. Outliers are less desirable if they lead to a degradation of
the expected performance of an ML model.

Figure 2.15 shows an example of the effects of outliers on a linear regression model
fitted with the MSE loss-function. On the left side, we see a model with noisy data
and no outliers. On the right side (with outliers), we see that the linear regression
model is biased by the outliers in the right corner. ML methods are severely affected
by outliers and lead to more errors. Outliers are easily induced by faulty sensors,
infrequent environmental events, or other external influences in a real-world setting.
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Filtering methods can be used (such as pruning or removal of outliers) to address
a potential problem. However, removing outliers is an extraordinary measure and
should be well considered, as it is necessary to assess whether the outliers affect the
result. Therefore, a blanket conclusion about whether “all outliers should simply be
removed” would be inappropriate.

In our work, we have found that when working with acceleration data from inertial
sensors in smartphones, the readings are not representing the actual acceleration in
the real-world. We suspect that the acceleration while riding bikes is much higher
and outside the specified range of the sensor part. Therefore, we tried to deal with
outliers of an acceleration vector in each direction by clipping or standardization.
For clipping, we choose the so-called inter-quantile range (IQR) for a given data
sample [30]. In general, a quantile divides the data into groups, where the IQR is
defined as the range of values from the quantiles Q25% and Q75% of a given data
sample. Before finding the quantiles the data first needs to be sorted. The quantiles
are calculated by splitting the data in half by using the median value and then split
again for the lower Q25% and upper Q75% quantile. The IQR is then calculated with
those quantile values IQR = Q25%−Q75%. This gives us coverage of about 50% of all
points for normal distributed problems. If we extend the bounds of Q25% and Q75%

by 1.5 ∗ IQR, we thus cover about 99% of all values that we consider non-outliers.
Anything above or below the bounds we label as outliers [30].

However, after clipping the outliers from the data samples, we found that the
performance of our ML model decreased. We assume that the outliers from our IQR
range clipping methods are still significant to our ML model and suspected that it
has to do with some outliers being unique to some classes in our classification task
(e.g. the bike types). Even if we have significant outliers in our data caused by out-of-
specification influences, the resulting error pattern is still unique to our classification
problem.

Therefore, instead of clipping the outliers from our data samples, we use the
Robust Scaling method, which scales the data using the IQR method:

x− x̃
IQR

(2.33)

First need to explain the concept of Standardization, which is defined as follows:

x− x̄
σ

(2.34)
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Standardization involves first removing the average from each data point in the sample
(i.e. x− x̄), resulting in a shift in the data around zero. By scaling the variance of the
data sample, we achieve a variance of “one” in the sample (also called normalization
of dispersion), which is useful for backpropagation methods for some data samples
types [20].

However, standardization is prone to outliers since this method assumes a normal
distribution of the data in a sample. In other words, the mean x̄ and σ are easily
biased since it takes into account all values in a sample (including outliers). To
deal with outliers, we use the Robust Scaling method mentioned earlier. It replaces
the mean with the median x̃ from a sample and scales the data sample using the
IQR instead of using the variance. The IQR approximates the variance of normal
distributed data samples. By using the robust scaling method, we can incorporate
“outliers” and minimize the bias of outliers when scaling.

Remarks In our work we use linear acceleration data, and one may ask: Why
shift the data to the zero line, as all values coming from the sensor oscillate around
zero? However, inertial sensors often suffer from a (small) constant acceleration
error (noise), which means that acceleration is shifted by the constant error, creating
a potential source of degradation for ML models. We also used different ranges
for our IQR and found that we obtained better results using a quantile range of
IQR = Q10%−Q90% when compared to the normal range of IQR = Q25%−Q75%. We
suspect that the normal IQR penalizes outliers too much.

2.11 Validation

Even if we use certain metrics such as F1-score or accuracy for classification tasks,
these metrics tell us nothing about performance concerning the test samples (unseen
data). It is entirely possible to construct a test in which an ML model performs
very well based on the evaluation metrics alone, but does not perform well in the real
world. However, the time and feasibility of testing a model in the field may exceed the
effort required here. Instead, we might use a (large) collection of data samples and
randomly choose several sub-sets from the collection for testing and the remainder
as a training set. This is the basic ideal behind the k-fold cross-validation method.
The parameter k splits in the data samples evenly in k non-overlapping sub-sets for
testing. This sub-set is referred to “fold”. Then, all folds are iteratively processed,
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K-Fold Cross-Validation with k = 3

Fold 1

Fold 2

Fold 3

Figure 2.16: An example of k-fold cross-validation with 9 data samples. The data samples
are split into even k = 3 non-overlapping subsets for testing (i.e. fold yellow, green, and
blue). The folds are used to iteratively train an ML model using the remaining samples, i.e.
the data samples minus the data samples of the current fold and the fold itself is used for
testing. K-fold cross-validation is used to access the capabilities of an ML model.

with these as test samples and the remainder of the data samples as training data
(see Figure 2.16 as an example). The motivation behind the k-fold cross-validation
is to access the capabilities of the ML model. Meaning that if there is a combination
of training and test data that is not performing well based on a performance metric,
the proposed system may not learn the actual characteristics of the problem domain.
This validation method is part of the so-called unseen testing techniques to determine
the performance of an ML model on unseen data. The reliability of these test methods
depends on the size of the whole data sample and the variability of situational context.
In our work in Chapter 5.3 we collected data from a variety of individuals, including
different routes and bike types.

55



2.11. VALIDATION

56



CHAPTER 3

Implementation Details

Modern data-driven ML methods are excellent for finding patterns in said data sam-
ples. However, we have shown that relying on data is not enough, as pre-processing
is an integral part of an ML approach for a particular problem to work (see Chapter
2.10). Each use case must be analyzed separately, along with the use of different ML
and pre-processing methods may result in different effectiveness. It also demonstrates
the need to evaluate an ML approach for the platforms on which it will be deployed.

Smartphones are popular application areas for AI/ML applications. Be it to
improve the quality of camera pictures, filters for entertainment purposes or digital
personal assistants (e.g. Google Assistant). However, the quality of the components
(including the sensors) can vary greatly due to the large variety of smartphones. Thus,
the performance of an ML model may be affected.

In our work in Chapter 5.3, we tested our methods on several smartphones. The
result showed that it worked well on the smartphones used for the evaluation. How-
ever, one smartphone did not have support for measuring special orientation data
making our method more complicated while training our ML method. Schwittmann
et al. in [47] worked with light sensors and also tested their methods on different
smartphones and showed that smartphones have different sampling rates and value
ranges for the same setup.

All of these platform-specific differences potentially render ML models ineffective.
Therefore, it is important to carefully evaluate an ML model on multiple platforms.



3.1. SENSORS ON SMARTPHONES

3.1 Sensors on Smartphones

We evaluated several smartphones for data quality and computing resources. In our
work in Chapter 5.3 we were able to show that older smartphones have problems
maintaining the recommended sample rate of 100Hz.

Even in newer smartphones released in 2019, we noticed consistent time gaps in
the sampling rate. We suspect this is related to battery-saving measures since smart-
phones are often optimized for longer battery life. Furthermore, while the background
applications can still read and process sensors (at least on Android), we found that
the sample rate effectively reduced to 1Hz for all smartphones tested.

These are platform-dependent limitations that can be improved upon in software.
We suggest that developers should be allowed to enable certain apps to have full
sampling rate capabilities even when the app is running in the background. For
example, cyclists traveling on the road wishing to navigate using an app via voice
input.

Under Android, the term “sampling rate” is somewhat misleading, since Android
does not offer the ability to poll/sample a sensor. Rather, the data is made available
to the developer on an event-based basis. That means it’s much easier to enforce
smartphone battery life-saving mechanisms. Simply put, there is no need for a devel-
oper to constantly poll a sensor and waste CPU resources on elaborate busy-waiting
procedures. However, the problem is that the data will “eventually” be passed to an
application since (as mentioned earlier) this is communicated via events. For some
ML methods, such as CNN or others, where the basic assumption is that the data
is subject to the same sampling rate, all the data has to be aligned after the fact to
make it appear like it is subject to the same sampling rate. To fill the time gaps, one
has the option of either repeating the last known value or interpolating the values
between the last value to the next value in time. This whole procedure is also known
as resampling the data to a target sampling frequency.

3.2 Hall Sensor Sampling

Hall sensors are usually mounted on the front fork, to which the wheel is also attached.
The function of Hall sensors is that they measure magnetic fields, which can be used
to measure the velocity of bikes. To measure velocity with a hall sensor, we simply
pointed the sensor at the wheel itself. On the front wheel, there is a magnet attached
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to a spoke, which serves as a marker for the hall sensor. If the magnet passes the
hall sensor during cycling, the sensor will detect its presence. Based on this, the time
delta between two measurements can be used to calculate the velocity/acceleration1

(see Chapter 5.4 for more information). There are some caveats to using hall sensors.

(1) Strictly speaking, the calculated velocity/acceleration is an average value. This
means that slight nuances, e.g. during acceleration or braking, are lost between two
(time) consecutive data points. This could be solved by using multiple magnets to
more accurately track the actual acceleration of the bike. However, the magnets would
then ideally have to be equally spaced to achieve a consistent playing field between all
bikes (otherwise a trained ML model could come to the wrong conclusion). This is not
trivial, since there are different types of spokes and are typically not symmetrically
arranged. Also, adding more magnets will result in more failure points since the
magnets may get lost while cycling.

(2) If we are sampling the sensor (i.e. reading sensors at a sampling interval), the
hall sensor’s sampling interval frequency must be matched to the theoretical maximum
velocity of a bike (bike speed) such that the sensor does not miss any rotation of the
bike’s wheel while cycling. To do this, we must first define the sensor’s maximum
diameter. This sensor diameter d encompasses a region in which a sensor is able to
detect a magnet. The other is the circumference c of the circle to which the magnet
and sensor are aligned. This circumference is usually half the circumference of the
bike’s wheel since the magnet is attached to a spoke. From a signal point of view,
a quasi-binary signal is created. The time span l in which the Hall sensor detects a
magnetic field is determined by the travel speed and the diameter of the Hall sensor.
This relationship can be mathematically described as follows, where v stand for the
velocity (which affected by the circumference c):

l =
d

v
(3.1)

lfreq =
1

l
(3.2)

The resulting length is also our minimum sampling frequency given our velocity.
Therefore, the optimal frequency should be based on the maximum velocity at which
we assume a normal cyclist is riding the bike. Incidentally, this also means that we
may decrease the sampling frequency when we are closer to the center of the wheel

1Given the circumference of the wheel is known
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Figure 3.1: An illustration of the velocity physics of a bike wheel. Shown is a sequence
in which the bicycle wheel makes four half revolutions forward, starting from top left to top
right, continuing down left and finally down right. The velocity of the blue circle is lower
than that of the red circle since the circumference of the red circle is larger than that of the
blue circle.

since the velocity closer to the center is lower than at the outermost circumference.
Decreasing the sampling frequency can be useful to save battery and CPU resources
(especially useful in embedded platforms).

Figure 3.1 illustrates this phenomenon. The outermost red circle has a longer path
than the blue circle. Thus, the velocity for the blue circumference is also smaller than
for the red one, with the same time delta. Therefore, a lower sampling frequency is
feasible for the blue circle. This is a bit confusing if we think of the hall sensor as an
infinitesimal point since this one single point on the circle is not affected by velocity.
However, this infinitesimal point would require an infinite sampling frequency and is
not practical in the real-world.

lim
d→0

d

v
= 0s (3.3)

lim
d→0

1
d
v

= lim
d→0

v

d
=∞Hz (3.4)
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Assuming that the maximum speed of a normal cyclist is 40km/h, this results in
a velocity of 11.1m/s (which is about 5 revolutions per second for a 26 inch wheel).
This means that the minimum sampling rate for a sensor diameter of 2cm is about
555Hz. If the sensor is placed closer to the center of the wheel, e.g. at half the
diameter, the required sampling rate may also be halved, since the velocity is lower
near the center (as we have already shown).
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CHAPTER 4

Conclusion and Outlook

In this dissertation, we have shown the lack of research in the field of ubiquitous /
pervasive bike-related research that directly benefits the cyclist. By direct benefit,
we mean that the use of a system provides a unique utility or benefit to an end-user
each time they interact with the system. We have shown that bike-related research,
in general, is rather limited and mainly interested in traffic engineering and urban
planning. This lack of research in this area can be used as an opportunity to increase
driving safety, improve planning, or increase convenience for the end-user

We explored two pervasive/ubiquitous bike applications. First, we investigated the
classification of different bike types using acceleration data from sensors commonly
found in smartphones. We used the data from said smartphones and found that it
is possible to distinguish different bike types. We achieved this by using machine
learning (ML) methods and which include convolutional neural networks (CNNs). In
addition, we tested different ML approaches to determine the best method to achieve
this goal (aside from CNN). The ML methods used include LSTM, perceptrons, and
random forest. The results showed that CNN achieved the best results. We showed
this first with two bike types and later with four bike types using a larger dataset
with more cyclists, routes, and smartphone devices. We also demonstrated our steps
for filtering and pre-processing the collected acceleration data.

Second, we investigated the possibility of identifying potentially unsafe bikes at an
early stage in the bike’s life. The main focus is the acceleration differences between
a bike with optimal braking performance (e.g. a new bike without signs of wear) and
the same bike that is deliberately degraded. In our example, a bike is slowed down by
pulling a cable that engages the brakes. An insufficiently tensioned cable will result



in a deterioration of the braking performance. For testing purposes, we loosened the
cable to induce such deterioration in a controlled manner.

The results showed that it is possible to distinguish between a known safe bike and
a known unsafe bike. We compared different methods for collecting acceleration data
on bikes and tested several ML approaches for classifying potentially unsafe bikes. In
addition to acceleration data collected using a smartphone, we also included acceler-
ation data collected by hall sensors in our evaluation. The ML approaches evaluated
include k-nearest neighbors (KNN), XGBoost, and LSTM. The results show that
KNN (with soft-DTW metric) achieves the best results with smartphone acceleration
data (inertial sensors).

Outlook Since the functionality and the performance strongly depend on the data
(due to the nature of ML methods, as explained in Chapter 2), the effort for the
collection of the data is to be evaluated differently depending on the application. If
the goal is, for example, a general differentiation of all bike types, it can be assumed
that this will require a significant effort. Therefore, we want to consider a broader
range of bike types, as there is a lack of clear distinction between bike types. This lack
of clear distinction may pose a problem while labeling data, as it may happen that the
user accidentally selects the wrong bike type label (similar bikes and non-transparent
criteria). For the purpose of avoiding confusion among bike types, it is acceptable to
categorize them according to their function or utility on the road, rather than labeling
them precisely. Fixie bikes, racing bikes, or similar bike types could be grouped into
one category since they are difficult to distinguish by eye anyway. Another category
could be bikes that have special suspensions and provide some comfort. Better real-
world applicability might be achieved by dividing it into broader bike classes. Another
opportunity is to develop a classification system for the road condition for cars and
bikes to avoid inadequate vehicles on deteriorated roads.

To facilitate the possibility of early detection of potentially unsafe bikes, we see
two potential use cases. The first use case is bike rentals, which can use this early
detection mechanism to remove potentially dangerous bikes from circulation sooner.
However, this system must account for a variety of cyclists with different braking
characteristics. For example, a weaker person may apply the brake with less force
than a stronger person. Different speeds also affect the classification. Therefore, as
with the classification of bike types, data collection will require significant effort.

The second use case is of a smaller scale, such as mass-produced electric bikes
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sold to individual end-users. Meaning that a single bike “only” learns the behavior
of a single cyclist over time, which reduces the effort required to train an ML model.
Consideration must also be given to subject safety, which is easier to control in a
single-user environment.
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ABSTRACT
We present an approach to identify bike types using smart-
phone sensors. Knowledge of the bike type is necessary to
provide ubiquitous services such as navigation services that
consider bike-specific road conditions in route planning to
improve driving safety. In order to differentiate between bike
types, we use four machine learning classifiers. To evaluate
our approach, we collected sensor readings on two routes
with six rides each for two bike types. The evaluation shows
very good predictive performance for all classifiers with F1
scores of up to 0.94. Overall, the convolutional neural net-
work (CNN) classifier yields the best results for both bike
types and both routes.
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1 INTRODUCTION
Today’s smartphones include a variety of sensors that enable
the development of ubiquitous services, e.g. for bikes. For
example, bike-aware navigation services guide cyclists to
their desired destinations. In this application, it is useful to
consider road conditions, e.g cobble stone or mud, in order to
provide bike-friendly routes. This allows to meet the safety
as well as comfort criteria of different bike types.
As an example, the tire width of a Track bike is small

enough to fit in a crevice between two cobble stones and
therefore can get stuck while riding and topple the cyclist
which leads to potential lethal injuries. Thus, it is important
to identify what type of bike a cyclist actually rides.

Our main research question is whether it is possible to dif-
ferentiate between various bike types usingmotion/orientation
sensors of smartphones. In this context, we identified two
main differentiating factors: (1) degree of shock suspension
and (2) tire width. The more shock suspension a bike has,
the lower the peak acceleration/motion perpendicular to
the ground. Imagine a cyclist riding towards a small bump
then upon hit with the front wheel the energy released will
accelerate the bike up towards the sky and be pulled back
down by earth’s gravity. However, if a bike has shock sus-
pension, the energy will be partially dampened resulting in
reduced acceleration/shock received on the cyclist end. The
tire width impacts the top speed since it increases friction
with the ground. It also can act as a shock dampener since
the outer tire dampness is dependent on the tire pressure.

This paper is organized as follows. In Section 2, we intro-
duce the four classifiers used to differentiate between bike
types and discuss data collection, pre-processing as well as
feature extraction. In Section 3 we evaluate the feasibility of
our approach. For this, we compare the four classifiers with
each other and find the classifier best suited to the task of
Finally, we discuss related work and conclude the paper in
Sections 4 and 5.

2 APPROACH
We use four machine learning classifiers to differentiate be-
tween bike types based on motion and orientation data: a
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Figure 1: (a) The linear raw acceleration data. (b) Pre-
processing of the raw data. (c) Manual feature extraction for
the perceptron/random forest. (d) Skipping the manual fea-
ture extraction and let CNN /LSTM extract the features auto-
matically.

Convolutional Neural Network (CNN, 4 layers), a Long Short-
TermMemory (LSTM, 2 layers), a Perceptron (simplistic neural
network, 1 layer), and a Random Forest (RF). Figure 1 illus-
trates the general process of our approach, the steps of which
we describe in the following.

Figure 2: The bikes used for testing: City bike and Fixie. The
Fixie is stiffer build compared to the City bike. Furthermore,
the riding position differs between the two.

(a) Data Collection
We have collected data with a OnePlus 5T Android smart-
phone from two different bike types: a Fixed Gear bike (Fixie)
and a City bike (see Figure 2). The Fixie bike is a stiff built
type with no dedicated dampeners and a 2.9 cm wide outer
tire at 4.5 to 5 bar. The City bike has a small dampener be-
tween the saddle and the frame and a 4.8 cm wide outer tire
at 3 to 4 bar.

We used a native Android app to collect motion and orien-
tation data, i.e. linear acceleration readings and the rotation
vector, at a sampling rate of 100Hz. The rotation vector is

Figure 3: Example for inactive areas highlighted in red.

provided by the Android SDK through combining multiple
sensors such as accelerometer, gyroscope, andmagnetometer.
The smartphone is located in the front pockets in different
pants and the same subject performed all the measurements.

In total, we have collected 12measurements for two routes
𝐴 and 𝐵. Both 𝐴 and 𝐵 have three Fixie and three City bike
measurements respectively. One trip on route 𝐴 takes on
average four Minutes and three Minutes for route 𝐵.

(b) Pre-processing
Acceleration sensors measure acceleration in a 3D vector
®𝑎𝑥𝑦𝑧 . This vector depends on the smartphones’ orientation,
we therefore need to normalize/rotate the acceleration vector
on a designated axis. For this, we used the rotation vector
(also known as quaternions) which represents the current
orientation of the smartphone in three dimensions.

Low effort activities, e.g. waiting for traffic light, are non-
distinguishable when compared with other bike types and
will be removed from the data (see Figure 3).

Furthermore, we split the data into windows of 2 seconds
in size for feature extraction and training purposes. This
results in 827 (409 for Fixie and 418 for City) windows for
route 𝐴 and 545 (235 for Fixie and 310 for City) windows for
route 𝐵. Overall the Fixie bike has less windows because the
average top speed is higher in comparison.

(c/d) Features
For the Perceptron and RF classifiers, we use manual feature
extraction (see Figure 1(c)). Eachwindow is transformedwith
fast Fourier transform (FFT) for frequency analysis and fea-
ture selection. Furthermore, the maximum, mean, variance,
and median values are added as features for each window.
The CNN and LSTM classifiers do not require handpicked
features, thus are fed normalized data.
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Figure 4: Confusionmatrix for𝑀𝐴 (top) and for𝑀𝐵 (bottom)
cross validatedwith route 𝐵 and𝐴 respectively. The diagonal
values from left-to-right are percentages of correct classified
classes (true positives).

3 EVALUATION
We compare the four classifiers with each other to evaluate
the feasibility of our approach and find the classifier best
suited to the task. For each route 𝐴 and 𝐵 we trained two
disjoint machines𝑀𝐴 and𝑀𝐵 . We used the data of route 𝐴
for𝑀𝐵 and the data of route 𝐵 for𝑀𝐴 for cross validation to
mitigate over-fitting.
In order to evaluate the performance of the classifiers,

we use confusion matrices, the F1 score as well as the ROC
(Receiving Operator Characteristic) curve.

The confusion matrices in Figure 4 help to visually show
the performance of the classifiers for one test set, wheres
the CNN classifier showed the best uniform performance
(85%/95% and 90%/95% for Fixie/City bike).

Figure 5 shows the ROC curves of all four classifiers. A
ROC curve is an visual indicator of the trade-off between true
positive and false positive instances. If the model has perfect

Figure 5: ROC curves for𝑀𝐴 (top) and𝑀𝐵 (bottom) cross val-
idated with route 𝐵 and 𝐴 respectively.

predictive performance, the area under the ROC curve (AUC)
is 1. Thus, the higher the AUC, the better the predictive
performance of the classifier. All classifiers have very good
AUC scores, with the CNN classifier having the highest score.

Table 1 shows the F1 scores performancemetric of our four
classifiers. The F1 score is the weighted average of Precision
and Recall to avoid imbalances in favor of other classification
classes. For both𝑀𝐴 and𝑀𝐵 , all classifiers (again) show good
prediction performance, with the CNN classifier having by
far the best F1 scores of up to 0.91 for𝑀𝐴 and up to 0.94 for
𝑀𝐵 . The LSTM classifier follows with F1 scores of up to 0.83
for𝑀𝐴 and up to 0.77 for𝑀𝐵 .
In total, the CNN classifier achieves the best results for

both bike types and both routes and is therefore most suitable
for identifying the bike type.

4 RELATEDWORK
There have been numerous works that have investigated
road conditions specifically for bikes. Wijerathne et al. used
smartphones and their accelerometers to detect bumps in the
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Table 1: The results for𝑀𝐴 and𝑀𝐵 cross validated with route 𝐵 and 𝐴 respectively. CNN shows consistent good performance.

𝑀𝐴 F1 score count

CNN Fixie 0.89 409
City bike 0.91 418

LSTM Fixie 0.77 409
City bike 0.83 418

Perceptron Fixie 0.72 409
City bike 0.78 418

Random Forest Fixie 0.72 409
City bike 0.79 418

𝑀𝐵 F1 score count

CNN Fixie 0.91 235
City bike 0.94 310

LSTM Fixie 0.77 235
City bike 0.74 310

Perceptron Fixie 0.72 235
City bike 0.71 310

Random Forest Fixie 0.73 235
City bike 0.71 310

road surface while riding a bike for monitoring purposes [5].
Mednis et al. also uses acceleration data from smartphones
to detect potholes in real time [3].
The main problem with using smartphones is the orien-

tation of the device which might cause misrepresentation
of the data, resulting in inconsistent performance. There
are several possible solutions to this problem. For example,
using the euclidean distance [2, 5] or using reorientation
techniques to normalize the acceleration data [4]. Others
bypass the problem completely by placing the accelerometer
in a controlled manner and disregarding arbitrary device
orientation [3]. Through various tests, we have achieved the
best results for our approach by reorienting the acceleration
data with quaternions (see Section 2).
Others work employ bike recognition through computer

vision and machine learning [1, 6]. However, only attempts
are made to distinguish between bikes and non-bikes for gen-
eral traffic monitoring purposes. To the best of our knowl-
edge, our research is the first to distinguish between bike
types for ubiquitous applications.

5 CONCLUSION
In this paper, we proposed an approach for identifying bike
types using smartphone sensors by applying different ma-
chine learning classifiers. This information is useful to pro-
vide ubiquitous services that take bike-specific characteris-
tics into account such as bike-aware navigation services to
improve driving safety.
All in all, the CNN classifier provides the best results in

identifying bike types, followed by the LSTM classifier. As an
advantage, these two classifiers do not require handpicked
features, but normalized data is sufficient.
For future work, we plan to expand this idea to a time

series approach with window chains to make our approach
more robust for identifying more bike types.
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Abstract—We propose several bike-specific navigation appli-
cations for improving bike safety and enhancing cycling expe-
rience. We propose an approach for identifying bike types with
smartphones to improve the capabilities of navigation services.
Navigation services could take specific road conditions into ac-
count for different types of bikes to improve safety while cycling.
Furthermore, we propose an approach for crowd-avoidance for
bikes (similar to congestion avoidance applications for cars) to
improve travel duration and potentially also improve safety.

Index Terms—bike, navigation, safety, pervasive, sensors,
smartphones

I. INTRODUCTION

People are becoming more environmentally conscious and
are increasingly turning to classic means of movement, such as
bikes. More and more people use bikes in their everyday lives.
In Germany, for example, more than 44% of all people use
their bikes regularly [1], with the trend increasing. However
the research results in bike related pervasive or ubiquitous
applications is limited. Between 2015 and the end of 2019,
there were a total of around 235 publications in the field of
Computer Science relating to bikes. Of these, in the last 5
years no full- or journal paper has been published in the field
of Pervaisve Computing which deals with bikes.

Since bikes play an important role in many societies, this
can be used as an opportunity to improve the riding experience
in terms of ubiquitous or pervasive applications.

With the advent of smartphones and other IoT hardware
equipped with inertial sensors or GPS, a variety of bike-
specific applications is possible. The aim of this research is
to explore different bike-specific navigation use cases in the
context of pervasive/ubiquitous applications.

Bike-aware navigation services with bike friendly routes in
mind may guide cyclists on safer routes to their desired des-
tinations. In addition, avoiding crowds by using smartphones
could help cyclists get to their destination faster.

II. RESEARCH

Today’s smartphones and other IoT devices include a variety
of sensors such as accelerometer, barometer, GPS and so on
that enable the development of pervasive applications/services
for bikes. Our goal is to improve the overall bike-specific nav-
igation experience/safety with these aforementioned sensors.
In the following, we present bike-specific applications that we
want to explore and has to achieve this goal.

A. Bike Type Aware Navigation

A total of 483 participants in a survey on bike-related
accidents (33.8% of all accidents without the participation of
others) stated that the cause of the accidents was due to poor
road conditions. The survey was conducted by the German
Federal Highway Research Institute from summer 2012 to
2014 [2]. For example, the tire width (but not limited to)
may not be sufficient to safely cross muddy roads or other
unfavourable street conditions depending on the type of bike.

Furthermore, a bike-aware application can be used to im-
prove Virtual Personal Assistant (VPA) navigation capabilities
with non-intrusive, bike specific suggestions. With VPAs it has
become much easier to perform actions with the smartphone
through voice commands, which is especially helpful if one
does not have the hands free, as is the case with cycling. This
is confirmed by a survey [3] in which users of VPAs appreciate
the hands-free and clutter-free menu navigation capabilities.

Thus, the first application we want to explore deals with
safe navigation for different bike types using smartphones and
their inertial sensors.

With inertial sensor data, the orientation of the smartphone
is an important factor for the performance of the system.
The inertial sensors of a smartphone are fixed relative to
the smartphone. This means that different values are mea-
sured for same scenarios depending on the orientation of
the smartphone. However, there are several works that use
normalization techniques in order to transform the sensor data
to a fixed axis that is not sensitive the orientation problem.
In our first experiment [4] we showed that by using machine
learning techniques and normalization techniques two different
bike types could be successfully distinguished. Whereby the
Convolutional Neural Network achieved the best result with
an F1 score of up to 0.94.

For further work we plan to extend this idea to the identi-
fication of further bike types and to develop a more general
approach.

B. Crowd Avoidance

Pedestrian zones are very spacious to allow a large number
of pedestrians to pass through in a relaxed manner. These
zones are generally closed to normal traffic. An exception are
cyclists. They can drive freely through these zones in many
cities. As planning bases for the opening of pedestrian zones in
Germany [5] show, the speed of cyclists is different depending
on the pedestrian density. For example in the city of Leipzig



the average speed with less than 0.025 pedestrian per m2 is
about 15 kmh−1 but between 0.15 and 0.175 pedestrians per
m2 the speed is down to about 7 kmh−1.

This means that while rinding a bike and depending on the
pedestrian density, the time it takes to reach the destination
varies greatly. There are navigation systems for cars that detect
and inform you about traffic jams and suggest alternative
routes to reach the destination faster. However, there is cur-
rently no such system for cyclist.

We are currently investigating how to implement such a
service. Our first idea is to use acceleration data to detect
and/or classify the evasive behaviour of the bicycle while
riding. We suspect that in order to avoid collisions with
pedestrian in denser areas, a cyclist needs to weave more in
and out and brake more often with the bike.

In the context of a bike rental the offered bikes could
be additionally equipped with inertial sensors, collect data
and make it available for navigation services to improve
their capabilities. This can also serve as an additional source
of income for bike rentals. In the context of smartphones,
navigation service providers could use the already built-in
sensors and collect data this way.

Our first experiments (see Section II) showed that the
Convolutional Neural Network (CNN) delivered the best and
consistently good results. Possibly due to the spatial nature
of the data from the experiments. However, whether CNN
provides good results for this application aswell needs to be
investigated. Nevertheless, the use of CNN provides us with
a good starting point for our approach.

Furthermore, evaluation could be problematic since there is
no public bike specific acceleration/orientation measurements
available, especially measurements taken in a crowded area.
This means that extensive measurements must be carried out
in order to be able to evaluate the proposed approach.

III. RELATED WORK

There is a large body of work in the field of transportation
mode recognition. Reddy et al. [6] used smartphones for GPS
and acceleration data to determine with high accuracy whether
people are stationary, walking, running, cycling or moving in
motorized vehicles.

Similarly, Stenneth et al. [7] were able to distinguish be-
tween different motorized means of transport such as bus, train
or car. The proposed approach could even predict with high
accuracy which bus was ridden. They achieved this by using
various machine learning techniques including Bayesian Net,
Decision Tree, Random Forest, Naı̈ve Bayesian and Multilayer
Perceptron. They suggested that this could be useful for
advertising or survey collecting purposes.

As for safety-related applications, Wang et al. [8] proposed
a system for detecting transportion circumstances. This system
can differentiate between various circumstances such as road
surfaces, shoes and vehicle types using sound. The system is
used to monitor and maintain roads to improve safe travel.
However, continuous monitoring of people in their daily lives

is required. The application offers no real incentive to use,
which greatly limits its applicability.

In general, problems in the field of transportation mode
recognition deal with more broad classfication classes (i.e.
walking, motorized etc). Our research extends this idea...

1) ... by dividing a single transportation mode into sub-
classes (i.e. detecting bike types)

2) ... providing compelling use cases for a single mode of
transport (i.e. improving general navigation safety and
experience while cycling)

IV. CONCLUSION

The aim of this research is to improve the safety and experi-
ence of bike navigation. We propose two different applications
for bike navigation. The first approach is able to distinguish
between different types of bikes to improve safety. Lastly,
we propose a crowd avoidance approach to improve travel
duration while cycling.
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ABSTRACT
In this paper, we present a novel approach for identifying various
bike types and e-scooters using sensor readings from the cyclist’s
smartphone. Bike type identification is necessary to provide context-
aware navigation services that consider e-scooter- and bike-specific
road conditions in route planning and improve safety and comfort
by suggesting roads suitable for the cyclist’s bike type. In addition,
the idea of bike type identification is useful for advertising purposes
or for improving VPA (Virtual Personal Assistants) capabilities with
non-intrusive, bike or e-scooter specific suggestions. We employ a
CNN (Convolutional Neural Network) deep learning approach to
differentiate between various bike-types and e-scooters. The evalu-
ation includes various roads, cyclists, bike types and smartphones.
The results show that bike types are identified with average F1-
scores, Accuracy and AUC of up to 0.92, 0.90 and 0.98 respectively.
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vised learning by classification.
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1 INTRODUCTION
In the years 2012-2014, the German Federal Highway Research
Institute carried out a survey on accidents involving bikes.

The survey showed that 33.8% of all accidents without any third
party involvement were caused by poor road conditions [5]. The
different bike types can play a role in this, as the tires of racing
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bikes, for example, are thinner than those of other types and can
therefore get stuck in crevices and causing the cyclist to topple over.
Other bike types like mountain bikes are better suited for muddy
and stony roads. Depending on the bike type currently in use, there
are different optimal routes, which may not only improve safety
but also shorten travel time.

Other means of transport such as e-scooters have negative press
regarding road safety. Reports indicate that many e-scooter drivers
avoid some roads because of their road condition and prefer to
drive on the pavement, which increases the risk of accidents with
pedestrians, to quote a report on e-scooters: “[...] e-scooters are
most often found on sidewalks because that’s where an e-scooter
rider feels safest. Here they avoid the street potholes [...]” [11].

These dangers are avoidable by choosing roads that are well
suited for the kind of bike or e-scooter. It is essential to determine
the bike type so that context-based navigation systems select roads
that are suitable for the current bike type or e-scooter.

Apart from the safety perspective, the idea of bike type identifi-
cation is useful for advertising purposes. For example, if someone
uses a mountain bike, it is reasonable to advertise bike parts or hik-
ing related equipment to that cyclist. This allows for an additional
channel to acquire data for targeted advertising. Identifying bike
types is also helpful to improve Virtual Personal Assistants (VPA)
capabilities with non-intrusive, bike or e-scooter specific sugges-
tions. With VPAs it has become much easier to perform actions
with the smartphone through voice commands. This is helpful if
you do not have your hands free as is the case when riding a bike.

We present a novel approach to classifying bike types using a
Convolutional Neural Network (CNN). In our approach, we use
sensor readings from the cyclist’s smartphone, since riding a stiff
bike compared to a damped bike leads to significant differences in
driving experience. These differences can be picked up by smart-
phone sensors, e.g. accelerometer and gyroscope. The contributions
of this paper include:

• A definition of the required sensor data, pre-processing steps
and CNN model.

• In addition, we present a comprehensive analysis using strati-
fied k-fold cross-validation to assess our approach for general
use.

• A detailed analysis and examination of apparent external
factors such as weight or road to evaluate the potential in-
fluences that likely affect our classifier.
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• An analysis of howmany data points our classifier requires to
enter a stable prediction, i.e. that from there on the classifier
does not change its bike type classification for a given ride.

• Assessment between various smartphones based on their
performance metrics.

In the field of transportation mode recognition, it is possible to
detect general means of transport (e.g. driving a bus or car). We
extend the problem area of transportation mode recognition by
identifying sub-types for single means of transportation (i.e. bike
type recognition).

Our approach follows the principles of ubiquitous computing.
It consequently reduces the need for end-users to interact with
smartphones and the user’s requirement for expert knowledge
about bike types. The rest of this paper is organized as follows.

In Section 2 we introduce our bike type detection approach.
Then, we evaluate in detail the bike type detecting capabilities
in Section 3. We demonstrate that the approach presented is well
suited to identify bike types, including an evaluation for practical
applicability. Finally, we discuss related work in Section 4 and
conclude the paper in Section 5.

2 APPROACH
In this section, we present our approach to identifying bike types
using smartphones with built-in sensors, i.e. acceleration sensors
and orientation sensors.

In our earlier work [12]1, we tested an initial approach with
a small data set containing acceleration and gyroscope data. The
data set consists of 1 cyclist, 2 bikes, 2 classification classes and 1
smartphone carried in the pocket. Our explorative implementation
included a Random Forest (RF), Perceptron, Convolutional Neural
Network (CNN), and Long-Short Term Memory Classifier (LSTM).
The result shows that the CNN approach performed best.

Therefore, we use Convolutional Neural Networks (CNN) to
detect bike types. In the following, we will refer to the considered
means of transport, i.e. bikes and e-scooters, collectively as bikes.

The sections and thereby our approach is structured as follows:
first, we describe the data collection in Section 2.1. Secondly we
show the necessary pre-processing steps in Section 2.2 and finally
we describe our CNNmodel in Section 2.3. Fig. 1 shows an overview
of all steps and how they are interlinked.

2.1 Data Collection
We use smartphones to measure acceleration and rotation while
cycling. We assume that the smartphone is mounted in a bracket
on a bike. Aside from this, we do not make any restrictions on the
way the smartphone is used while cycling.

The collected data comes from four bikes of different types. Bike
types represent the classes we use for the classification. The fol-
lowing lists the specific bike classes: fixie bike, city bike, mountain
bike and e-scooter. See Fig. 2 for a visual representation of the bike
classes.

We recorded data at the highest sampling rate possible and then
resampled it to our target sampling rate of 100Hz to enable the
training and testing of our CNN deep learning approach.

1Presented as a poster at UbiComp 2019

Figure 1: Step by step overview of the approach.

We use a sliding window approach for our classifier. The CNN
model requires a predefined input size beforehand. In our standard
use case data is recorded at a sampling rate of 100Hz with a window
size of 2 seconds. This results in𝑊 = 200 data points in a single
window. Our approach is based on linear acceleration (acceleration
without earth’s gravity) and rotation vector data, which is acquired
by a native Android app and recorded during our test drives.

a) b)

c) d)

Figure 2: Visual representation of the classification classes:
(a) fixie bike, (b) city bike and (c) mountain bike and (d) e-
scooter.

The reason for collecting linear acceleration is that we have
identified a main distinguishing feature for our approach: shock
absorption. The more damping a bike has, the lower the sudden
acceleration towards cyclists. Imagine a cyclist riding across a small
bump in the road. Compared to bikes without good shock absorp-
tion, the cyclist will feel the bump softer when a bike has good
shock absorption. As far as the reorientation vector is concerned, it
is important to reorient the data to achieve consistent performance.
We describe this in detail in the Section 2.2.1.
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2.2 Pre-Processing
Our pre-processing consists of three steps: 1) reorientation of ac-
celeration vectors, (2) low effort activity filtering (e.g. waiting for a
traffic light) and (3) feature scaling.

2.2.1 Reorientation of Acceleration Vectors. The linear acceleration
vector ®𝑎(𝑡) provides for time 𝑡 the acceleration on all components
𝑥 , 𝑦, and 𝑧 minus the earth’s gravitational pull. On Android devices,
the axes align according to [7]. When a smartphone is held in an
upright position, i.e. the top points to the sky and the display points
to the user, the 𝑥-axis is horizontal and points to the right, the 𝑦-
axis is vertical and points up, and the 𝑧-axis points perpendicularly
from the screen area to the user [7]. The axes are fixed, i.e. the
measured forces acting on the axes depend on the orientation of
the smartphone.

The rotation of a smartphone changes constantly while riding
a bike if it is in a pocket or the cyclist’s clothing. Therefore, our
approach requires a reorientation of the acceleration data. The
rotation vector is useful in those cases. On Android, the rotation
vector represents the current rotation of the smartphone by an an-
gle around a fixed axis (𝑥 ,𝑦, and 𝑧), specified in [7]. The axis 𝑥 and𝑦
are tangential to the current position on the earth’s surface, where
𝑥 points east and 𝑦 points north. Lastly, the 𝑧-axis aligns perpendic-
ular to the earth’s surface at the current position and points to the
sky. For reorientation, we select for each ®𝑎(𝑡) the corresponding
rotation vector ®𝑟 (𝑡) to reorient the acceleration vector.

2.2.2 Low Effort Activity Filtering. For the filtering of low effort
activities (i.e. waiting at traffic lights), we calculate a threshold value
for each axis in the acceleration vector. Using traditional methods
(i.e. mean-variance and mean over the entire set) we found that the
resulting thresholds are too high, leading to the loss of datawindows
and thus degrading our data set. Therefore, we have developed our
own method to filter out data windows in accordance with our
requirements. First, we divide the time series data into windows of
size𝑊 .

We then calculate the variance of each window, resulting in a
list from which we take the median for each axis 𝑥 , 𝑦 and 𝑧 as our
threshold vector. For each window, we calculate the variance for
all axes and if all the values are smaller than the threshold vector,
we dismiss the window.

Outliers in the data set degrade the recognition results greatly.
Standard approaches that are based on the mean and variance of
the sample data lead to low predictive performance.

2.2.3 Feature Scaling. Standardization or normalization is a com-
mon tool for dealing with outliers in the data. In our case, ap-
proaches based on the mean and variance of sample data lead to
lower prediction performance. Figuratively speaking, the reliance
on the mean value and variance distorts the shape of the data too
much and thus degrades the recognition results. Instead, we used
a so-called “Robust Scale” that handles outliers without using the
mean and variance of the sample data [2]. Our particular technique
uses the quantile range (10, 90) factor for scaling each axis 𝑥 , 𝑦, and
𝑧 of the acceleration vector.

2.3 CNN-Model
Convolutions define a set of so-called filters (or kernels) which
are fixed in size and slide over the data and calculate values by
multiplying the weights of the filter with the underlying data (see
Fig. 3). In our case, we use 1D convolutions and it works by moving
a filter from top to bottom of the time series data, where the width
is equal to the number of columns in the input data, which in
our case is 𝐾 = 3, because of the 𝑥 , 𝑦 and 𝑧 components in the
acceleration vector (see Fig. 3). We choose a filter height of 𝐻 = 15,
since we achieved a good compromise between training time cost
and classification performance of our classifier. The result of a
single filter leads to one column in the output, i.e. using 3 filters
results in 3 columns. These columns are called CNN-features. When
multiple layers are connected in series, learning from previous
convolution features is possible, which means that each consecutive
layer discovers more abstract features. This is procedure is called
“deep-learning”.

We use a sequential model implemented in Keras2. Each 1D-CNN
layer in our model is labeled as 1DConv(𝐻, 𝐹 ), where 𝐹 defines the
number of filters/features and 𝐻 the filter height of the layer (see
Fig. 3).

Our model is defined as follows:
1DConv(15, 100) → 1DConv(15, 100) → Pool(3)
→ 1DConv(15, 160) → 1DConv(15, 160) → Flatten()
→ Dense(200) → Dropout(0.8) → Dense𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (4)
The Pool-layer downscale our features to reduce overfitting. The

Dense- and Flatten-layers fully connect the recognized features
from the last CNN layer to a 200 node big neural network. We drop
80% of all connections to further mitigate overfitting. the remaining
nodes are densely connected to the output nodes (representing our
classes we want to predict). Furthermore, each layer is activated
using the “ReLU” (Rectified Linear Unit) activation function. Finally,
we train our classifier using the Adam optimization algorithm.

2.4 Feature Analysis
In machine learning, it is difficult to explain or understand why
classifiers come to a certain result. However, intermediate activa-
tions in a classifier show an insight into how it works. Intermediate
activations show for a single input sample what parts in the input
data activated certain features in a trained classifier. For example,
in computer vision, intermediate activations display (in some cases)
images containing contours for a given image sample input. One
can conclude from this that the contours are important for this
particular classifier.

In Fig. 4 is a recording of a movement with the individual accel-
eration. Below the recording are the individual layers of our CNN
trained classifier (see Fig. 3). The colors in the layers signal the
activation for a single classification trigger, and from this we see
which features respond to this particular input sample. The darker
the color (i.e. low value), the less relevant it is for the classifica-
tion. Conversely, a lighter color (i.e. high value) means something
important.

The first level shows that there are two bright clusters at the
beginning and towards the end of the layer. These clusters coincide
with the most visually busy areas in the input sample. Layers 2 and
2Keras: The Python Deep Learning Library: https://www.keras.io
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Figure 3: Our CNN-Model is comprised of total 7 main layers. See (a) for the exact structure. Fig. (b) shows how the 1D convo-
lutional layer works. Each filter (in blue or orange and 𝐹 = 2 in total) slides over a data window of fixed height (𝑁 ) and width,
whereby you choose the filter height (𝐻 ) yourself and the filter width (𝐾) is determined by the number of columns in the input.
In our case the rows are time continuous and each data window has a maximum size of 200 rows (𝑊 = 𝑁 = 200), i.e. 2 seconds
at a sampling rate of 100Hz, and the filter width is dim( ®𝑎) = 𝐾 = 3. Each filter leads to a new column in the output data. Each
column represents a new feature and can be further refined with more stacked 1D convolutional layers.

3 show features that do not contribute much to the recognition,
only a handful of features light up. The most active features are
highlighted in the two red blocks. Level 3 blurs the features from
layer 2, which is consistent with the function of the pooling layer, as
it is used to prevent overfitting. Features from the last two layers are
omitted since they too are abstract to infer meaningful information
about the classifier. Overall, we have shown that for this particular
sample the busiest areas are most relevant for the classification.

3 EVALUATION
Our evaluation is structured as follows: (1) First, we describe our
data and test metrics that we use throughout this chapter in Section
3.1. (2) Secondly, we evaluate our classifier for a more generalized
use case in Section 3.2. (3) Thirdly, we analyze our classifier in a
confined context with a fixed set of 3 cyclists and bikes in Section
3.2. (4) Finally, in Section 3.3 we assess the real-world applicability
of our approach.

3.1 Data Set and Testing Metrics
Our work is based on the hypothesis that riding a rigid bike com-
pared to a dampened bike leads to significant differences in the
measurements of the accelerometer data. No bike-specific smart-
phone acceleration data sets are available for our approach. For this
reason, we recorded 9 cyclists (6 men and 3 women), 8 bikes (3 city

bikes, 2 e-scooters, 1 mountain bike and 2 fixie bikes) and 3 different
smartphones for various tests. In addition, we have equipped 1 cy-
clist with extra weights to test whether different weights influence
the detection results (see Section 3.2.2). We have 4 classification
classes for our testing and training: fixie/track bike, mountain bike,
city bike and commercial e-scooter. Please refer to Table 1 for the
notation used in our evaluation and Table 2 for an overview of the
characteristics of the cyclists that participated in the evaluation.

We have recorded data with various Android devices, i.e. Sam-
sung S10, OnePlus 5T and Nexus 5X. Data recorded with the One-
Plus 5T has been used for the main evaluation. Both Samsung S10
and OnePlus 5T are based on Android 9, the latest version of An-
droid except for the Nexus 5X which is based on Android 8. The
smartphones are ranging from 2015 to 2019 to be able to better
assess the applicability of our approach to older models. The Nexus
5X is from 2015, OnePlus 5T from 2017 and Samsung S10 from 2019.
Furthermore, there were no special restrictions for the rides, i.e.
all participants were instructed to ride a bike as they usually do.
Besides, no restriction on the orientation of smartphones was made.
In total, we collected over 8 million rows of sensor data. We plan
to publish our data set to be used by others.3

3https://vs.uni-due.de
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Figure 4: A visual representation of an intermediate activation of a sample ride. Above is a recording of a ride with the in-
dividual acceleration axes 𝑥 , 𝑦 and 𝑧. Below are the individual layers 1,2 and 3 of our CNN classifier, which are unitless. The
colors in the layers signal the activation for a single classification trigger, and from this, we see which features respond to this
particular input sample. In essence, it is a heatmap-esque representation. The darker the color, the less relevant it is for the
classification of this sample input. Features from the last 2 layers are omitted because they are too abstract to infermeaningful
information about the classifier.

We use the F1-score for all tests and evaluations to avoid im-
balances in favor of other classification classes. Secondly, we use
the accuracy metric, which represents the percentage of all correct
predictions for all predictions made. Table 1 lists the definition of
the F1-score ([16]) and the Accuracy metric. Thirdly, we use the
Receiver Operating Characteristics (ROC) in connection with Area
Under the Curve (AUC) to concisely visualize the classification
performance of the approach [10]. The straight line in the graphs
shows the classification performance when all classes of a classifier
are random (see Fig. 5 as an example). This means that anything
above this line is better than chance and the area under a line/curve
is the AUC-value and the line itself is the ROC. The AUC is a scalar
value used for comparison purposes. If the model has perfect pre-
dictive performance, the AUC of the ROC is 1. Thus, the higher the
AUC, the better the predictive performance of the classifier.

3.2 Results
The focus of this section is on the analysis of our proposed approach
for a general application. Specifically, we want to knowwhether the
classifier actually recognizes the acceleration characteristics of the
respective general bike type independently of its cyclist. In other
words, we want to find decision boundaries between classes/bike
types despite the influence of the cyclist while riding.

We measured 9 cyclists (see Table 2 for an overview) on different
bikes and routes to demonstrate the robustness of our classifier. In
this test, each cyclist rode a fixie, city and mountain bike and in
addition, cyclists drove 𝐴 and 𝐵 an e-scooter. Furthermore, we as-
sume that when navigating and cycling, the smartphone is mounted
on the handle of the bike. In Section 3.2.1, we first show that our
approach works well with different cyclists using stratified k-fold
cross-validation and the data of all 9 cyclists. Afterwards in Section
3.2.2, we investigate with cyclists𝐴 and 𝐵 which external influences
strongly affect the classification performance.



MobiQuitous ’20, December 7–9, 2020, Darmstadt, Germany Matkovic et al.

Table 1: Explanation of all symbols and terminology used in this paper. Please refer to this table for clarification.

Symbol Description

Fixie Bike, City Bike,
Mountain Bike, E-Scooter

The classes used for the classifier for learning and testing

𝛼 , 𝛽 , 𝜍 , 𝜚 , Y, _, 𝛾 , 𝛿 Labels a route that we have travelled for data collection.
𝐴, 𝐵, 𝐶 , 𝐷 , 𝐸, 𝐹 , 𝐺 , 𝐻 , 𝐼 Capital letters used to label a cyclist.

𝐴𝛽 Composition of all labels that describe a specific data set. For this example: the data set of cyclist 𝐴
while riding on route 𝛽 .

𝐵′ Indicates that cyclist 𝐵 is equipped with 16kg additional weights.
𝑓𝐴𝛼 (𝐴𝛽 ) Labels a test in which the function 𝑓X describes the data set used for training a classifier. The function

input describes the data set with which the classifier was tested. In this example, a classifier was
trained with the data X = 𝐴𝛼 and tested with the data 𝐴𝛽 .

F1-Score = t𝑝
tp+ 1

2 (fp+fn)
The F1 score definition where tp = true positives, fn = false negatives and fp = false positives. It is
also called balanced F-score, as it avoids imbalances in favour of other classification classes.

Accuracy = tp+tn
tp+tn+fp+fn The Accuracy definition where tp = true positives, tn = true negatives, fn = false negatives and

fp = false positives. In simple terms, the accuracy value is the ratio of actual correct predictions to
the total number of predictions made.

Table 2: Overview of all participants in the evaluation with
their respective age, weight, height, traveled routes and total
window count.

Cyclist Gender Age Height Weight Route Count

A Male 32 178cm 75 kg 𝛼, 𝛽 2961
B Female 32 160cm 50 kg 𝛼, 𝛽 892
C Male 32 174cm 95 kg 𝛼, 𝛽 481
D Male 32 175cm 76 kg 𝛼, 𝛽, 𝜍, 𝜚 634
E Female 34 158cm 48 kg 𝛾, 𝛿 1045
F Male 25 201cm 100 kg Y, _ 834
G Male 30 181cm 85 kg Y, _ 872
H Female 67 159cm 52 kg 𝜍, 𝜚 505
I Male 68 171cm 75 kg 𝜍, 𝜚 499

Other parameters, such as weather, are not taken into account
in the evaluation, as they are outside the scope of this paper.

3.2.1 Cross Validation. To evaluate the robustness of the classi-
fier on a broader range of cyclists, we used the data of 9 cyclists
who have driven on various routes. No restrictions were made to
replicate everyday use with bikes. See Table 2 for an overview of
all participants and all driven routes. The data from all 9 people
were used to evaluate the predictive performance of the classifier
by utilizing stratified k-fold cross-validation with 𝑘 = 10. With the
k-fold cross-validation, the capability of machine learning models
is assessed. Stratified k-fold cross-validation uses so-called pockets,
and each pocket is used to test a classifier that is trained with the
remaining data (without the pocket).

The term stratified refers to each fold containing the same pro-
portion of data for a given class to avoid bias. The results in Table 3
show strong performance with an average F1 score of 0.90 for the
fixie bike type, 0.92 for the city bike type, 0.88 for the mountain
bike type and 0.98 for the e-scooter type. The average Accuracy is
0.90 and 0.99 for the average AUC.

Looking at Fig. 5, we see the breakdown of all folds with their
Receiver Operating Characteristics (ROC) and the Area Under the
Curve (AUC). The result shows a consistently satisfactory per-
formance across all folds since all folds have roughly the same
characteristics.

The e-scooter class achieves the best results. This is reasonable
since with an electric scooter you will be more restricted. With
restricted movement, the number of atypical features (i.e. features
unique to the individual person) that cyclists may introduce is
greatly reduced, thus improving recognition performance. With
bikes like fixie bikes or mountain bikes, you may move more freely.
(1) Fast evasive maneuvers become easier to perform, (2) cycling
without your hands on the handlebars is possible, or (3) riding
stances (standing or sitting) may be altered at will, to name a few
examples.

The fixie, the city bike and the mountain bike performed slightly
less good than the e-scooter. During the data collection, we noticed
that many participants on the bikes behaved slightly differently. For
example, many of the participants were riding a fixie bike for the
first time and therefore behave a little more cautiously. When asked
for a reason, the participants mainly referred to their riding position
on the bike. Because of the bike’s construction, the riding position
is slightly different for each bike type. A possible explanation for
differences in performance may thus be the difference in riding
position.

Overall we conclude that our classifier is neither over- nor under-
fitting when tested with various other cyclists.
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Table 3: Results of the k-fold cross-validation with a data set consisting of 9 cyclists, where 𝑘 = 10. The average F1 score for
the fixie bike type is 0.90, 0.92 for the city bike type, 0.88 for the mountain bike type and 0.98 for the e-scooter type. Average
Accuracy is 0.90 and 0.99 for the average AUC. The results show that our approach is neither over- nor under-fitting.

cyclist set = {𝐴, 𝐵,𝐶, 𝐷, 𝐸, 𝐹,𝐺, 𝐻, 𝐼 }
Classification classes (F1-score)

k-fold 𝑘 = 10 Fixie Bike City Bike Mountain Bike E-Scooter Accuracy AUC

Fold 1 0.887 0.912 0.894 0.949 0.901 0.9849
Fold 2 0.9 0.931 0.887 1. 0.913 0.9898
Fold 3 0.899 0.924 0.877 0.963 0.905 0.987
Fold 4 0.903 0.927 0.87 0.970 0.907 0.9871
Fold 5 0.889 0.927 0.866 0.976 0.901 0.9876
Fold 6 0.876 0.91 0.859 0.964 0.89 0.9864
Fold 7 0.902 0.916 0.875 0.994 0.904 0.9863
Fold 8 0.907 0.932 0.886 0.970 0.913 0.9881
Fold 9 0.899 0.925 0.880 0.982 0.907 0.9899
Fold 10 0.912 0.919 0.882 0.982 0.909 0.9897

Average 0.897 0.922 0.878 0.975 0.905 0.988
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Figure 5: The data from a total of 9 cyclists were used to
evaluate the classifiers predictive performance by stratified
k-fold cross-validation with 𝑘 = 10. The figure shows the
breakdown of all folds with their Receiver Operating Char-
acteristics (ROC) and Area Under the Curve (AUC). The re-
sult shows a consistently good overall performance across
all folds, as all folds had approximately the same character-
istics. See Table 2 for an overview of all participants and all
driven routes.

3.2.2 Analytic Deep Dive: External Influences. This section is struc-
tured as an exploration of quantifiable external parameters that may
influence the classification performance of our classifier. Therefore,
we explicitly label the training and test sets with the relevant pa-
rameters in order to better assess the performance characteristics
of the classifier and the influence of external influences on it. We
use cyclist 𝐴 and 𝐵 for these tests.

For this evaluation we show in Section 3.2.2 the test results for
the influence of the cyclist’s weight on the classifier. In Section 3.2.2
we analyze the impact on the classifier when tested with unknown
road segments.

Street Test. We have selected two completely different routes 𝛼
and 𝛽 to train and test the classifiers. In other words, one route is
for training and the other for testing. Route 𝛼 is about 700m long
and 𝛽 is about 800m long. Generally, test cases are described in the
pattern 𝑓X• (Y•).

The 𝑓X describes a trained classifier and the function input the
test set. WhereX orY denotes a cyclist and the black dot (•) denotes
one or more routes (see Table 1). In Table 4 we see that all bike
type classes show good performance metrics. The classes e-scooter
and city bike show the best results. Overall our approach displays
good classification performance with an average AUC score of
∅AUC{𝐴,𝐵 } = 0.98, an average F1-score of ∅F1{𝐴,𝐵 } = 0.92 and
average Accuracy of ∅Accuracy{𝐴,𝐵 } = 0.93. We conclude that
different roads have minimal impact on the immediate classifica-
tion performance of our classifier. Furthermore, we were able to
train a classifier with a minimal data set and classify the right bike
type using unknown data, which is unusual since it becomes more
difficult to avoid outliers and overfitting [1].

Weight Test. Our initial hypothesis is that the weight of the cy-
clist makes no difference in the recognition rate. A higher weight
acting on a bike should be more detectable from a fixed smartphone
position on the bike itself, as it further minimizes other external in-
fluences. We equipped cyclist 𝐵 with 16kg(𝐵’) of additional weights
and repeated the ride for Route 𝛼 and 𝛽 with the fixie bike. With
the fixie bike, the riding position is exaggeratedly tilted forward
when compared with the city bike, see Fig. 7. The arms of cyclists
must actively support the upper body when tilted forward, thus
exerting more weight on the handlebars. Therefore we expect the
highest impact (if present) on the result in this particular test.
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Table 4: Results for testing two completely different routes 𝛼
and 𝛽 to train and test the classifiers. The average F1-score is
0.92. The roads do not influence the immediate recognition
significantly.

Classes (F1-score)

Test case Fixie
Bike

City
Bike

Mount-
tain
Bike

E-
Scooter

Acc-
uracy

AUC

𝑓𝐴𝛼 (𝐴𝛽 ) 0.80 0.94 0.88 0.99 0.89 0.97

𝑓𝐵𝛼 (𝐵𝛽 ) 0.94 0.93 0.92 0.96 0.94 1.

Whenwe trained our classifier with𝐵’ and testedwith𝐵 (without
weights), we obtained good results with 89% of all tested data points
correctly classified. This suggests that the weight of a cyclist alone
does not affect the result of the classifier. Meaning that there are
some differences when you are equipped with extra weight, but
ultimately this does not change the end result. In summary, we rule
out the weight as a sole factor influencing the recognition rate of
the classifier.

3.3 Real-World Applicability
In this section, we evaluate the real-world applicability of our ap-
proach. This includes the analysis of different smartphones from
different generations in Section 3.3.1 and the analysis of classifica-
tion confidence Section 3.3.2.

3.3.1 Smartphones. Both Nexus 5X and OnePlus 5T feature the
same acceleration chip, the BMI160 from Bosch [3]. However, the
computational performance of the Nexus 5X is not sufficient to
achieve a sampling rate of 100Hz. There are large data gaps where
the sampling rate had to be reduced to at least 70Hz to obtain
useful data. With the OnePlus 5T, we had no problems reaching the
100Hz sampling rate. As for the Samsung S10, most of the time we
reached 100Hz sampling rate, but sometimes it had time gaps that
indicated some kind of problem with the thread scheduling or with
the custom undisclosed acceleration chip.

We implemented a custom native app to use the new Android
“foreground”-services4 to be able to record sensor data without
having the app in the foreground in the latest version of Android.

We were able to capture the sensor data without any problems,
even if the appwas not in the foreground. However, once the display
was turned off, there was a significant delay in the recording that
corresponded to 0.1Hz sampling rate saturation, rendering our ap-
proach ineffective. This behavior is found in all three smartphones,
indicating an energy-saving measure.

The following results are based on the test cases described in
Table 4. At a sampling rate of 100𝐻𝑧, the OnePlus 5T had the
best classification performance with an average F1-score of 0.92,
followed by the Samsung S10 with 0.85 and the Nexus 5X with 0.82.

4https://developer.android.com/guide/components/services

Thus, the abovementioned time gap problemwith the Nexus 5X and
Samsung S10 causes a slightly negative effect on the classification
performance. Nevertheless, the classification performance of all
tested smartphones is still acceptable.
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Figure 6: The predictive performance of the approach for dif-
ferent sampling rates.

Furthermore, we evaluated our approach with other sampling
rates to assess their suitability for battery saving schemes. All the
following tests were tested with stratified k-fold cross-validation
and balanced data sets. The total window count for each device
is OnePlus 5T = 1373, Samsung = 1150 and Samsung = 1215.
The results in Fig. 6 show that at a sampling rate of 20Hz the
classification performance drops below 0.70 (F1-score) for OnePlus
5T and Nexus 5X, which is unsuitable for reliable prediction. We
assume that the patterns in the data for each type of bikes are
subtle and require a certain amount of data to detect these patterns.
Therefore, we do not recommend sampling lower than 70Hz.

We also trained a classifier with the combined data of Samsung
S10, Nexus5x and OnePlus 5T and achieved an average F1-score
of 0.905. Although there are differences between smartphones, the
combined classifier is able to learn from all three devices and still
perform effectively.

3.3.2 Classification Confidence. The decision as to what type of
bike is involved must be made quickly for the application to be
useful in the real world. To analyze this, we measured the average
time the classifier needs to find the right class and remain in this
class until the end of the ride. We define a time boundary 𝑖 as:

∃𝑖∀𝑗 ≥ 𝑖 : 𝑑𝑜𝑚(𝑊1 . . .𝑊𝑖 ) =𝑚𝑎𝑥 (𝑊1 . . .𝑊𝑗 )
Where the 𝑑𝑜𝑚 (i.e. dominant) function yields the most frequent
class between data windows𝑊1 ...𝑊𝑛 . The resulting time boundary
is then used as a decision time period to quickly identify a bike after
cycling started. In our evaluation, we found that the classification
result does not change after an average of 2.31 time/window steps. If
we calculate the actual driving time, we get 4.63 seconds of driving
time, thus we conclude that our approach is suitable for use in the
real world.
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Figure 7: Example for an exaggerated riding position for
fixie bike when compared with a city bike. Cyclists must ac-
tively support their upper body with their arms when tilted
forward. Therefore exertingmoreweight on the handlebars.

As this is an average value for our specific evaluations, this
threshold may require a more conservative adjustment to deal with
outliers or insufficient training data.

4 RELATEDWORK
There is a large body of work in the field of transportation mode
recognition. Reddy et al. [14] used smartphones for GPS and ac-
celeration data to determine with high accuracy whether people
are stationary, walking, running, cycling or moving in motorized
vehicles.

Similarly, Stenneth et al. [15] were able to differentiate among
various modes of transportation such as bus, train or car, and they
were even able to predict with high accuracy which bus was rid-
den. They accomplished this by using various machine learning
techniques, such as: Bayesian Net, Decision Tree, Random Forest,
Naïve Bayesian and Multilayer Perceptron. They proposed that this
could be used for advertising or survey purposes.

Wang et al. [17] proposed a system for detecting transportation
circumstances to improve safety. In this context, circumstances can
be either “road surfaces”, “shoes” or “vehicle types”. The system can
differentiate between those circumstances using sound and used
to monitor and maintain roads. However, continuous monitoring
is required. The system offers no real incentive to use the applica-
tion for people in their daily lives, thus significantly limiting its
applicability.

Zheng et al. [20] proposed a system to infer the mode of transport
from the raw GPS data. The approach consists of 3 parts: segmenta-
tion, an inference model and a post-processing based on conditional
probability. Segmentations are generally based on few real-world
assumptions such as “People must stop and then go when changing
their transportation modes, i.e. there must be some GPS points
whose velocities are close to zero during transition”. The use case
for the proposed system is the automatic labeling/cataloging of past
and current undertakings, which could improve the user experi-
ence (i.e. searching for transportation modes, context-aware user
interfaces).

Feng et al. [6] investigated whether GPS or acceleration data are
better suited to determine the transport mode. They found that the
acceleration methods are outperforming GPS methods.

In addition, they also pointed out that it is important to study
the effects of the location of the device in more detail, as this can
affect the performance of acceleration-based systems.

Hemminki et al. [9] also proposed a robust acceleration-based ve-
hicle detection device using smartphones. Similar to our approach,
they use a sampling rate of 100Hz to acquire acceleration data.

In general, the problems in the area of transportation mode
recognition refer to more general categories (e.g. walking, driving
a car, traveling by train). Our approach broadens the problem area
of transportation mode recognition:

(1) By subdividing a singlemeans of transport into subcategories
(i.e. identification of various bike types)

(2) By providing compelling use cases for a single mode of trans-
port

As far as bike-related approaches are concerned, algorithms
for monitoring road conditions have been introduced for them
in the past. Wijerathne et al. [18] used accelerometer data from
smartphones to detect bumps in the road surface while riding a bike.
Mednis et al. [13] also used acceleration data from smartphones
to recognize potholes in real-time. Other approaches employ bike
recognition through computer vision and machine learning [4, 19].
However, these approaches only distinguish between bikes and
non-bikes for general traffic monitoring.

Gu et al. [8] detects different bike cycling styles/behaviors which
includes lane weaving, standing pedaling and wrong-way riding
using acceleration data in conjunction with machine learning. They
use transfer learning techniques to reduce the amount of training
required for different users. This particular transfer learning tech-
nique is unique to Support Vector Machines (SVM). Therefore it is
not applicable for Convolutional Neural Networks. However, for
future work we would like to investigate transfer learning tech-
niques in order to accelerate the training process and to minimize
the need to gather large data sets.

To the best of our knowledge, the presented approach is the first
to distinguish between bike types and e-scooters for context-aware
applications.

5 CONCLUSION
In this paper, we presented a novel approach for detecting bike
types using machine learning based on sensor readings from the
cyclist’s smartphone. We showed that our approach can learn and
classify the bike type for a given set of bikes regardless of the cyclist.

This enables context-aware navigation systems that provide
routes appropriate to the current means of transport and is thus
an important step towards increasing road safety, enabling further
sources of revenue with targeted advertising or to improve Vir-
tual Personal Assistants capabilities with non-intrusive, bike or
e-scooter specific suggestions. Our approach is based on Convolu-
tional Neural Networks (CNN) and we carried out a comprehensive
analysis of how accurately it scores with previously unseen data
using stratified k-fold cross-validation. In our study, we classify
fixie bike, city bike, mountain bike and e-scooter and show that our
trained CNN achieved average F1-scores, Accuracy and AUC of up
to 0.92, 0.90 and 0.98 respectively.

We have selected these bike types to cover a wide range be-
tween very stiff to very damped bikes, where the fixie/e-scooter
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class is categorized as very stiff, the city bike class as moderate
stiff/dampened and the mountain bike as very damped. The data set
used in our various tests consists of 9 cyclists where the smartphone
was mounted on the handlebar.

We looked at and tested in detail the apparent external factors
such as cyclist’s weight or road traveled in order to better investi-
gate the potential influences that are likely to affect our classifier.
We showed that the weight of the cyclist or different roads has no
significant impact on the recognition rate. We also analyzed how
much data our classifier needs to see to enter a stable prediction,
i.e. that from there on the classifier does not change its bike type
classification for a given ride.

For future work we plan to examine other carrying positions in
addition to the mounted position, e.g. “bag” and “pocket” smart-
phone positions. The use of other carrying positions may be useful
when using headphones with voice-assisted navigation while cy-
cling.
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Abstract—We present a novel approach for predictive mainte-
nance using acceleration data. Modern bikes can be equipped
with additional smart features that enable early detection of
deteriorating brake performance. This allows individual user
feedback based on the condition of their bikes and therefore
improve safety. We evaluate the suitability of various machine
learning approaches for predictive maintenance using accelera-
tion data of bike rides with good and bad brake performance.
Here we compare two methods of measuring acceleration, namely
we use hall sensors and inertial sensors. Overall, we achieve
a F1-score of up to 0.76 using the time series specialized k-
nearest neighbor in a preliminary evaluation. Furthermore, our
results show that inertial sensors are better suited for measuring
acceleration data than hall sensors.

Index Terms—Predictive Maintenance, Bikes, Smart Devices,
Datasets, IoT

I. INTRODUCTION

People are becoming more eco-conscious and are moving to
classic means of transportation such as the bike. For example,
in Germany more than 44% of all people use their bikes
regularly [1].

Many efforts are being made to improve urban mobility.
Digitalization is contributing to the widespread use of emerg-
ing mobility services such as bike or e-scooter rentals. In urban
areas, these rentals are ideal for short-distance commuting and
a convenient alternative to traditional public transportation.

Another popular trend is the e-bike, which supplements a
bike with an electric motor that supports cyclists during their
ride by reducing paddling effort. Bikes-sharing vehicles or e-
bikes are usually equipped with system on a chips (SOC) and
also fitted with various sensors, e.g. to track the bike in case
of bike-sharing or to drive the electric motor in case of e-
bikes. However, digitalization efforts neglect the potential for
improving safety for new mobility solutions with the help of
IoT hardware.

Predictive maintenance techniques for instance are widely
used for heavy machinery and tools to prevent catastrophic
failure. In the case of bike-sharing services, maintenance is
usually initiated by direct feedback from users or by predefined
maintenance time intervals. Relying on user feedback is not
practical as it is uncertain whether feedback will be given.
In addition, exceptional circumstances may reduce the brake
performance of a particular bike acutely, so that predefined
maintenance intervals will no longer be sufficient.

Modern e-bikes for private use can be equipped with ad-
ditional smart features that utilize early detection of deteri-
orating brake performance to provide users with individual
feedback based on the condition of their bikes. With brake
behavior/performance in the following discussions, we refer
to the brake behavior/performance of bikes.

This paper is organized as follows. First, we discuss related
work in Section II. In Section III, we present the method of
data acquisition and pre-processing and the different machine
learning approaches we tested. In Section V, we evaluate
the feasibility of our approach for future work. Finally, we
conclude the paper in Section VI.

II. BACKGROUND AND RELATED WORK

The role of maintenance is to prevent losses due to equip-
ment failures before they occur. The term “predictive mainte-
nance” is often used in connection with resource maximization
in large industrial plants with the justification of cost reduction.
There are also examples of cars where abrasive parts such
as brake discs or brake blocks close a circuit when enough
material has been worn off and warn the driver of potential
brake loss in the near future [2]. Such systems do not exist
for bikes, to the best of our knowledge.

There are efforts to investigate damage to certain compo-
nents of mountain bikes using smartphones [3]. This involves
recording vibrations and distinguishing between broken and
normal components through feature engineering and machine
learning (SVM). The components that can be examined are
the rotor, chain, wheel bearing, steering head, derailleur cog.
However, these components are not directly involved in the
optimal brake characteristics. Furthermore, the mountain bike
must be mounted on a maintenance rig and the smartphone
has to be placed in close proximity to the relevant parts for
evaluation, which makes everyday use more demanding.

Another project tries to infer maintenance probabilities from
maintenance protocols based on bikes from the city of Oslo
(Finland) [4]. The project uses a random forest machine learn-
ing approach with several features, including: ride duration,
year of birth of the cyclist, gender and date, divided into
month, hour and day. This approach does not work for individ-
ual bikes and is more interested in the general maintenance
behavior of cyclists. For example, the month of April is of
great importance for the accuracy of the model, which can



be explained by seasonal preventive bicycle safety checks to
be prepared for warmer, more ideal weather conditions for
cycling.

Influences on the brake performance on bikes are manifold,
for example: (1) damaged or kinked brake cables, (2) insuf-
ficient lubricant in the brake cable housing, (3) air or water
in hydraulically operated brakes, (4) insufficient tire traction
on the road, (5) long hand brake lever travel, to name a few
situations in which bikes suffer a loss of brake power. Apart
from direct physical influences, the cyclist’s riding behavior
also affects the brake power (either positively or negatively).
Therefore, we try not to identify the individual influences on
the brake performance, but the overall brake characteristic.
Ultimately, we compare the deceleration during brake events.
If we compare past and present brake performance and observe
that it deteriorates, we may give the driver an early recommen-
dation for maintenance.

Fig. 1: Overview of two methods for measuring acceleration.
The first method is the use of inertial sensors (red). Such
sensors record acceleration in three spatial dimensions (x,y
and z). A single axis must be oriented in the direction of the
frontal motion of the bike. In our particular scenario, we chose
the y-axis. The second method uses hall sensors and magnets
attached to the spoke of the front wheel (green). For more
information, see Sections IV-A and IV-B.

III. SYSTEM MODEL

We assume that a bike is equipped with embedded hardware
for processing acceleration data. In this work, we consider
two methods for acquiring acceleration: hall sensors and
inertial sensors. Hall sensors can be used to monitor the
speed/acceleration of a given bike. The sensor detects and
measures the magnetic field passing it. This type of sensor
is widely used for speed measurement and other high-speed
switching applications. Inertial sensors use the piezoelectric
effect to measure acceleration. When stress, e.g. acceleration,
is applied the sensor creates electrical charges. Furthermore,
we require a ride as a whole and to be recorded continuously.
The resulting data is then pre-processed and evaluated by our
approach.

Our approach is based on continuous acceleration/motion
data. We make no restrictions on how acceleration/motion
is measured. In this paper we focus on two methods for
measuring acceleration/motion: (1) inertial and (2) hall sensor.

We consider in this paper: (1) the hall sensor is placed on
the front fork, (2) a magnet is fitted to a front wheel spoke,
(3) inertial sensors attached at a fixed position and (4) all
sensors connected to a central computing unit. See Fig. 1 for
an overview of the placements of the individual components
on the bike.

As a baseline for training and testing we use an ideal
cyclist with exemplary brake and traffic behavior on the road.
We define cyclists as exemplary when, they follow laws,
established guidelines and advice on how to behave in public
road traffic with the bike. To stop a wheel optimally the
cyclists must pull both brakes at the same time. Furthermore,
the cyclists should pull the front brake so firmly that the rear
wheel does not lift off. If the rear wheel is lifted, the rear brake
cannot work properly since the rear wheel lacks traction.

IV. APPROACH

We try not to identify the individual influences on the brake
performance, but the overall brake characteristic by focusing
on the deceleration during bike trips. If we compare past and
present brake performance and observe that it deteriorates over
time and therefore derive that safety might be compromised.

This Section is structured as follows: First, in Section IV-A
and IV-B, we describe two methods of collecting acceleration
data. In Section IV-C, we describe our method for filtering data
that degrades classification performance. Finally, in Section
IV-D, we outline several machine learning models for later
evaluation.

A. Hall Acceleration Calculation

The hall sensor is placed on the front fork and a magnet is
fitted to a front wheel spoke and aligned with the hall sensor.
While cycling the magnet rotates with the front wheel. With
each rotation of the wheel the magnet moves past the hall
sensor. Each time the hall sensor measures a magnetic field,
it triggers (see Fig. 1). For each trigger we calculate the time
difference between two successive rotations where ∆ti = |ti−
ti+1| for all rotations i ∈ N − 1. With the circumference (c)
of the front wheel we calculate the average delta velocity (v)
and acceleration (a) for each ∆t where:

vi =
c

∆ti
ai =

vi − vi−1

∆ti
, i > 0

B. Inertial Sensor Acceleration

To use the acceleration data of the inertial sensor effectively,
some aspects must be considered. First, we need a linear
acceleration without the acceleration due to gravity, since this
introduces a bias into the data. Second, we need to remove
the inherent rotation bias from the data as much as practically
possible. Most modern inertial sensors provide the necessary
capabilities to handle those requirements.

We define acceleration as a 3D-vector with the components
x, y and z. The linear acceleration vector ~a(t) provides for
time t the acceleration on all components x, y, and z minus the
earth’s gravitational pull. The components are fixed relative to



Fig. 2: Overlapping illustration of all data and filtering of time
series of W = 4 window points. All points in a window must
be outside the threshold, otherwise the window will be filtered
out. Most of the points are around the zero line.

the sensor position, i.e. the measured forces acting on the axes
depend on the orientation of sensor.

For the sake of simplicity, we limit the rotation to a fixed
position on the bike. We assume that our system is used in a
SOC where the SOC is housed in a bike. This allows us to
deal effectively with rotational bias.

In general, any axis (x,y or z) is suitable for our intended
use. It only must be aligned in the direction of the frontal
movement of the bike. In our particular scenario, we choose
the y-axis, see Fig. 1. This setup allows us to use the y-
acceleration for further calculations. We sample the sensor
at a rate of 100Hz and calculate the average acceleration in
windows of 200ms.

C. Windows and Filtering

Normally, the brakes are not used most of the time while
riding a bike. The variance in acceleration is also very small,
as there is no abnormal acceleration while riding normally.
Therefore, we need to filter out most of the data points. The
data is aggregated in windows of W = 4 points for filtering
and machine learning. For example for the inertial sensor
data a window would contain 4 data points of which each
is averaged in intervalls of 200ms. The time delta between the
individual points in the window may be arbitrary. We calculate
for each index in the window the vertical sample median and
variance. We keep a window if all W points in the window are
outside of the median ± variance. See Fig. 2 for an illustration
of the filtering.

D. Machine Learning

We implemented three machine learning methods to assess
the feasibility of our proposed idea, this includes:
(1) Time series implementation of k-nearest neighbor (KNN),
which utilizes dynamic time warping (DTW) to measure the
similarity between two arbitrarily time sequences [5], [6].

(a) (b)

(c)

Fig. 3: The ROC curves (a & b) and F1-score (c) results for
each classifier for both datasets hall (•H) and inertial (•I). KNN
performed best overall on both datasets, achieving an AUC of
0.57H and 0.76I in tandem with F1-scores of 0.62H and 0.76I.
XGBoost performed best with the hall sensor dataset. Overall
resulting in AUC of 0.66H and 0.71I as well as F1-scores of
0.64H and 0.71I. LSTM performed the weakest with an AUC
of 0.45H and 0.65I along with F1-scores of 0.45H and 0.65I.

For inertial acceleration data we use soft-DTW which is an
extension of the DTW proposed by Cuturi et al [7] to enable
differentiability of DTW. Soft-DTW showed that it is robust to
time shift/dilation/reduction and enabled gradient descent as a
cost function. (2) XGBoost which is optimized for gradient
tree boosting with decision tree ensembles [8]. Hereby we
use standard deviation, variance, mean, median, min and max
values for each window as features. (3) Long short-term
memory (LSTM) classifier using mean square error as our
cost function implemented with Keras [9].

V. EVALUATION

We recorded two trips with a bike in ideal condition for
optimal braking (about 1km in length). We also made an
effort to achieve a similar speed for each trip to avoid bias
in the evaluation of the data. Afterward we modified the
bike in such a way that the brake performance deteriorated
considerably. This includes the lengthening of the brake cable
and the widening of the brake clasp. With the worse brake
performance we have carried out two trips as well. We labeled
all data that remained after filtering (see Section IV-C) based
on the brake performance for each trip.



Thus, we have two classes (good/bad) that we use for binary
classification. We evaluated the predictive performance of the
classifiers by utilizing stratified k-fold cross-validation with
k = 2. Stratified refers to each test and train fold/set containing
the same class proportion to avoid bias.

For ease of use we employed a smartphone inertial sensor to
measure acceleration while cycling. The smartphone is fixed to
the bike frame in a custom-made housing, which also houses
an ESP-WROOM-32 module [10]. The module is a low-cost
and low-power system on a chip (SOC) with Wi-Fi capability.
The remaining sensors (i.e. hall) are connected to the module.
The module itself is directly connected to the smartphone via
Wi-Fi. All sensor data (including those of the module) are time
stamped by the smartphone. We measured the delay between
the smartphone and the module. The results show a negligible
start time delay of less than 2 ms.

We implemented a native Android application to record the
readings of the inertial sensors and receive the data from the
SOC module via Wi-Fi. Furthermore, we have implemented
a custom serialization protocol to avoid computational and
memory bottlenecks in both the SOC and the smartphone.

We use the receiver operating characteristics (ROC) with the
area under the ROC curve (AUC) to visualize the performance
of the classifiers tested [11]. The straight line in the figures
shows the classification performance when all predictions of
a classifier are random. This means that anything above this
line is better than chance. The AUC is a scalar value used
for comparison purposes. If a classifier has perfect predictive
performance, the AUC of the ROC is 1. Thus, the higher the
AUC, the better the predictive performance of the classifier.
Furthermore, we use the F1-score to avoid imbalances in favor
of other classification classes.

Looking at Fig. 3b, 3a and 3c, we see the ROC, AUC and
F1-scores for all the classifiers trained with the hall and inertial
acceleration data. The result shows a high discrepancy between
the hall and inertial data. Here, the classifier trained with the
data from the inertial sensor performed best. Overall, all three
classifiers could distinguish relatively well between good and
bad brake performance. The KNN classifier performed best
with an F1-score and AUC of 0.76 and 0.76 respectively.
With hall sensor data, only the XGBoost classifier performed
relatively well with an F1-score and AUC of 0.64 and 0.66
respectively.

We suspect that the inertial sensors are much more sensitive
to acceleration change which leads to better classification
performance for our particular problem. In Fig. 2 we see data
peaks at a maximum of ∼2m/s2 for hall and ∼13m/s2 for
inertial sensors (almost 7 times higher). We assume that with
worse brakes, the recorded acceleration is not as pronounced
compared to good brakes and is therefore easier to separate
which is not the case with hall sensor data.

VI. CONCLUSION

In this paper we presented a novel idea for the predic-
tive maintenance of bikes. We showed that we are able to
distinguish between acute bad and good brake performance

trips while riding a bike using acceleration data. We tested k-
nearest neighbor (KNN), long short-term memory (LSTM) and
XGBoost classifiers with two different means of measuring
acceleration, i.e. inertial and hall sensors. Here, the classifiers
trained with the inertial sensor data performed the highest,
with KNN performing the strongest overall. In this test, we
were able distinguish between the different classes (good/bad)
after 1km trips.

For future work, we would like to develop a method
that uses unsupervised learning/clustering approaches. We are
confident that this is the optimal way to detect progressive
degradation in brake performance for individual cyclists. Cur-
rently, we consider KNN with dynamic time warping as our
preferred method, which is also suitable for unsupervised
learning.

We also need to consider extreme cases such as driving
uphill or downhill. In such situations, the acceleration of the
bike deviates too much from normal riding behavior. We
consider normal riding behavior to be riding on roads that
are not sloping. We plan to filter data where the orientation
is significantly deviating from the normal flat orientation.
In addition, we intend to evaluate our approach and future
adjustments in a long-term study with several cyclists to verify
our preliminary results.
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APPENDIX A

Activations in Neural Networks

Activation in a neural network can provide us with important information about what
is being learned. Activation values assist in verifying an ML model to rule out ill-
fitted models. For example, a data source may have a watermark or other constants
in the data, causing an ML model to learn the constant rather than the features of a
class that we want to classify.

Activation in a neural network is the numerical result of a single input in a trained
model, e.g. for classification. This numeric input can then be mapped to a heat map
display and the higher the values, the more the areas in the heat map light up (see
Figure A.1, A.2 and A.3).

Verification by looking at it is unique to CNN models, as it only convolves the
input with the help of kernels. This has the nice side effect that the rough structure
of the original input data is preserved in the individual activations or at least to the
extent that an expert can decipher the learned content. However, the intermediate
results between layers are more easily associated with unexpected results in image
data since people can mentally visualize between the expected result and the actual
result. We can think of it as expecting an ML model to learn the head of a Lion, for
example.

In contrast, with signal data (without image data) it is not so easy (if at all
possible) to assume what an ML model learned. Therefore, the analysis of signal data
with (intermediate) activation heat maps might appear rather confusing compared to
image data.



Figure A.1: The activation of the first layer of the ResNet model [28] with the first 16
kernels with a lioness image as input. By using images as input data, it is straightforward
to visualize what the kernels learn. Looking at the color, we can see which areas are most
significant for that layer. The lighter the color, the more significant it is, but that only
applies to that layer. In this example we see that the lioness is the most relevant for multiple
kernels.
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Figure A.2: The activation of the second layer of the ResNet model [28] with the first 16
kernels with a lioness image as input. As one can see, the activation becomes more and
more abstract the deeper we go into the model. Nevertheless, one is able to recognize the
lioness.
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Figure A.3: The activation the fifth layer of the ResNet model [28] with the first 16 kernels
with a lioness image as input. Any resemblance to the lioness is gone, but in this particular
layer we can see that the area around the lioness lights up the most. In particular, the area
around the head also seems interesting to the ML model.
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