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Chapter 1

Introduction

Machine learning (ML) experiences an accelerated adoption process in economics and

is expected to have a “dramatic impact on the field of economics within a short time

frame” [Athey, 2018]. The shift in the scale of economic data towards Big Data makes

ML become an indispensable toolkit in empirical work. Economists commonly refer to

ML as a discipline that develops data-driven algorithms with the main focus on solving

problems around prediction, classification, clustering, and variable selection (e.g., Athey

[2018]; Mullainathan and Spiess [2017]; Varian [2014]).

While the causal inference is the gold standard in the classical empirical work in labor

economics, the ML literature typically targets the goals of (i) performing predictions of

an outcome of interest with a set of variables or (ii) classifying entities based on lim-

ited knowledge with automated data-determined algorithms [Athey and Imbens, 2019].

A central element of ML tools is the ability to customize high-resolution models, which

can cope with the flood of information contained in many large-scale data sets that la-

bor economists nowadays encounter. ML techniques can even handle situations in which

the parameter space is comparable or larger than the sample size – a situation where

conventional econometric tools applied by labor economists would fail. Even though ML

tools originally are not tailored for causal inference, they can enhance the empirical work

in labor economics by combining empirical identification strategies aimed at isolating

causal impacts with ML algorithms, e.g., aimed at automatizing the filtering of the data

generating process (DGP). Besides, ML approaches can sensitize labor economists for

empirical research questions where causal inference is not central or even not needed.

Recent advances in this direction have shown that there are many prediction policy prob-

lems [Kleinberg et al., 2015], where ML can be valuable in decision-making with large

economic consequences, such as in bail decisions that rely on a “prediction of what a

defendant would do if released” [Kleinberg et al., 2018]. The authors show that ML tools

improve judges’ predictions and substantially lower the number of committed crimes. In

this dissertation’s applied part, ML techniques are used both to enhance causal inference
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analysis in labor economics and to make predictions.

In three separate chapters, this dissertation (develops and) demonstrates the effective

use of various ML tools to tackle different empirical purposes in the analysis of female

employment. Chapter 2 deals with data-driven classification in the analysis of maternal

employment. The chapter focuses on detecting latent group structures in the effect of

motherhood on employment and examines how the introduction of a generous parental

benefit reform impacts the different cluster groups. Chapter 3 turns to the prediction

aspect of ML in labor economics and analyzes in a data-driven way how far childbirth

can be predicted from a rich set of predictor variables derived from female employment

and wage histories. Chapter 4 introduces ML tools for controlled variable selection to

economists. More specifically, the chapter extends a recently proposed approach for data-

driven variable selection in high-dimensional linear models to the non-linear case and

exemplifies its usefulness with an application towards the labor market.

All three chapters share in common the sparsity principle (e.g., Hastie et al. [2015]),

which assumes that the DGP can be modeled accurately by a small number of predictors,

even though the actual number of variables at hand is large. Sparsity can be motivated

on economic grounds in situations where a researcher believes that the underlying DGP

is parsimonious but is unsure about the identity of the relevant variables. In empirical

research, it allows the effective use of a large set of covariates while at the same time

maintaining the spirit of parsimonious modeling in economics. While Chapter 2 copes

with a new variant of structured sparsity in panel data by shrinking individual parameter

vectors to a priori unknown group parameter vector [Su et al., 2016], thereby achieving

data-driven classification, Chapters 3 and 4 aim at the original sparsity principle and

perform data-driven variable selection.

A closely related common aspect of all chapters is the mathematical implementation of

the sparsity concept in terms of regularized estimators. The core idea in all chapters is to

complement the conventional logistic regression estimator with a penalty function, which

formulates mathematically how likely or suitable certain models are. The data-driven

calibration of the tuning parameter determines the degree of regularization and thus the

final model to be selected. Chapter 2 embeds a mixed additive-multiplicative penalty to

realize group sparsity in the empirical analysis. Chapters 3 and 4 apply the `1-penalty,

which is probably the most discussed and well-known sparsity-inducing function employed

for variable selection.

Another common ground of all chapters is that they deal with large-scale (newly

available) administrative data sets, which provide a deluge of information on individual

employment biographies. Indeed, Chapters 2 and 3 use a novel custom-shaped administra-

tive data set assembled to female employment biographies in Germany. The two chapters

2
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especially overcome the issues of missing precise fertility information in the Integrated

Employment Biographies (IEB) and error-prone identification strategies of childbirths

that previous research had to lean on.

To summarize, all chapters of this dissertation give new insights into research questions

and data-driven tools for the scientific community in applied labor economics. In addition,

each chapter draws an exemplary perspective of how ML can be leveraged in the empirical

analysis of labor economics. Even though this dissertation focuses on the very specific

case of female employment in Germany, the tools that it develops or employs can be

applied to a much wider spectrum of research questions. This dissertation points several

directions in which ML broadens the horizon of the empirical work in labor economics.

Availability of Big Data and rapidly emerging methodological advances in ML will

further underpin the importance of ML as an indispensable toolkit in the empirical work

of labor economics.

Guide and outlook on the different chapters of this dissertation

Chapter 2 identifies and estimates group patterns of unobserved heterogeneity in the

effect of child age on maternal employment up to six years after first childbirth. In addition

to the mere group number and group membership evaluation, this chapter analyzes the

generous German parental benefit reform in 2007 and evaluates its impact on the different

isolated cluster groups. In many European countries, working mothers face the challenge

of high child-rearing opportunity costs and non-smooth transition processes in and out

of employment. Paid parental leave policies tend to mitigate this challenge by granting

employment protection and a certain degree of earnings replacement. An effective policy

relies on a precise estimate of a child’s age impact on maternal employment, which can

cope with the enormous diversities in maternal labor supply reactions following childbirth.

I employ a recently developed, purely data-driven classification mechanism called

Classifier-Lasso (C-Lasso) [Su et al., 2016] to identify and study the latent group struc-

tures. The C-Lasso approach allows the child’s age and other controls to have heteroge-

neous effects on employment across mothers, which are classified into a priori unknown

number of cluster groups, each with its own group-specific effect. The group membership

is also left unknown in this framework. To assess the reform’s impact on the different clus-

ter groups, the further analysis leverages an identification strategy combining hypothesis

testing of predicted employment probabilities and a recently proposed sharp regression

discontinuity design (RD) [Kluve and Tamm, 2013; Kluve and Schmitz, 2018], which

exploits the quasi-random assignment to treatment and control groups within a narrow

neighborhood around the coming-into-effect of the reform. As my data base, I use a novel

3
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custom-shaped administrative data set containing detailed fertility information from the

German Pension Registry and employment records from German administrative data.

Using this data, the C-Lasso isolates three distinct cluster groups pre- and post-reform.

My results reveal substantial unobserved heterogeneity in maternal employment and the

reform’s impacts on the isolated group patterns. In summary, I can identify a cluster of

mothers with mobile employment dynamics and low employment rates, a cluster of work-

oriented mothers characterized by a quick take-up of employment after childbirth, and a

cluster of mothers taking an extended family break after childbirth. For the former two

cluster groups, the reform results in a 4.8 and 9 percentage points drop in the predicted

employment probabilities, while for the latter group, it results in a 1.2 percentage points

increase.

Chapter 2 contributes to the scarce literature on data-driven clustering of latent ef-

fect heterogeneity of children on maternal labor supply. While previous evidence builds

on a purely descriptive approach restricted to clustering transition processes in maternal

labor market outcomes after childbirth, I draw on a tighter framework by providing si-

multaneous group classification and estimation of the child’s age effect on employment.

Most importantly, my identification strategy disentangles latent effect heterogeneity of

the parental benefit reform on maternal employment by uncovering causal impacts within

the different isolated cluster groups. This adds to the recent quasi-experimental literature

on the German parental benefit reform, which so far ignored group patterns of unobserved

heterogeneity. However, the group-specific reform impacts on maternal employment tend

to draw a far more complete picture for policymakers than just the average policy impact

on employment pooling all mothers in one group. Family policies might be ineffective

in lowering childbearing’s opportunity costs and facilitating the transition from maternal

leave to employment if they disregard latent group structures in employment decisions

across mothers.

Chapter 3 (co-authored with Marie Paul) complements Chapter 2 content-wise in

that it studies the relationship between career and fertility planning, i.e., it takes a look

at female employment careers before potential pregnancy. It employs ML techniques for

prediction and evaluates how far the first childbirth can be predicted from employment

and wage histories. Besides, we compare mothers’ pre- and post-birth career outcomes

between two groups: those with joint planning of career and pregnancy and those without.

This gives descriptive evidence on how the career costs of motherhood differ between those

groups. Given that child-raising induces immense financial costs and that motherhood is

typically associated with career breaks and forgone wages due to maternal leave, a better

understanding of the interrelation between employment, wages, and fertility is crucial.

We employ different data-driven prediction models based on `1-penalized logistic re-
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gression to predict the incidence of the birth of a first child and compare them to prediction

models in which important covariates are selected by hand. We infer the models’ predic-

tion performance from the classification accuracy and the number of selected variables.

Since we encounter extremely unbalanced classes of the binary fertility outcome (women

with births are the rare class) in our empirical application, we develop a repeated ran-

dom sub-sampling algorithm with data-dependent threshold moving that can handle class

imbalanced samples and thus deliver enhanced classification accuracy measures for the

different prediction models. Our analysis relies on the same data base that is used in

Chapter 2.

Our results reveal, first, that employment and wage histories have predictive power

with regard to the incidence of motherhood and, second, that a small subset of the

information gained from employment records is crucial. Further, our descriptive statistics

indicate that mothers with a high predicted probability of having a first child have higher

pre-maternity earnings and higher child-related earnings losses than mothers with a lower

predicted probability of childbirth. Most importantly, the data-driven selected prediction

models provide a better prediction performance than the hand-designed prediction models.

While previous studies focus mainly on one particular labor market determinant, such

as job displacement or occupational choice, to study the impact on fertility decisions,

this analysis adds to the literature by providing an extensive analysis of the role of pre-

maternity years’ employment and wage outcomes regarding the probability of entering

motherhood. This analysis intends to provide insights into the role of joint planning

of career and pregnancy. Chapter 3 also contributes to the literature on the timing of

childbirth and considers descriptively a much broader set of aspects potentially relevant

for joint planning of career and family than just age.

Chapter 4 (co-authored with Johannes Lederer) focuses more on the methodologi-

cal aspect of ML tools by establishing an false discovery rate (FDR) control pipeline for

economists based on Barber and Candès [2015], Candès et al. [2016], and Xie and Lederer

[2019]. This pipeline targets data-driven variable selection. Specifically, we implement the

aggregated FDR control framework, which has been recently introduced in the context

of high-dimensional linear models in Xie and Lederer [2019], within a logistic regression

model. Our empirical application extracts among a plethora of predictor variables ac-

quired from employment records those that are most relevant for female top-earners.

In empirical work, economists often want to know which few essential variables the

underlying outcome depends upon. In light of the progressing shift in the scale of economic

data towards Big Data, answering this question is challenging. We follow the common

belief of economists that a small number of predictor variables can precisely describe the

DGP, but, unlike the conventional practice, we are unsure about the relevant variables’

5
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identity and therefore select them in a data-driven manner rather than by hand. To

discover which of the deluge of variables gained from employment records actually relate

to the binary top-earning outcome, we leverage the new aggregation scheme for FDR

control. We focus here on controlling the FDR with the knockoff filter [Barber and Candès,

2015], a purely data-driven method. Since the analysis rests on a non-linear linkage of

the top-earning outcome and the potential covariates, in the first place, we extend the

aggregation scheme to the logistic regression model in a straight forward step by exploiting

the framework of model-X (MX) knockoffs [Candès et al., 2016]. The MX knockoff-filter

effectively disentangles relevant from irrelevant variables in our logistic regression setting

by mimicking the correlation structure found within the variables in question.

Our results show that the FDR pipeline outperforms the `1-penalized logistic regres-

sion, a conventional ML tool for variable selection, in terms of classification accuracy.

Moreover, our findings reveal that female top-earners can be predicted based on a small

set of variables, such as general labor market experience, age, employment status, working

weeks, certain occupations and industries, and interactions of these with high educational

attainment.

Chapter 4 provides new insights for the empirical work in the economic discipline.

The chapter adds to the recently emerging overviews on ML aimed at economists along

several important dimensions. First, the ML tools introduced and extended in this chapter

allow economists to fit large-scale models that can tackle the massive flood of information

contained nowadays in data sets in a way that the available information is fully accounted

for and the spirit of parsimonious models in the economic discipline is maintained. Second,

the FDR pipeline enables economists to select variables for the underlying model in a data-

driven way rather than doing it by hand. Third, unlike many popular variable selection

techniques in ML, the FDR pipeline achieves sharp control over false discoveries, i.e., it

disentangles relevant from irrelevant variables while guaranteeing type I error control.

6



Chapter 2

Identifying Latent Structures in Maternal

Employment: Evidence on the German Parental

Benefit Reform ∗

Abstract

This paper identifies latent group structures in the effect of motherhood on employment by
employing the C-Lasso, a recently developed, purely data-driven classification method. More-
over, I assess how the introduction of the generous German parental benefit reform in 2007
affects the different cluster groups by taking advantage of an identification strategy that com-
bines the sharp regression discontinuity design and hypothesis testing of predicted employment
probabilities. The C-Lasso approach enables heterogeneous employment effects across mothers,
which are classified into a priori unknown number of cluster groups, each with its own group-
specific effect. Using novel German administrative data, the C-Lasso identifies three different
cluster groups pre- and post-reform. My findings reveal marked unobserved heterogeneity in
maternal employment and that the reform affects the identified cluster groups’ employment
patterns differently.

Keywords: Female employment, fertility, parental benefits, C-Lasso, latent group
structures, dynamic nonlinear panel

JEL codes: J13, J18, J21, C33, C38
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2.1 Introduction

As the participation of women in the labor market has increased over the last decades while

fertility rates have simultaneously decreased, policymakers face the challenge of encour-

aging fertility and trying to keep women after childbirth close to the labor market [Raute,

2019]. In almost all European economies, paid parental leave policies try to mitigate this

challenge by providing employment protection and some extent of earnings replacement,

which reduces child-rearing opportunity costs and facilitates the return to employment

after childbearing.1 The efficient design of these policies hinges on an accurate estimate

of the effect of the child’s age on maternal labor supply.

Providing an accurate estimate of maternal employment is sophisticated because moth-

ers’ labor supply reactions following a child’s birth are very heterogeneous. However, re-

searchers usually disregard the heterogeneity and only estimate the average effect of child

age on employment. Sometimes effect heterogeneity regarding observable characteristics

like education or age is investigated (e.g., Angrist and Evans [1998]; Fitzenberger et al.

[2013]). Some studies show that the impact of child age on maternal labor supply dif-

fers between high-earning (highly educated) and low-earning (low-educated) women (e.g.,

Troske and Voicu [2010, 2013]). Due to higher opportunity costs of childbearing, highly-

educated women with high earnings potential are typically more labor market responsive

to having children than their low-educated peers with low earnings potential [Lundborg

et al., 2018]. This pattern shows up at the so-called “baby gap” [Raute, 2019]: the neg-

ative relationship between education and completed fertility, which leads to a fertility

differential between highly educated and low-educated women.

Nevertheless, the employment effects may also differ regarding unobservable charac-

teristics: the identified effect of having a child on employment may differ across women

based on the data’s latent group structures. Estimating average effects may hide impor-

tant and potentially policy-relevant differences in the employment trajectories. Reforms

may also change the composition of groups and alter how a child influences a mother’s

employment.

In this paper, I focus specifically on identifying latent structures in the effect of moth-

erhood on employment through data-determined grouping. This is an important issue

because policymakers require the most accurate information on this effect to react ap-

propriately. A machine learning approach is appealing for examining latent heterogeneity

in maternal employment decisions because no modeling mechanism for the latent group

structure needs to be specified.2

1For an overview of parental leaves in Europe see, e.g., Pronzato [2009].
2This is at least true for the approach by Su et al. [2016] used in this paper.
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My goal in this paper is twofold. First – after having also studied maternal employment

in a traditional homogeneous panel data model – I want to examine the heterogeneous

patterns of mothers’ employment behavior up to six years after first childbirth. For this

purpose, I classify mothers into a priori unknown number of cluster-groups. The group

membership of each mother is also a priori unknown. Within each group, the effects of

child age on employment are the same, whereas, across the groups, they differ. Due to

a methodological problem described in Section 2.4 and the supplementary appendix of

Chapter A, my sample to be analyzed does not contain mothers who have never worked

over the considered sample period. The econometric approach I use is a recently devel-

oped, purely data-driven classification method called C-Lasso proposed by Su et al. [2016].

It isolates three different clusters of mothers with similar effects of child age on employ-

ment: a cluster of mothers who are on average less employed, a group of mothers who are

quickly taking up employment after first childbirth, and a cluster of mothers who take

a prolonged family break after birth before taking up employment. This finding reveals

pronounced unobserved heterogeneity in the impact of child age on employment across

mothers. In contrast to the recently used, purely descriptive classification analysis of ma-

ternal career trajectories after first birth conducted by Frühwirth-Schnatter et al. [2016],

the C-Lasso technique achieves simultaneous group classification and oracle-efficient es-

timation of the coefficients in each group. Moreover, the C-Lasso method allows the

coefficients to be heterogeneous when the degree of the heterogeneity is not known. To

the best of my knowledge, the C-Lasso method has been used within the field of labor

economics only once in the context of estimating heterogeneous effects of the minimum

wage on employment within a hierarchical model [Wange et al., 2019].

Second, I want to find out how the most recent German parental leave reform, as

one of the most outstanding family policy reforms in Germany in the recent decades

[Raute, 2019], has impacted mothers’ heterogeneous employment patterns after the first

birth. This reform substantially changed parental compensation for time absent from

employment following childbirth. Implemented in 2007, the new parental benefit offers a

generous earnings-dependent income replacement up to 14 months after childbirth or a

3,600 EUR basic cash transfer for women not in the labor force in the pre-birth period. In

contrast, the benefit eligibility under the old scheme was means-tested and only targeted

to low-income families. Nonetheless, although the new scheme raised the financial benefits

by up to 21,000 EUR, there are huge differences in the benefit transfers across mothers

from different education and earning groups.

To measure the extent to which the different cluster-groups have reacted to this reform

and offer a new look at the empirical evidence of policy impacts on maternal employment,

I apply a sharp regression discontinuity (RD) design in the spirit of Kluve and Schmitz

2.1. INTRODUCTION 9
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[2018]. To identify the reform effects within the C-Lasso methodology’s panel structure

model, I use an identification strategy that exploits the hypothesis testing of predicted

employment probabilities. As my data set, I use a novel custom-shaped administrative

data set for which precise information on childbirths from the German Pension Registry

have been matched to female employment biographies in Germany.

If the parental leave reform generates heterogeneous reactions to how mothers’ labor

supply responds to the child’s age, I should observe different changes in predicted employ-

ment probabilities within the three cluster-groups. My empirical analysis does uncover

marked latent heterogeneity in the reform reactions across groups: The reform generates

strong negative and long-standing effects for the medium-sized group, whereas it slightly

encourages the largest group to take up employment immediately after benefit exhaustion.

My findings contribute to a developing body of dynamic models and quasi-

experimental literature on labor supply, fertility, and family policies. Most of the previous

papers in the dynamic literature (e.g., Carrasco [2001]; Hyslop [1999]; Michaud and Tat-

siramos [2011]; Moffitt [1984]) analyze female labor supply and fertility jointly and find

that labor supply decisions are characterized by significant state dependence and unob-

served heterogeneity but do not directly link their evidence to parental leave policies.

The literature using dynamic models traditionally specifies labor supply decisions as a

threshold-crossing model and estimates a random-effects variant of this model. In con-

trast, I apply the C-Lasso to a dynamic fixed effects (FE) probit model because this

avoids the distribution of unobserved heterogeneity being arbitrarily restricted and al-

lows correlation between FE and covariates. Additionally, it avoids the initial conditions

problem. More recent papers (e.g., Troske and Voicu [2010, 2013]) estimate the causal

effects of birth on subsequent maternal employment by extending the aforementioned dy-

namic model towards a framework that takes into account endogenous employment and

fertility decisions, heterogeneous effects of children and their correlation with fertility,

and correlated dynamic employment decisions. Both papers concentrate on the hetero-

geneity in the timing and spacing of births around the average career path. The major

part of the literature assesses the effect heterogeneity of children on labor supply within

a tight framing, in the sense that it does not isolate heterogeneous groups. In contrast,

Frühwirth-Schnatter et al. [2016] provide, to my knowledge, the only evidence for more

general latent heterogeneity in the labor market outcomes of mothers. They model sepa-

rate cluster-group-specific career trajectories within a completely data-driven framework.

Using Bayesian Markov chain clustering analysis, the authors classify mothers into five

cluster groups based on long-run trajectories. Their approach is purely descriptive be-

cause the authors focus on clustering transition processes (different types of employment,

non-employment, and in and out of maternal leave) rather than credibly isolate causal
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pathways. Compared to this study, I can provide simultaneous group classification and

estimation of the effect of child age on employment. Moreover, my identification strategy

that combines the sharp RD design and hypothesis testing of predicted employment prob-

abilities can isolate causal pathways of the most recent parental benefit reform – albeit

under strong assumptions that need to be imposed.

The quasi-experimental literature on paid parental leave in Germany focuses mainly on

policy effects on maternal employment (see particularly Bergemann and Riphahn [2011];

Greyer et al. [2015]; Kluve and Tamm [2013]; Kluve and Schmitz [2018]; Schönberg and

Ludsteck [2014]). All papers adopt a sharp RD design or a differences-in-differences design

by exploiting a natural experiment to compare mothers who gave birth to children shortly

before the parental leave reform (control group) with those who gave birth to children

shortly after the reform (treatment group). The mothers from the control and treatment

groups face different paid maternity leaves, both in terms of leave duration and transfers.

Overall, there is a large consensus across the studies: The generous paid parental leave

reform in 2007 generates a strong disincentive-to-work effect in the short run. Schönberg

and Ludsteck [2014] analyze the impact of five expansions in maternity leave coverage

on mother’s employment outcomes after childbirth and find that each expansion reduces

mothers’ post-birth employment rates in the short-run, whereas the long-run effects are

small. Greyer et al. [2015] find that especially mothers with higher pre-birth incomes after

the reform have more incentives to remain absent from work and stay at home with their

infant in the first year after birth than before the reform. However, they find stronger

incentives to work after benefit exhaustion for low-income mothers. Kluve and Schmitz

[2018] also find beneficial medium-run employment effects of the parental benefit reform.

The authors find considerable positive and statistically significant effects on maternal

employment, ranging up to 10%. The positive impacts are centered on mothers with

medium and high incomes, whereas low-income mothers do not benefit.

Most recent literature also assesses the impact on fertility (see Raute [2019]). Raute

[2019] utilizes the large differential changes in maternity leave benefits across education

and earnings groups and finds that the increased benefits of the most recent parental

leave reform in 2007 have a positive and statistically significant impact on fertility. This

is driven especially by women who have average or above-average income.

I add to the quasi-experimental literature on parental leave policies along several

dimensions. Most importantly, I provide evidence on how the most recent German

parental benefit reform affects the different isolated cluster-groups’ employment patterns.

These group-specific policy impacts on maternal employment are potentially more policy-

relevant than estimating only the average policy impact on employment, which is a lim-

itation of the existing literature. Another limitation of the previous literature is that

2.1. INTRODUCTION 11
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it mostly concentrates on the effect heterogeneity of the policy change based on observ-

ables. In contrast to the aforementioned literature, on the one hand, I cannot decipher

the main determinants of heterogeneity as it would be feasible in an analysis based on

observables. On the other hand, my approach provides a far more complete picture of

how policy change affects maternal employment by taking into account latent structures

in employment decisions across mothers.

The remainder of this paper is structured as follows. Section 2.2 explains the institu-

tional background of the parental leave legislation change in Germany and describes the

mechanisms through which it can affect the heterogeneous employment effects of moth-

ers. Section 2.3 introduces the panel structure model, the C-Lasso technique of Su et al.

[2016], and the empirical approach. Section 2.4 describes the data set employed in this

study. Section 2.5 reports the main findings and Section 2.6 concludes the paper. The

main tables are stated in Appendix 2.7. Readers who are interested in additional insights

on the data’s sample restriction, the methodology, and the results are referred to the

supplementary appendix in Chapter A.
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2.2 Institutional background

2.2.1 The German parental benefit reform

In Germany, mothers have been granted government-paid leave six weeks before and eight

weeks after childbirth since the mid-1950s, and parental leave regulations have continu-

ously extended in several further reforms starting in the late 1970s.3 Since 1979, mothers

have been entitled to six months of post-birth job protection, and it has been expanded

up to a maximum of 36 months after birth since 1992. During this period, government-

provided financial transfers have been extended to two years while on leave and targeted

to low-income families. In 2007, however, the German parental benefit reform came into

force that compensated women much more generously for forgone earnings by taking into

account the opportunity costs of child-rearing.

The previous benefit program, ‘child-raising allowance’ (Erziehungsgeld), was targeted

at low-income households and was much less generous. It provided two options: Option 1

comprised a maximum of 300 EUR per month for up to 24 months after birth (total 7,200

EUR), and Option 2 comprised a monthly payment of 450 EUR over 12 months after birth

(total 5,400 EUR). Benefit eligibility under both options was means-tested on household

income, and the eligibility criteria did not permit the recipient to work more than 30 h

per week during benefit receipt. Of the parents entitled to the parental allowance, the

majority (66%) chose Option 1, and only 10% chose Option 2.4 On January 1, 2007, a

new parental leave benefit, ‘parental money’ (Elterngeld), replaced the previous benefit

regulation. Table 2.2.1 summarizes the changes in the benefits system induced by the

new parental benefit reform. The objective of the reform is “to promote the effective and

sustainable economic security of families after childbirth through a parental allowance: to

avoid income drops, . . . , to promote the economic independence of both parents, and to

allow a fair compensation of opportunity costs of childbearing” [BMFSFJ, 2008]. Whereas

the old benefit scheme was means-tested and thus targeted to low-income families, the

coverage of the new ‘parental money’ is effectively 100% of parents. Most importantly,

the ‘parental money’ is an earnings-dependent leave benefit, which compensates women

according to their childbearing opportunity costs. In contrast to the old means-tested

benefits, the new regulation is much more generous: For most mothers, the new bene-

fit replaces 67% of pre-childbirth net labor market earnings for up to 14 months after

childbirth (12 months if one parent only takes up the benefit). The maximum amount is

3For an overview of the developments of the parental leave regulations in Germany, see, e.g., Kluve
and Tamm [2013], Kluve and Schmitz [2018], Raute [2019], and Schönberg and Ludsteck [2014]. In the
following, I refer to this literature.

424% of parents were not eligible at all [Kluve and Tamm, 2013].
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Table 2.2.1: Overview over changes in the benefit structure induced by the reform

Parental money Child-rearing allowance
(Post-2007 benefit) (Pre-2007 benefit)

Option 1 Option 2

Monthly
benefit

67% of ave. monthly pre-birth
net income; min. 300 EUR,
max. 1,800 EUR. Mothers
with no pre-birth income
entitled to 300 EUR.

300 EUR 450 EUR

Means tested no yes yes

Max. duration 14 months
(2 month for the partner)

24
months

12
months

Proportion of
parents covered

almost 100% 66% 10%

Requirements not working more than 30 h not working more than 30 h
per week during receipt per week during receipt

Total max.
benefit

3,600-21,600 EUR (+ 600-
3,600 EUR for the partner)

7,200
EUR

5,400
EUR

Note(s): See Raute [2019] for further details of the reform.

truncated at 1,800 EUR per month for households at the top of the earnings distribution,

and a flat minimum of 300 EUR per month is paid to parents with no previous labor

market incomes. The monthly benefits translate into a total benefit ranging between

3,600 EUR and 21,000 EUR, depending on where the household is on the earnings dis-

tribution. Like the old regulation, benefit eligibility depends on not working more than

30 h a week during benefit receipt. Mothers who choose to work below 30 h during their

benefit entitlement face a reduction in benefits with increasing labor earnings.

2.2.2 Mechanisms: The heterogeneous effects of the reform on

employment

The current literature on the parental benefit reform’s employment effects documents

heterogeneous patterns after childbirth based on observables. Whereas previous stud-

ies confirm that the reform encourages mothers to stay at home during the first year

following childbirth and thus reduces maternal employment during benefit receipt, es-

pecially for groups who benefit strongly (e.g., Bergemann and Riphahn [2011]; Greyer

et al. [2015]; Kluve and Tamm [2013]; Kluve and Schmitz [2018]), the study of Kluve

and Schmitz [2018] finds pronounced beneficial patterns for the medium run (2-5 years
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Figure 2.2.1: Recent findings of the literature
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Note(s): Changes in Employment Rates induced by the Reform.
Filled gray: All mothers. Shaded blue: Upper tercentile. Shaded lightgray: Middle tercentile.

after childbirth). In particular, the authors provide evidence that the effects on mothers’

employment probability are positive, significant, and large, ranging up to 10%.

Given the earnings-dependent design of the reform, quite heterogeneous labor supply

reactions of mothers following the birth of a first child can be expected. The existing

literature confirms that the reform impact on maternal employment differs across so-

cioeconomic groups [Kluve and Tamm, 2013; Kluve and Schmitz, 2018]. Figure 2.2.1

summarizes the findings of Kluve and Schmitz [2018] and shows the different changes

in employment rates across income terciles induced by the reform. For all mothers, the

authors report a 25% decrease in maternal employment over the control mean during

Phase 1, mainly driven by mothers from the upper tercile of the earnings distribution

(41%) and first-time mothers (32%, not reported in Fig. 2.2.1), which are the groups

most strongly incentivized by the reform. In Phase 2, they find no significant impacts on

employment for most socioeconomic groups. Only treatment group mothers in the up-

per tercile of the earnings distribution display a 6% increase over the control mean. For

Phase 3, the authors find that the reform substantially increased maternal employment,

especially for mothers who have average or above-average income, partially offsetting the

negative short-run employment effects.
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In sum, the literature on reform’s employment effects documents heterogeneous pat-

terns after birth concerning observables (mostly across income and education groups).

However, the 2007 reform in paid leave may affect employment decisions also concerning

unobservables: e.g., mothers who want to stay longer at home to spend more time with

their child – and pre-reform were not able to take up longer leave because of financial

constraints – may decrease their labor supply under the more generous regulation. On the

other hand, as paid leave benefits are paid conditional on pre-birth earnings, the reform

may positively impact employment. E.g., Career-oriented mothers may directly return to

work with the end of the benefit receipt to smooth the household’s income and minimize

childraising opportunity costs.
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2.3 Model and methodology

In this section, I formulate the panel structure model, describe the methodology intro-

duced by Su et al. [2016], and introduce my empirical approach.

2.3.1 Model

I consider data in form of a real-valued deterministic design matrix X = [X11 X12] ∈
R(NT )×p and a binary response y ∈ RNT . The design matrix X is partitioned in two block

matrices X11 ∈ R(NT )×q and X12 ∈ R(NT )×(p−q), with q ≤ p. I denote the rows of X by

xit ∈ Rp where i = 1, . . . , N, t = 1, . . . , T , and the columns of X by xj ∈ RNT where

j = 1, . . . p. Similarly, I denote the rows of X11 and X12 by x11it ∈ Rq and x12it ∈ Rp−q,

respectively. The columns of X11 and X12 are denoted by xj111 ∈ RNT and xj212 ∈ RNT

with j1 = 1, . . . , q and j2 = q + 1, . . . , p, respectively.

The econometric model takes the form of a dynamic binary choice model

yit = 1{x>11it
γ∗ + x>12it

β∗
i + µ∗i − εit > 0}, i = 1, . . . , N ; t = 1, . . . , T, (2.3.1)

where i and t denote mother i and month after childbirth t, respectively, xit =

[x11it x12it ] ∈ Rp is the vector of covariates containing also the dynamic component

yi,t−1, γ∗ ∈ Rq is the unknown regression vector that is common across all i, β∗
i ∈ Rp−q

is the unknown individual specific regression vector, µ∗i denotes the unknown individual

fixed effect, and εit is the idiosyncratic error term. Note, when q = 0, all parameters of

interest are assumed to be individual-specific, and when q = p, all parameters of interest

are assumed to be common across i. In case of 0 < q < p, I refer to the mixed panel

structure model of Su et al. [2016] where some parameters of interest are common across

all individuals whereas others are individual-specific.

A latent group structure is imposed on the β∗
i . For this purpose, I consider a partition

of the index set {1, . . . , N}, that is, a collection of disjoint sets G1, . . . ,GK∗ that satisfies

∪K∗k=1Gk = {1, . . . , N}. K∗ denotes the true a priori unknown number of groups. In

particular, I assume for β∗
i a sparsity inducing group structure of the following form

β∗
i =


α∗
G1 if i ∈ G1

...
...

α∗
GK∗ if i ∈ GK∗ ,

(2.3.2)

where K∗ � N and α∗
Gk 6= α∗

Gl for k 6= l. Intuitively, the above model says that mothers

in the same Group Gk share the same parameter vector α∗
Gk , and mothers in different
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groups have parameter vectors that differ from each other.

2.3.2 Methodology

Following Su et al. [2016], the goal is to obtain classifier-Lasso (C-Lasso) estimates γ̂, β̂i,

α̂Ĝk with the family of regularized estimators

γ̂, β̂i, α̂Ĝk ∈ arg min
γ∈Rq ,

βi,αGk∈R
p−q

{Q(γ,βi) + rh[βi,αGk ]}, (2.3.3)

for an objective function Q(·), a tuning parameter r ∈ [0,∞), and with prior function

h : Rp−q → [0,∞] which is specified here as

h[βi,αGk ] :=
1

N

N∑
i=1

K∏
k=1

||βi −αGk ||2, (2.3.4)

with the remainder of the notation being defined as above. Following Su et al. [2016], I

use FE penalized profile likelihood (PPL) to estimate the unknown parameter vectors in

eq. (2.3.3). Therefore, the first term of eq. (2.3.3)

Q(γ,βi) =
1

NT

N∑
i=1

T∑
t=1

yit log Φ(yit − x>11it
γ − x>12it

βi − µ̂i)

+ (1− yit) log(1− Φ(yit − x>11it
γ − x>12it

βi − µ̂i)) (2.3.5)

is the negative profile log-likelihood function and Φ(·) denotes the conditional nor-

mal cumulative distribution function (CDF).5 Based on the estimated group structure

Ĝ1, . . . , ĜK in eqs. (2.3.3) and (2.3.4), post C-Lasso estimates ˆ̂γ = (ˆ̂γ
>
1 , . . . , ˆ̂γ

>
K)> ∈ RqK ,6

ˆ̂
β = (ˆ̂β

>

1 , . . . ,
ˆ̂
β
>

N)> ∈ R(p−q)N and ˆ̂α = ( ˆ̂α
>
Ĝ1 , . . . , ˆ̂α

>
ĜK )> ∈ R(p−q)K are obtained. In par-

ticular, I use FE quasi-maximum likelihood to estimate the common slope parameters ˆ̂αĜk

and set ˆ̂
βi = ˆ̂αĜk for all i ∈ Ĝk with Ĝk := {i ∈ {1, . . . , N} : β̂i = α̂Ĝk} for k = 1, . . . , K.

As the true number of groups in eq. (2.3.4) is a priori unknown, I follow Su et al.

[2016] and make the dependence of β̂i and α̂Ĝk on [K, r] explicit. I choose K and r in

5The individual fixed effect estimates are obtained by

µ̂i ∈ arg min
µi∈R

1

T

T∑
t=1

yit log Φ(yit − x>11itγ − x
>
12itβi − µi) + (1− yit) log(1− Φ(yit − x>11itγ − x

>
12itβi − µi)).

6Note that each ˆ̂γk contains the same estimates because ˆ̂γk is not group-specific.
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eqs. (2.3.3) and (2.3.4) to minimize the following BIC-type information criterion

K̂[r] ∈ arg min
1≤K≤Kmax

{Q̃( ˆ̂αĜk[K,r]) + spK}, (2.3.6)

where r, p, and K are defined as above, ˆ̂αĜk[K,r] = [ˆ̂γk ˆ̂αĜk ] ∈ Rp denotes the vector of

post C-Lasso estimates, and s is the tuning parameter with s := 1/4 log(log(T ))/T . I

assume that the true number of groups K∗ is bounded from above by Kmax = 4. The first

term of eq. (2.3.6)

Q̃( ˆ̂αĜk[K,r]) =
2

NT

K∑
k=1

∑
i∈Ĝk[K,r]

T∑
t=1

yit log Φ(yit − x>it ˆ̂αĜk[K,r] − µ̂
Ĝk[K,r]
i )

+ (1− yit) log(1− Φ(yit − x>it ˆ̂αĜk[K,r] − µ̂
Ĝk[K,r]
i )) (2.3.7)

denotes again the neagative profile log-likelihood function and µ̂
Ĝk[K,r]
i is a group-specific

individual fixed effect.

2.3.3 Empirical approach

To investigate maternal employment after the first birth, I split the child age effect into

four phases. The first phase comprises the period of mandatory maternal protection

immediately after childbirth (up to 2 months after birth) and the parental benefit receipt

(3.-14. month after birth). The second phase (up to 24 months) covers the second year

after childbirth and is the short-run perspective. The medium-run perspective contains

years three to five after childbirth and denotes the third phase. The fourth phase covers

the sixth year after childbirth.

The empirical benchmark model has the following form:

employit = 1{α employi,t−1 + β child2ndit
+ γ childm1-m14it + δ childm15-m24it

+ η childm25-m59it + ζi − εit ≥ 0}, i = 1, . . . , N ; t = 1, . . . , T, (2.3.8)

where employit is the employment indicator, employi,t−1 is the employment indicator of the

previous period, child2ndit is a dummy variable controlling for a second child, childm1−m14it ,

childm15−m24it , and childm25−m59it are the child age indicators for the first child, ζi is an

individual fixed effect and εit is an idiosyncratic error term. childm60−m72it is the omitted

reference group. The three child age indicators’ estimates measure the effect during the

benefit receipt, the short-run effect immediately after benefit exhaustion, and the medium-

run effect three to five years after childbirth, respectively. I do not include time-constant

covariates such as educational level as they are absorbed in the fixed effects. By combining
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this baseline specification with the panel structure formulation of Su et al. [2016] that

allows individual-specific coefficients, I consider the following two specifications:

employit = 1{α employi,t−1 + β child2ndit
+ γi childm1-m14it + δi childm15-m24it

+ ηi childm25-m59it + ζi − εit ≥ 0}, i = 1, . . . , N ; t = 1, . . . , T, (2.3.9)

and

employit = 1{αi employi,t−1 + βi child2ndit
+ γi childm1-m14it + δi childm15-m24it

+ ηi childm25-m59it + ζi − εit ≥ 0}, i = 1, . . . , N ; t = 1, . . . , T, (2.3.10)

which allow for individual specific slope coefficients (αi, βi, γi, δi, ηi). Following Su et al.

[2016], I allow the parameters (γi, δi, ηi) in eq. (2.3.9) and (αi, βi, γi, δi, ηi) in eq. (2.3.10) to

follow certain latent group structures. Eq. (2.3.9) is an extension to mixed panel structure

models, where the parameters of lagged employment and the second child are constrained

to be common across all mothers, whereas the child age parameters of the first child are

assumed to be group-specific.

To identify the policy impacts of the parental leave reform for all mothers and the

identified groups, I use a design idea that builds on previous work [Kluve and Tamm,

2013; Kluve and Schmitz, 2018]. Kluve and Schmitz [2018] adopt a sharp RD design that

compares the subsequent labor supply behavior of mothers who gave birth shortly before

the reform with those who gave birth shortly after the reform. Because the authors argue

that the quasi-random assignment to treatment and control groups is achieved within a

range of three months before and after the discontinuity point of the 1st January 2007, I

consider all mothers with first children born between the 1st October 2006 and 31st March

2007.

Perhaps the most straightforward way to model the reform effect within a sharp re-

gression discontinuity design is to include an indicator for the treatment group and run

a linear regression on the entire sample. The treatment indicator captures the average

causal impact of the reform on employment. However, in the context of a FE approach,

it is not possible to include time-constant covariates as they are absorbed in the fixed

effects. Since the entitlement to parental allowance is constant over time (mothers are ei-

ther eligible or not), such a modeling strategy seems inappropriate.7 Therefore, I estimate

the reform effect indirectly by separately running C-Lasso estimation for the treatment

and control samples. Although I cannot provide direct causal evidence on how an in-

crease in paid parental leave for a post-reform baby can affect maternal employment, I

7One possibility to solve this problem is to interact the reform indicator with the child age indicators.
The interaction terms capture the employment effects of the reform within the different child age phases.
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can apply an identification strategy that compares the treatment and control samples in

terms of differences in the average predicted employment probabilities. To exploit these

differences, I compute predictions of the average employment probabilities:

employj = 1/(N [Ĝk]T [pj]) G(x>
i[Ĝk]t[pj ]

ˆ̂αĜk + µ̂i[Ĝk]), (2.3.11)

where G(·) denotes the CDF of the standard normal, pj, j = 1, . . . , 4, denotes the four

different phases of child age, [·] denotes the restriction to the group-specific subspace,

and the remainder is defined as above.8 Then, I take the differences in the control- and

treatment-specific average employment probability predictions. These differences ∆T-Cj

capture the impact of the reform on maternal employment within the different child age

phases. Finally, I test if the differences in the predicted probabilities are statistically

different from zero:9

H0 :
∆T−C√

σ2
T

N [Ĝk]T
+

σ2
C

N [Ĝk]C

= 0, (2.3.12)

where the plug-in principle is used to estimate the variances of the predicted probabilities.

Since I test the employment probability predictions of two independent samples, the

covariance term drops out in the denominator of eq. (2.3.12).

The advantage of this identification strategy is that I can disentangle the latent effect

heterogeneity of the reform utilizing data-determined grouping. To test the differences

in the predicted employment probabilities of the respective control and treatment pairs

and to give them an interpretation in a causal direction, strong assumptions are required.

First, it is assumed that the C-Lasso identifies the same number of groups for the control

and treatment samples. Second, it is assumed that the C-Lasso identifies the same drivers

of unobserved heterogeneity in the respective control and treatment pairs. Only in this

case, the respective control group constitutes a valid counterfactual situation for the

treatment group. Finally, it is assumed that the statistically significant differences in

the predicted employment probabilities can be interpreted in a causal direction. In the

following sections, I work under these assumptions. Moreover, in the supplementary

appendix of Chapter A, I develop a distance-based criterion that should identify the

associated control and treatment pairs under which the assumptions are most likely to

hold.

8Note that for computing the predictions of the average employment probabilities, I do not take into
account the effect of the second child.

9cf. Long [2009] for performing group comparisons in nonlinear models using predicted probabilities.
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2.4 Data

2.4.1 Data base

My analysis draws on a novel custom-shaped administrative data set based on social se-

curity records made to investigate female employment biographies in Germany.10 11 It is

based on two different data sets: employment records from the Integrated Employment

Biographies (IEB) prepared by the Federal Employment Agency’s Research Data Center

(RDC) at the Institute for Employment Research and on a subsample of microdata of ac-

tively insured persons compiled by the German Federal Pension Insurance’s RDC. As the

fertility information required for my analysis is only available for the subsample of actively

insured persons, I base my analysis on this data set.12 This data set is supplemented with

detailed information on employment from the IEB.

The version of the IEB used for the custom-shaped administrative data set comprises

individuals in Germany that contributed to the social security system between 1975 and

2014 or obtained transfer payments from the labor agency or were registered as job seek-

ers.13 Anonymous weekly subsamples of the data are accessible for scientific research

(e.g., the “SIAB”) and have been used in several studies on the employment of mothers

and the effects of maternity leaves (see, e.g., Adda et al. [2017]; Boellmann et al. [2020];

Ejrnæs and Kunze [2013]; Schönberg and Ludsteck [2014]). The IEB provide detailed

daily information on wages, employment, occupations, periods of unemployment, receipt

of unemployment benefit as well as basic sociodemographics. An important advantage of

the IEB data is that, because of the administrative data’s longitudinal nature, employ-

ment histories are measured precisely. The main disadvantage of the IEB data is that it

does not contain direct information on childbirths. The data only provides information

on whether and when a woman takes a leave of absence. This causes potential misspec-

ification errors because not all leave-taking may be due to maternity leave, but due to

other reasons like illness. Moreover, the child’s birthday has to be approximated as six

weeks after the mother takes leave since mandatory maternity leave entitlements cover six

10This data set (‘FEMPSO BIRTH’) was created by the project 7 (“Female Employment Patterns,
Fertility, Labor Market Reforms, and Social Norms: A Dynamic Treatment Approach”) and project 16
(“Custom Shaped Administrative Data for the Analysis of Labour Market” (CADAL)) of the priority
program 1764 of the German Research Foundation (DFG). ‘FEMPSO BIRTH’ became available in 2018.

11The same data set (‘FEMPSO BIRTH’) is used in another joint project in Klose and Paul [2020],
where the incidence of having a first child based on employment records within a machine learning
approach is predicted. Reference is also made to this paper for the data.

12Various data products of the German Pension Insurance’s RDC rely on this sample, which is referred
to as the “Versicherungskontenstichprobe”. It is a representative stratified sample from all actively insured
individuals, drawn in 1983 and kept up and complemented with younger cohorts since then. See, e.g.,
Kreyenfeld and Mika [2008].

13Not included are civil servants including the majority of teachers as well as the self-employed.
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weeks before and two months after the due date. This may lead to measurement errors in

the child’s month of birth. Most importantly, this identification strategy cannot capture

births by mothers who are out of the workforce at the time point of childbirth.

To address these drawbacks, for the custom-shaped data set, precise information on

childbirths from the German Pension Insurance has been merged to the IEB. The pension

registry gathers all employed persons in the private and public sectors because for those

it is mandatory to make a contribution to the statutory pension insurance.14 Most im-

portantly, pension accounts provide a fertility record for every woman who has ever been

enrolled in the pension insurance because women obtain an automatic contribution for

years of child-rearing. This is basically equivalent to having appeared in the IEB. As men-

tioned above, the fertility information and some information on employment, wages, and

basic sociodemographics are available for a particular sample conducted by the German

Pension Insurance’s RDC. The merge of the two data sets relies on statistical match-

ing principles since merging based on social security numbers or names was not possible

due to the unavailability in the RDC at the Institute for Employment Research. For

each woman in the pension data, a statistical twin has been identified in the IEB data

based on her year and month of birth, regional information, and employment records. To

achieve an accurate match, the data is limited to women without a German Democratic

Republic (GDR) employment biography and with a certain labor market attachment.15

In this paper, I only focus on those matches of mothers that are assessed to be almost

certainly correct. The resulting data set covers information on around 56,000 mothers

and the years 1975 and 2014.

2.4.2 Restriction of the sample and descriptives

In my analysis, I focus on West Germany and mothers aged at least 17 before giving birth

to their first child. Before age 17, many mothers have not yet entered the labor market

because they are still in education and thus have no employment records. Further, to

identify the reform effect, I restrict the sample to mothers with a first child born between

October 1 and December 31, 2006 (control sample), and mothers with children born

between January 1 and March 31, 2007 (treatment sample), which drastically reduces the

sample size. I also leave mothers in the sample for whom there is no employment, benefit,

or job search record in the data for the entire pre-birth period, i.e., my sample restriction

also takes into account mothers who take up employment for the first time after childbirth.

The overall number of observations available for the analysis equals 785 mothers. The

14Excluded from the data are also the civil servants (including teachers), most self-employed, and the
economically inactive because they are not covered by statutory pension insurance.

15Readers who are interested in additional details on the match of the two data sets are referred to
the supplementary appendix in Chapter B.
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treatment group comprises 387 mothers, and the control group has 398 mothers. The final

data set is a balanced monthly panel that collects maternal employment information up

to 72 (+ 1 for the month of birth) months after birth. It consists of West German mothers

who have the minimum level of attachment to the labor market required to appear in the

merged data set described above and have children born between the last quarter of 2006

and the first quarter of 2007.

Table 2.4.1: Descriptives

Pre-Reform Sample Post-Reform Sample

Variable Mean Std.
Dev.

Min Max Mean Std.
Dev.

Min Max

Age 27.98 7.07 17 56 27.83 6.98 17 51

Mother’s age
at 1st birth

30.10 4.35 19 48 30.80 4.29 20 44

Mother’s age
at 2nd birth∗

32.87 3.95 22 42 32.84 4.06 22 42

Mother’s age
at 3rd birth+

34.52 3.98 23 41 34.48 3.91 26 42

Employed 0.4953 0.5000 0 1 0.4928 0.5000 0 1

Full-time
employed

0.3155 0.4647 0 1 0.3152 0.4646 0 1

Part-time
employed

0.1194 0.3242 0 1 0.1270 0.3330 0 1

Marginally
employed

0.0626 0.2423 0 1 0.0515 0.2211 0 1

Daily wage 29.07 38.96 0 201.5 29.86 39.49 0 201.5

Low education 0.1964 0.3972 0 1 0.2203 0.4144 0 1

Middle education 0.6485 0.4775 0 1 0.6270 0.4836 0 1

High education 0.1347 0.3414 0 1 0.1305 0.3369 0 1

Note(s): Control sample (2006m10-m12): NC = 398. Treatment sample (2007m1-m3):
NT = 387. Pre-birth period included.
∗ 237 (60%) and 245 (63%) mothers have a 2nd child in the control and treatment samples,
respectively.
+ 48 (12%) and 44 (11%) mothers have a 3rd child in the control and treatment samples,
respectively.

Table 2.4.1 provides descriptive statistics for some key variables by sample. The

monthly information relates to the pre- and post-birth periods, i.e., the entire available

employment biographies of the considered mothers are taken into account. The summary
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statistics show that no systematic differences – at least for the covariates that are ag-

nostic to post-reform reactions – emerge in the sociodemographic characteristics between

the pre- and post-reform samples.16 This pattern confirms the quasi-random assignment

identification strategy suggested by Kluve and Schmitz [2018]. In the majority of cases,

mothers have a vocational degree (women with a birth in 2006 Q4/2007 Q1: 65%/63%),

in around 13%/13% of cases women with a birth in 2006 Q4/2007 Q1 are tertiary ed-

ucated, and, in 20%/22% of cases, women have no post-secondary degree. The average

employment rate over the considered time span is 49%/50% for women with a birth in

2006 Q4/2007 Q1.17 The employment rate is highest for full-time work (women with a

birth in 2006 Q4/2007 Q1: 32%/32%), followed by part-time work (women with a birth

in 2006 Q4/2007 Q1: 12%/13%) and marginal employment (women with a birth in 2006

Q4/2007 Q1: 6%/5%). The average age in both samples is between 27.8 and 28 years

and between 30.1 and 30.8 years at first birth. 60%/63% of the mothers have a second

child, and 12%/11% of the mothers have a third child in the pre-/post-reform sample.

The average daily wage among working and non-working women is around 29 EUR/30

EUR for the pre-/post-reform sample.

Figure 2.4.1 descriptively summarizes the changes in the employment structure in-

duced by the reform. The x-axis indicates the time since childbirth provided in months.

Similar to Kluve and Schmitz [2018], four phases emerge: the first phase (from 1. to 14.

months) covers the periods of the mandatory maternity leave and the parental benefit

receipt. The second phase (up to 24 months) covers the second year after childbirth. The

third phase (from 25. to 60. months) covers years three to five after childbirth. The

last phase (up to 72 months) comprises the sixth year after childbirth, which denotes the

reference group in the estimations later on. The y-axis denotes the average employment

rate in percent. The employment situations before and after the reform are depicted in

light gray and blue, respectively. Figure 2.4.1 confirms the evidence from previous re-

search (e.g., Greyer et al. [2015]; Kluve and Tamm [2013]; Kluve and Schmitz [2018]):

Phase 1 leads to a significant drop in maternal employment rates because of the presence

of the parental benefit, which induces on average a large delta in benefit levels during the

first 14 months after childbirth. Phase 2 shows only a slight, almost negligible decrease

in the average employment rate of mothers. In Phase 3, however, the average maternal

employment rate slightly increases. The last phase again shows a decrease in the average

employment rate.

16Balancing tests on the pre-birth covariates, similar to those of Kluve and Schmitz [2018], are omitted
because the sample size in the present study is much smaller than the mentioned study and thus more
prone to random variations, which would vanish with increasing sample size.

17employed, full-time employed, part-time employed, and marginally employed are dummy variables
which equal to 1 if the woman is working in the respective status at least 50% of the month and 0
otherwise.
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Figure 2.4.1: Changes in the employment structure induced by the reform
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Note(s): Light gray: Control sample. Blue: Treatment sample.

Finally, I have to drop all mothers from my sample who have never or who have

always worked during the six years after childbirth. The reason for this non-avoidable

data preprocessing step lies in the disposition of the fixed effects probit model considered

here.18 If I would not drop all samples from the data that do not have any variation

in the dependent employment variable (either 1
72

∑72
t=0 yit = 0 or 1

72

∑72
t=0 yit = 1 for

i ∈ {1, . . . , 398 (387)}), I would obtain infinite (±∞) fixed effects for the respective

samples. Therefore, I clean my sample from the problematic samples. Overall, this

results in sample sizes of NC = 329 (control group) and NT = 333 (treatment group)

available for the analysis.

18The reader is referred to the supplementary appendix in Chapter A for more information on this
specification problem.
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2.5 Empirical results

As previously explained, I report effects on maternal employment and reform impacts up

to six years after childbirth from the traditional homogeneous panel data model similar

to that reported by Hyslop [1999]. Most importantly, I provide empirical estimates of the

heterogeneous effects on maternal employment by exploiting the latent group structures

in mothers’ employment behavior with the C-Lasso approach. Afterward, I estimate the

policy impacts of the parental benefit within the different isolated groups of mothers by

identifying the reform effect similar to Kluve and Schmitz [2018].

2.5.1 Homogeneous effects on maternal employment and reform

impact

Before reporting the main estimation results of the heterogeneous effects on maternal

employment based on latent groups, in Table 2.7.1 and Table 2.7.3, I provide empirical

baseline estimates for maternal employment rates from the homogeneous panel data model

in eq. (2.3.8).19

[Insert Table 2.7.1 and Table 2.7.3 here.]

Columns (1)-(2) of Table 2.7.1 provide coefficient estimates from a dynamic probit FE

model without bias correction. The coefficient estimates in columns (3) and (4) of Table

2.7.1 are bias-corrected by the half-panel jackknife (JK) [Dhaene and Jochmans, 2015].

All standard errors are clustered at the individual level. Columns (1)-(4) of Table 2.7.3

report the corresponding marginal effects.

In line with the evidence from previous research (e.g., Carrasco [2001]; Hyslop [1999];

Michaud and Tatsiramos [2011]), employment is highly persistent, and its association

with the child age effects remains robust across Probit FE and Probit FE JK. For both

the control and treatment samples, the marginal effects on lagged employment show

that mothers, who were employed the previous month instead of not employed, are, on

average, about 80 percentage points more likely to be employed this month when holding

constant all other factors. The marginal effects derived from the FE probit estimates

are all statistically different from zero and show a similar pattern identified in previous

research (e.g., Greyer et al. [2015]; Kluve and Schmitz [2018]): once for individual-specific

effects, lagged employment and a potential second child is controlled, my results for the

treatment sample show that having a first child in Phases 1, 2, and 3 instead of having a

19In the supplementary appendix of Chapter A in Tables A.3.1 and A.3.2, I also provide baseline
estimates from the standard linear probability model (LPM) with and without fixed effects, respectively.
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first child in Phase 4 decreases maternal employment probability on average by 18.1, 9.0,

and 3.7 percentage points. The corresponding marginal effects for the control sample are

-13.8, -8.8, and -3.7.

For an ‘in-group’ comparison, I additionally test whether the three child age coefficient

estimates within the pre-/post-reform sample are statistically different from each other.

The t-statistics in column (1) of Table 2.7.2 show that all post-Lasso-PPL estimates of

the child age phases are statistically different from each other.

[Insert Table 2.7.2 here.]

Besides, I test whether the differences in the child age effects for the treatment and

control samples are statistically different from zero. I follow Long [2009] and conduct

tests of predicted probabilities – as given in eq. (2.3.12) of Section 2.3.3 – for comparing

control and treatment groups.20 Columns (1)-(3) of Table 2.7.4 report the predictions of

average employment probabilities for the four different phases of child age for the control

and treatment samples, their respective differences, and the p-values for the test in eq.

(2.3.12).21

[Insert Table 2.7.4 here.]

The results of the average employment predictions are in line with the expected labor mar-

ket effects after childbirth: For both the control and treatment samples, the employment

predictions are gradually increasing with the age of the first child. The parental benefit

reform’s direct policy effect on maternal employment is quite pronounced: mothers in the

treatment sample display a 10 percentage points lower average employment rate (statis-

tically significant) during the first 14 months after childbirth compared to mothers of the

control sample. There are small differences in the average employment rates of the pre-

and post-reform mothers in Phases 2 and 4. In Phase 3, there is no statistically significant

difference. Overall, for the post-reform sample, I find a small and statistically significant

drop in the average employment probability over the entire sample period, driven mainly

20Conducting tests for group comparisons like in linear regressions can lead to incorrect conclusions
in nonlinear models such as probit since they mix the regression coefficients with the residual variation
[Allison, 1999]. Allison [1999] suggests a test that removes the effect of residual variation. However,
the author works under the strong assumption that at least one coefficient is the same in both groups.
Therefore, I follow Long [2009]. The advantage of his approach is that the predicted probabilities are
unaffected by group differences in residual variation.

21The average employment predictions show the counterfactual situation in which mothers do not have
a second child, i.e., the predictions for the four child age phases are purely driven by a first child and
lagged employment.
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by the parental benefit reform’s direct policy effect. Although my results confirm the ev-

idence from previous studies in the short run, I do not get evidence of marked beneficial

medium-run employment effects of the parental benefit reform identified by Kluve and

Schmitz [2018].

One drawback of the baseline estimation from above is that it remains silent about

the latent heterogeneity in maternal labor supply dynamics. However, it is precisely

this latent heterogeneity that opens up a new perspective on the ongoing debate on the

impact of childbirth on maternal employment. Therefore, I next want to identify the latent

structures in the mothers’ employment behavior after first birth by using the framework

of the panel structure model in Section 2.3. This approach allows the first child’s age,

along with the second child and lagged employment, to have heterogeneous effects across

mothers, which are classified into groups with the C-Lasso technique. Such heterogeneous

employment effects across mothers in childbirth response have useful implications for

policymakers in designing efficient parental leave legislation.

2.5.2 Heterogeneous effects on maternal employment based on

latent groups

I use the C-Lasso approach suggested by Su et al. [2016] to identify the latent groups

within the mixed panel structure model given in eq. (2.3.9). Regarding the C-Lasso

tuning parameter, I choose λ = cλ × s2
employ × T−1/3, where s2

employ is the sample variance

of the employment indicator, T is the number of time periods,22 and cλ is element of a 10

points geometrically increasing sequence (0.01, . . . , 0.1). I allow for a maximum number of

4 groups. I calculate the information criterion value for each combination of the number

of groups K and the tuning parameter cλ according to eq. (2.3.6) of the methodology

section. The number of groups and the tuning parameter are chosen by minimizing the

information criterion from the set of all possible combinations. Fig. 2.5.1 shows that the

lowest point of the information criterion is obtained when K = 3 and cλ = 0.01 for the

control group, and K = 3 and cλ = 0.0129 for the treatment group.

Applying C-Lasso to the control (2006m10−m12) and treatment samples (2007m1−
m3), I identify three latent groups for both samples. Columns (5)-(10) of Tables 2.7.1

and 2.7.3 report the post-Lasso-PPL coefficient estimates and the corresponding marginal

effects for each group. All post-Lasso-PPL estimates are bias-corrected by the half-panel

jackknife, and the standard errors are again clustered at the individual level. Tables

2.7.1 and 2.7.3 suggest that the estimates for the slope coefficient on lagged employment

are relatively stable across the three groups. Moreover, the estimates on the lagged

22Throughout the estimations, I consider T = 73.
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Figure 2.5.1: Information criterion values

The horizontal axis depicts the number of groups and the vertical axis depicts the corresponding
information criterion value.

employment variable are quite large in magnitude, indicating a strong persistence in labor

supply decisions. In contrast, the estimates of the slope coefficients of the impact of child

age on employment vary substantially across the three identified groups and even alter

the signs. The t-statistics reported in Table 2.7.2 show that for Group 3, all post-Lasso

estimates of the child age phases are statistically different from each other. However,

for Group 1 and Group 2, I cannot confirm that all coefficient estimates are statistically

different from each other.

Next, I report the group-specific marginal effects obtained by the C-Lasso. The

marginal effects derived from the group-specific post-Lasso-PPL estimates are all statisti-

cally significant. Starting with the interpretation of the fourth child age phase, I identify

a quite heterogeneous pattern for the control and treatment samples: a group of mothers

with a very low estimated employment probability (Group 1: 9.4%/8.9%), a group of

mothers with a moderate estimated employment probability (Group 2: 33.9%/31%), and

a group of mothers with a high estimated employment probability (Group 3: 59.4%/58%)

when having a first child aged between 60 and 72 months, having no second child, and

being not employed previous month. My results for the control and treatment samples of

Group 1 show that having a child aged between 1 and 14 months instead of a child aged

between 60 and 72 months decreases maternal employment, and a child aged between 15

and 24 months (/ between 25 and 59 months) instead of a child aged between 60 and 72

months increases maternal employment by on average 0.59/1.27, 6.2/5.5 and 4.5/8.7 per-

centage points holding constant all other factors. The corresponding estimates for Group
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2 are -11.9/-18, -6.1/-5.4, and -6.1/-7. Finally, for the control and treatment samples

of Group 3, I find that having a child aged between 1 and 14 (/ between 15 and 24 /

between 25 and 59) months instead of a child aged between 60 and 72 months decreases

maternal employment by on average 44.3/43, 29.3/24.3, and 11.5/8.9 percentage points

holding constant all other factors. Overall, the marginal effects of the child age phases

from the C-Lasso estimation suggest that mothers’ identified groups show a highly het-

erogeneous dynamic in the post-birth employment behavior. I can identify three different

cluster groups that differ sufficiently both statistically and with regard to a meaningful

interpretation.

Before disentangling the reform effect of the latent groups in the next subsection, I

report in columns (4)-(12) of Table 2.7.4 the group-specific predictions of the average

employment probabilities for the four child age phases for the control and treatment sam-

ples, their corresponding differences ∆T−C and the p-values of the test in square brackets

underneath. In an attempt to interpret the cluster-groups based on the magnitude of

the predicted employment probabilities and the evidence from previous literature, a clear

pattern arises: Group 1 consists of mothers who are, on average, less employed than the

mothers of the other two groups. Moreover, this cluster has a mobile dynamic of em-

ployment as it switches from less to more to the less average employment rate. Group 2

could consist of work-oriented mothers who decide to take-up employment quickly after

childbirth. Group 3 can be interpreted as a cluster of mothers who take a prolonged

family break after childbearing, which goes far beyond the government-subsidized mater-

nity leave period. However, on the other hand, most mothers of Group 3 have taken up

employment by the age of six of the first child, i.e., most mothers take up employment

during the 36 months of post-birth job protection.

Finally, I discuss descriptive statistics of the three groups that allow for further insights

from the C-Lasso group classification. In particular, I test whether the three cluster

groups are statistically significantly different from each other in terms of some key post-

birth observables. I employ an analysis of variance (ANOVA) and multivariate analysis

of variance (MANOVA) tests. The upper panel of Table 2.7.5 provides the descriptive

statistics by the group and by reform status.

[Insert Table 2.7.5 here.]

The information refers to 73 months after childbirth and shows the respective pooled sam-

ple averages of the observables.23 The lower panel reports the p-values of the ANOVA and

MANOVA tests for pre- and post-reform samples, respectively. The tests refer to uni-

23(M)ANOVA tests assume i.i.d. samples.
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variate and multivariate distributions of important employment and sociodemographic

characteristics. For both the pre- and post-reform samples, the null hypothesis can be

rejected that the multivariate distribution of mothers’ age, employment status, educa-

tional level, wage, second child, and third child is the same in the three groups. Thus, the

groups differ with respect to observables, which makes the implementation of certain pol-

icy measures more accessible because policymakers can directly address the groups with

the knowledge of the group-specific characteristics. To assess more precisely in which

observable characteristics the cluster groups differ, I additionally provide results from

univariate ANOVA tests. The obtained p-values show that the three groups differ signif-

icantly in their employment status (full-time, part-time, and marginal employment) and

in the second and third child.24 For the educational level and the daily wage, however, I

do not find evidence that the groups differ.

Furthermore, I provide information on the group size of the identified clusters. Table

2.5.1 reports the number of mothers selected in each group. The C-Lasso method classifies

over 50% of the considered mothers in Group 3 for both the control and treatment samples.

Only about 20% of mothers are in the first group and almost 30% in the second group. My

finding confirms the evidence of previous literature (e.g., Schönberg and Ludsteck [2014])

that most mothers make use of the generous government-provided partially paid leave in

Germany to spend more time with their infants after childbirth.25 Maternal employment

is lowered only in the short- and medium-run. Almost all mothers of Group 3 take-

up employment with the exhaustion of government-provided job protection. However,

there is still a significant proportion of mothers with a more atypical employment pattern

that the quasi-experimental literature has not identified. Indeed, 20% of mothers decide

to work much less on average than the other cluster-groups. On the other hand, 30% of

mothers have a permanently high average employment level after the first child age phase.

Table 2.5.1: Number of observations of the heterogeneous groups

Number of observations

Full sample Group 1 Group 2 Group 3

by Contr. Treatm. Contr. Treatm. Contr. Treatm. Contr. Treatm.

#
obs.

329
(100 %)

333
(100 %)

65
(20 %)

68
(20 %)

95
(29 %)

83
(25 %)

169
(51 %)

182
(55 %)

24Table 2.7.6 in the appendix of Section 2.7 reports detailed information on second childbirths and
shows that relatively few mothers of Group 3 give birth to a second child within the considered period
(42%/47%) compared to the other two groups.

25In Germany, women are currently eligible for 36 months of partially paid and job-protected leave.
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Frühwirth-Schnatter et al. [2016] have also identified cluster groups similar to those in

this paper. The authors obtained five different clusters of mothers: a “high wage” cluster

characterized by a quick return to employment, a cluster of “mobile careers” switching

in and out of employment several times, an “extended family break” cluster, a “drop

out of the labor force” cluster and a “part-time working” cluster. I cannot identify an

“out of labor force” cluster similar to that of Frühwirth-Schnatter et al. [2016] because I

exclude mothers from my sample who are never employed after their first birth.26 A “part-

time” cluster can also not be identified within my framework because, unlike Frühwirth-

Schnatter et al. [2016], I do not consider a multinomial model. However, in contrast to

Frühwirth-Schnatter et al. [2016], I can determine the group classification and estimation

of the coefficients simultaneously. The approach of Frühwirth-Schnatter et al. [2016], on

the other hand, is purely descriptive, i.e., they do not obtain coefficient estimates from

their Bayesian classification method.

2.5.3 Reform effects of the latent groups

To uncover the reform effects of the three identified latent groups, I use – as already

employed for identifying the reform impact in Section 2.5.1 – the proposed empirical

approach in Section 2.3.3. I test whether the group-specific differences in the average

predicted employment probabilities are statistically different from zero. I conduct tests of

predicted probabilities to compare the identified groups’ respective control and treatment

samples. The respective group-specific differences ∆T−C and p-values for the conducted

test are reported in columns (4)-(12) of Table 2.7.4. It is noticeable that the parental

benefit policy affects the three groups differently. In fact, the policy reform affects Group

2 the most. The direct and the indirect policy effects of the parental benefit reform on

maternal employment are quite pronounced because I get evidence of significant average

employment probability drops, ranging between 5-23 percentage points.27 For Group 1,

I also find relatively large negative direct and indirect policy effects ranging between 9-

11.7 percentage points, but on the other hand, I find no drop in predicted employment

probability in the medium-run. As a result of this pattern, I find a smaller drop in the

average employment probability (4.8 p.p.) over the entire considered period (72 months

after birth) compared to the second group (9 p.p.). For Group 3, I even find a much

smaller drop in average employment probability of 3.3 percentage points during Phase 1

and an increase in employment probabilities of 5.1 and 3.1 percentage points in Phases 2

26Mothers without employment in the sample period are dropped from the data since they are associ-
ated with infinite (±∞) fixed effects in a FE probit model. cf. the supplementary appendix in Chapter
A for more details on this issue.

27Here, I am careful to interpret these effects as causal, as this only works under strict identification
assumptions.
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Figure 2.5.2: Predicted average employment probabilities pre- and post-reform

and 3. This leads to a statistically significant increase in average employment probability

by 1.2 percentage points over the entire period. Fig. 2.5.2 shows the reform effect for the

three identified groups over the entire period.

Why does Group 3 show the smallest direct and indirect effects (in absolute terms)

of the parental benefit reform on employment, while Group 2 has the largest impacts? A

likely explanation for this result could be that the reform does not reach mothers of Group

3, as these women do not work for the first years after childbirth regardless of the financial

incentives. This statement also confirms my observation from above that Group 3 can be

interpreted as a cluster of mothers who take a prolonged family break after childbearing.

In contrast, the reform affects mothers of Group 2 strongly, as these women might benefit

financially the most from the earnings-dependent benefit, which gives them incentives to

remain at home during the first year after childbirth and to take-up employment after

benefit exhaustion. This interpretation also confirms my observation from above that

Group 2 may form a cluster of work-oriented mothers.

The estimation results of the average employment probability predictions confirm the

parental benefit reform’s expected labor market effects in 2007. In line with the previous

literature (e.g., Kluve and Tamm [2013]; Kluve and Schmitz [2018]), I find that the gen-

erous income replacement of the parental benefit reform generates a strong disincentive-

to-work effect up to 14 months after childbirth. Kluve and Schmitz [2018] has shown

that this strong disincentive-to-work effect is especially driven by those mothers who

financially benefited from the reform. Their results show that the effects on the employ-

ment probability of mothers are positive and significant. Overall, I can identify three
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cluster groups with similar group-specific estimates for both the control and treatment

samples. Thus, the parental benefit reform does not seem to change the composition of

groups. Nevertheless, if the estimates within each group between control and treatment

samples are compared, it seems that the parental benefit reform changes how the age

of a child within each group influences maternal employment. My results also confirm

that the disincentive-to-work effect during Phase 1 is heterogeneous across groups and

strongest for Group 1 and Group 2. However, for the third group, on the other hand, I

find evidence of a significant increase in employment rates during Phase 2 and Phase 3.

Kluve and Schmitz [2018] also found evidence of noticeable beneficial medium run em-

ployment effects of the parental benefit, especially for mothers from the upper tercentile

of the earnings distribution. My findings suggest that the mothers considered here exhibit

enormous diversities in both the employment behavior and the response to the parental

benefit reform. In contrast to the recent literature (e.g., Kluve and Schmitz [2018]), the

diversity identified here is generated by unobserved heterogeneity in the effects of child

age on employment. A conclusion on the main drivers, similar to an analysis based on

observable heterogeneity, is therefore not possible.

If I pool Groups 1-3 together and estimate the model in 2.3.9, I find that the pooled

estimate constitutes a weighted average of the three group-specific estimates. However,

this weighted average stays silent about the latent heterogeneity in child age effects on

maternal employment provided by the C-Lasso method. In particular, estimating average

effects hide important and policy-relevant differences in the employment trajectories. As

I mentioned earlier, the reform generates strong negative effects for Group 2, whereas it

slightly encourages the mothers of Group 3 to take-up employment after benefit exhaus-

tion. My findings confirm the importance of considering latent structures in the data,

which may help design an efficient parental leave policy.

2.5.4 Robustness checks

In this subsection, I present two further specifications exploring the robustness of the

main estimates of the heterogeneous employment effects on the functional form and panel

structure model chosen. First, Specification A runs C-Lasso for a nonlinear FE model

without controlling for the dynamic component and the 2nd child variable. In a sec-

ond robustness check, I estimate the mixed panel structure model from above without

controlling for the 2nd child (Specification B).

I check for the robustness of my findings using alternative identifying assumptions

because applied researchers using panel data are often confronted with the challenge

of choosing between dynamic and fixed-effects models. They usually avoid using both
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identifications in one model, like in my approach, since the conditions for consistently

estimating causal effects are much more demanding than those required with lagged de-

pendent variables or fixed effects alone.28 Even though I apply the split-panel jackknife

method suggested by Dhaene and Jochmans [2015], which is explicitly designed to handle

dynamics in the data and to reduce the bias induced by the incidental parameter problem

[Neyman and Scott, 1948], I would like to find out if I can find broadly similar results

using a plausible alternative specification.

For the first robustness check, I adapt the panel structure model in 2.3.10 by dropping

employi,t−1 and child2ndit from the model. Then I again employ the C-Lasso approach

to identify latent group structures in the model. By applying C-Lasso to the treatment

sample, I still find three latent groups for the adapted model in 2.3.10. For the control

sample, even four latent groups are identified.29 Figure 2.7.1 plots the information crite-

rion function where the vertical and horizontal axes mark the information criterion values

and the number of groups, respectively. The lowest point of the information criterion is

achieved when K = 4 and cλ = 0.0215 for the control sample, and K = 3 and cλ = 0.0215

for the treatment sample.

[Insert Figure 2.7.1 here.]

The upper panel of Table 2.7.7 reports the estimation results of the post-Lasso-PPL

coefficients for each group in model 2.3.10 and the pooled version of this model.

[Insert Table 2.7.7, Table 2.7.8 and Table 2.7.9 here.]

The corresponding marginal effects and average predicted employment probabilities are

found in the upper panels of Tables 2.7.8 and 2.7.9. The tables show that the identified

groups are sufficiently distinct in terms of estimated child age effects and similar to those

obtained by the main mixed panel structure model reported in the previous subsection.

The estimation results suggest that the group structure is stable when all child age param-

eters γi, δi, and ηi are again allowed to be heterogeneous across mothers, and the dynamic

component and the second child variable are omitted from the model. In particular, I

again identify a group of mothers (Group 1) who are faced with overall lower predicted

employment probabilities than the other two groups, a group of mothers (Group 2) who

28The challenge of consistent estimation in a dynamic nonlinear fixed-effect model can be easily seen
when taking the first difference to eliminate the fixed effects and then estimating the differenced model
with OLS. The parameter estimates are inconsistent as the differenced residual is correlated by construc-
tion with the lagged dependent variable, a problem first noted by Nickell [1981].

29For reasons of the empirical approach’s assumptions, however, only results for K = 3 are reported.
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timely take up employment after childbirth, and a group of mothers (Group 3) taking

an extended family break before taking up employment. The only difference I can state

is that I get lower predicted average employment probabilities for Group 1 and larger

negative child age effects, obviously driven by the two omitted variables. The robustness

check confirms that there should be no major concern regarding the specification of a

dynamic nonlinear FE model used in this paper.

The estimation results of Specification B are reported in the lower panels of Tables

2.7.7, 2.7.8, and 2.7.9. As shown in Figure 2.7.1, the information criterion again selects

three groups for the control and treatment samples. The three identified groups are again

fairly similar to those obtained in the main estimation results. This means that there

should be no major concern that subsequent fertility decisions (here for a second child)

could be the main drivers of the C-Lasso group classification.

The results obtained by the mixed panel structure model and the two robustness

checks are in stark contrast to the conclusions of Kluve and Schmitz [2018]. The authors

argue that the new parental benefit reform defines an institutionalized point in time at

which mothers go back to work. In Germany, unpaid parental leave entitlements cover

the time period up to three years after childbirth.30 According to Kluve and Schmitz

[2018], the exact time point to return to the job was an individual decision under the

previous regulation. However, after the policy change, many working mothers return

to the job at the end of the maximum benefit receipt. The authors found evidence

that the benefits reform induced an enormous “homogenization of time spent on paid

parental benefit”. My results, however, suggest that the parental benefit reform does not

change the composition of groups but only changes how the age of a child within each

group influences maternal employment. My findings reveal – pre- and post-reform – three

highly heterogeneous groups of maternal return-to-employment/taking-up-employment

behavior. It is noticeable that the largest group of mothers (Group 3) takes an extended

family break after childbirth, which goes far beyond the government-provided paid leave.

30See Section 2.2 for further details on parental leave coverage in Germany.
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2.6 Conclusion

In this paper, I identify latent structures in maternal employment using the C-Lasso

methodology, a new data-driven classification approach for panel data proposed by Su

et al. [2016]. I carry out the data-driven identification of cluster groups. Then I assess how

the introduction of the generous German parental benefit reform in 2007 affects mothers’

employment within the different cluster groups by exploiting an identification strategy

that combines the sharp RD approach and hypothesis testing of predicted employment

probabilities.

Using a new data base of German custom-shaped administrative employment records,

the C-Lasso mechanism identifies three different cluster groups pre- and post-reform.

Group 1 consists of mothers with mobile employment dynamics and low employment

rates. Group 2 contains ‘work-oriented’ mothers who take up employment quickly after

childbirth and Group 3 consists of mothers who take a ‘prolonged family break’ after child-

bearing. My results reveal marked heterogeneity in the effect of child age on employment

across mothers and that the German policy change affects the employment patterns of the

three cluster groups differently. Especially noteworthy is that under the new policy, the

largest group of mothers (Group 3) is faced with comparable small negative employment

changes during the benefit receipt and even exhibits an increase in average employment

rates after exhaustion of government-provided transfers. But the findings also reveal that

Group 2 exhibits large and long-lasting negative employment changes after childbirth un-

der the new policy. Overall, for Group 1 and Group 2, the reform results in a 4.8 and 9

percentage points drop in the predicted employment probabilities, respectively, while for

Group 3, it results in a 1.2 percentage points increase.

The data-determined grouping results provide some new insights about the potential

impacts of child age on maternal employment in general, and more specifically, how the

reform affects these heterogeneous groups. My results suggest that the identified latent

heterogeneity in maternal employment should be taken into account by policymakers to

design efficient parental leave legislation. My evidence also has important policy impli-

cations beyond the German case, as latent group structures in maternal employment are

likely to be found in other countries as well.

Finally, it is noteworthy that over the six years after first childbirth, employment losses

of women are quite pronounced in Germany. For Group 1 and Group 2, the parental leave

reform is not able to compensate for the strong disincentive-to-work effect during the first

14 months after childbirth by providing a sufficiently strong incentive-to-work effect after

benefit exhaustion. Therefore, a policy should particularly pay attention to providing

higher incentive-to-work for these two groups, which involve around 50% of mothers.
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2.7 Appendix

The appendix consists of two main parts. The first part provides references to the code

material used in this study. The second part contains the main tables of the estimations.

2.7.1 Code material

Su et al. [2016] provide documented code material for their simulations and empirical

data applications online. Their coding material used for implementing the C-Lasso

within panel structure models is available for the MATLAB software. I have used their

code material, rewritten the code for my purposes, and extended it to implement the

C-Lasso for mixed-panel structure models, which were estimated in this study.

2.7.2 Tables

This subsection lists all the tables that contain the results of the main estimations.
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Table 2.7.1: Effects on employment rates

Probit FE post-Lasso-PPL

Full sample Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

employit−1 2.9476
(0.0374)

2.7611
(0.0389)

3.2094
(0.0366)

3.0192
(0.0383)

2.8172
(0.0734)

2.5531
(0.0801)

2.8833
(0.0637)

2.6880
(0.0672)

3.0922
(0.0561)

3.0225
(0.0571)

child2ndit
-0.5253
(0.0610)

-0.6059
(0.0549)

-0.2159
(0.0601)

-0.2835
(0.0541)

-0.4693
(0.1233)

-0.5731
(0.0972)

-0.2081
(0.0948)

-0.0123
(0.0926)

-0.3406
(0.1110)

-0.1742
(0.0944)

childm1-m14it -1.1139
(0.0732)

-1.3068
(0.0687)

-1.0069
(0.0715)

-1.1994
(0.0671)

-0.0396
(0.1231)

-0.0824
(0.1149)

-0.7882
(0.1253)

-0.9967
(0.1196)

-2.8898
(0.1543)

-2.6778
(0.1341)

childm15-m24it -0.7193
(0.0685)

-0.7195
(0.0629)

-0.7259
(0.0670)

-0.7152
(0.0617)

0.3984
(0.1183)

0.3381
(0.1167)

-0.4544
(0.1183)

-0.3591
(0.1156)

-2.2118
(0.1297)

-1.8772
(0.1127)

childm25-m59it -0.3365
(0.0490)

-0.3100
(0.0463)

-0.3038
(0.0480)

-0.2904
(0.0456)

0.2942
(0.0884)

0.5221
(0.0856)

-0.4473
(0.0894)

-0.4602
(0.0854)

-1.1117
(0.0953)

-0.8484
(0.0910)

Note(s): Contr. = Control, Treatm. = Treatment, FE = Fixed Effects, PPL= Penalized Profile Likelihood. All post-Lasso-PPL
estimates are bias corrected by half-panel jackknife. Standard errors are provided in (parentheses) and are clustered at the individual
level. Estimation without intercept, because all fixed effects are included.
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Table 2.7.2: Supplements to Table 2.7.1

Testing linear combinations (t-statistic)

Control sample

Null hypothesis Full sample Group 1 Group 2 Group 3

(1) (2) (3) (4)

childm1-m14it− childm15-m24it = 0 -2.73 -2.15 -2.06 -3.13

childm1-m14it− childm25-m59it = 0 -3.30 -1.70 -1.08 -8.12

childm15-m24it− childm25-m59it = 0 -2.05 -0.13 0.55 -5.74

Treatment sample

Full sample Group 1 Group 2 Group 3

(1) (2) (3) (4)

childm1-m14it− childm15-m24it = 0 -4.36 -2.04 -4.13 -4.02

childm1-m14it− childm25-m59it = 0 -4.50 -2.66 -2.15 -8.32

childm15-m24it− childm25-m59it = 0 -2.34 -1.42 0.57 -5.37
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Table 2.7.3: Marginal effects of employment effects

LPM FE post-Lasso-PPL

Full sample Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

employit−1 0.8327
(0.0032)

0.8073
(0.0035)

0.8032
(0.0051)

0.7810
(0.0040)

0.7744
(0.0074)

0.7168
(0.0084)

0.7563
(0.0101)

0.7497
(0.0075)

0.6329
(0.0094)

0.6214
(0.0085)

child2ndit
-0.0367

(0.0042)
-0.0509

(0.0045)
-0.0263

(0.0003)
-0.0368

(0.0003)
-0.0722

(0.0011)
-0.0939

(0.0016)
-0.0286

(0.0004)
-0.0019

(0.0000)
-0.0377

(0.0005)
-0.0198

(0.0003)
childm1-m14it -0.0838

(0.0045)
-0.1144

(0.0051)
-0.1381

(0.0012)
-0.1809

(0.0009)
-0.0059

(0.0001)
-0.0127

(0.0002)
-0.1194

(0.0016)
-0.1797

(0.0012)
-0.4430

(0.0030)
-0.4297

(0.0024)
childm15-m24it -0.0499

(0.0046)
-0.0550

(0.0050)
-0.0883

(0.0009)
-0.0903

(0.0007)
0.0621

(0.0012)
0.0545

(0.0012)
-0.0614

(0.0009)
-0.0541

(0.0005)
-0.2928

(0.0027)
-0.2434

(0.0025)
childm25-m59it -0.0225

(0.0032)
-0.0220

(0.0035)
-0.0367

(0.0004)
-0.0365

(0.0004)
0.0454

(0.0007)
0.0874

(0.0015)
-0.0611

(0.0008)
-0.0698

(0.0007)
-0.1154

(0.0010)
-0.0892

(0.0009)
Intercept 0.1226

(0.0042)
0.1430

(0.0047)
0.2638

(0.0091)
0.2876

(0.0086)
0.0944

(0.0107)
0.0892

(0.0087)
0.3388

(0.0173)
0.3099

(0.0148)
0.5939

(0.0208)
0.5804

(0.0201)

Note(s): Contr. = Control, Treatm. = Treatment, LPM = Linear Probability Model, FE = Fixed Effects, PPL = Penalized Profile
Likelihood. Standard errors are provided in (parentheses) and are clustered at the individual level for the LPM FE (Columns (1) and (2)).
All standard errors and average effects derived from the post-Lasso-PPL estimates are built on a plug-in estimator. See the supplementary
appendix in Chapter A for further information on the plug-in principle used here. Intercept is calculated ex-post as the average over all
individual fixed effects belonging to the different groups.
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Table 2.7.4: Prediction of average employment probability

Employment Probability

Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
(1) (2) (3) (4) (5) (6) (7) (8) (9) (10) (11) (12)

childm1-m14it 0.2704
(0.0162)

0.1637
(0.0105)

-10.67
[0.0000]

0.3156
(0.0358)

0.2184
(0.0247)

-9.72
[0.0000]

0.4444
(0.0308)

0.2131
(0.0210)

-23.13
[0.0000]

0.1437
(0.0194)

0.1108
(0.0137)

-3.29
[0.0000]

childm15-m24it 0.4880
(0.0234)

0.4578
(0.0223)

-3.02
[0.0071]

0.5681
(0.0497)

0.4509
(0.0471)

-11.72
[0.0000]

0.7613
(0.0337)

0.6869
(0.0385)

-7.44
[0.0000]

0.2993
(0.0312)

0.3505
(0.0302)

5.12
[0.0006]

childm25-m59it 0.6219
(0.0180)

0.6260
(0.0178)

0.41
[0.4692]

0.5351
(0.0401)

0.5444
(0.0389)

0.93
[0.4589]

0.6516
(0.0293)

0.6065
(0.0297)

-4.51
[0.0000]

0.6316
(0.0273)

0.6624
(0.0261)

3.08
[0.0000]

childm60-m72it 0.7497
(0.0190)

0.7132
(0.0193)

-3.65
[0.0000]

0.2805
(0.0388)

0.1869
(0.0279)

-9.36
[0.0000]

0.8108
(0.0266)

0.7486
(0.0300)

-6.22
[0.0000]

0.8905
(0.0193)

0.8731
(0.0199)

-1.74
[0.0414]

Ave. emp. 0.5541
(0.0149)

0.5235
(0.0140)

-3.06
[0.0000]

0.4492
(0.0333)

0.4009
(0.0301)

-4.83
[0.0000]

0.6524
(0.0241)

0.5620
(0.0227)

-9.04
[0.0000]

0.5319
(0.0219)

0.5439
(0.0199)

1.2
[0.0402]

Note(s): Contr. = Control, Treatm. = Treatment. Average employment probability is calculated as 1/(N [Ĝk]T [pj ]) G(x>
i[Ĝk]t[pj ]

ˆ̂αĜk +

µ̂i[Ĝk]), where G(·) denotes the CDF of the standard normal, pj , j = 1, . . . , 4, denotes the four different phases of child age, [·] denotes
the restriction to a subspace, and the remainder is defined as above. Standard errors are given in (parentheses) and are built on a plug-in
estimator. The p-values for the test in eq. (2.3.12) are reported in [square brackets] under the estimated differences of the average
employment predictions.
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Table 2.7.5: Post-birth descriptives

Pre-Reform Sample Post-Reform Sample

Variable Mean Std.
Dev.

Min Max Mean Std.
Dev.

Min Max

(1) Age 33.56 4.08 25.29 43.37 32.65 3.91 23.71 40.71
(2) Employ-
ment status∗

0.834 0.615 0.041 2.589 0.756 0.558 0.014 2.315

(3) Educational
level∗∗

2.110 0.526 1 3 2.112 0.451 1 3

(4) 2nd child 0.252 0.280 0 1 0.363 0.264 0 0.945
(5) 3rd child 0.039 0.117 0 0.603 0.057 0.134 0 0.616
(6) Daily wage
if employed

37.363 30.048 3.909 172.158 40.984 31.368 2.2 137.307

G
ro

u
p

1

(1) Age 32.65 4.55 22.37 42.37 32.40 4.00 22.55 43.63
(2) Employ-
ment status∗

1.265 0.694 0.164 2.877 1.032 0.555 0.164 2.534

(3) Educational
level∗∗

2.175 0.507 0 3 2.026 0.551 0 3

(4) 2nd child 0.326 0.293 0 1 0.327 0.264 0 0.767
(5) 3rd child 0.026 0.119 0 0.685 0.011 0.056 0 0.411
(6) Daily wage
if employed

45.007 34.901 6 174.471 38.169 29.441 3.477 170.755

G
ro

u
p

2

(1) Age 33.32 4.06 22.37 44.37 33.63 4.25 24.55 45.63
(2) Employ-
ment status∗

1.030 0.667 0.014 2.877 1.079 0.726 0.027 2.836

(3) Educational
level∗∗

2.051 0.535 0 3 2.062 0.523 0 3

(4) 2nd child 0.245 0.311 0 1 0.278 0.332 0 1
(5) 3rd child 0.006 0.049 0 0.452 0.018 0.093 0 0.781
(6) Daily wage
if employed

41.229 32.412 4.154 177.552 47.034 38.243 3 178.448

G
ro

u
p

3

ANOVA Test+ p-value ANOVA+ Test p-value
(1):
0.3341

(2):
0.0003

(3):
0.1871

(1):
0.0493

(2):
0.0025

(3):
0.5991

(4):
0.0968

(5):
0.0254

(6):
0.3476

(4):
0.1155

(5):
0.0065

(6):
0.1289

MANOVA
Test++

p-value 0.0001 p-value 0.0019
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Table 2.7.5: Continued

Note(s): Post-birth descriptives refer to 73 months after childbirth (1. month for the
event of birth). Since ANOVA tests require independence between the samples, I pool
the information on the variables over the 73 months for each mother and calculate the
respective sample averages.
∗ 0 = not employed, 1 = marginally employed, 2 = part-time employed, 3 = full-time
employed. ∗∗ 1 = low education, 2 = middle education, 3 = high education.
+ H0 : The univariate distribution of one particular variable is the same in the three
groups. ++ Multivariate ANOVA H0 : The multivariate distribution of all variables is the
same in the three groups.
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Table 2.7.6: Descriptives of the 2nd child

Number of observations

Total Group 1 Group 2 Group 3

by Contr. Treatm. Contr. Treatm. Contr. Treatm. Contr. Treatm.

childm1-m14it 11 12 1 3 2 0 8 9
childm15-m24it 33 45 7 11 10 6 16 28
childm25-m59it 110 121 22 33 43 45 45 43
childm60-m72it 18 21 10 8 6 8 2 5

Σ 172
(52
%)

199
(60
%)

40
(62
%)

55
(81
%)

61
(64
%)

59
(71
%)

71
(42
%)

85
(47
%)

Contr. = Control, Treatm. = Treatment.
* The percentages reported here set the absolute numbers in relation to the number of
observations in each group.
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Table 2.7.7: Effects on employment rates

Probit FE post-Lasso-PPL

Full sample Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

childm1-m14it -1.8453
(0.0969)

-2.1090
(0.0973)

-1.7696
(0.0954)

-2.0322
(0.0955)

0.4483
(0.1639)

0.4588
(0.1484)

-1.1991
(0.1275)

-1.7069
(0.1547)

-5.1424
(0.2583)

-4.7176
(0.2004)

childm15-m24it -0.9534
(0.0951)

-0.8537
(0.0911)

-1.0065
(0.0943)

-0.8928
(0.0905)

1.1439
(0.1638)

1.2409
(0.1407)

-0.0324
(0.1450)

0.1298
(0.1807)

-3.9962
(0.1868)

-3.2772
(0.1532)

childm25-m59it -0.5194
(0.0752)

-0.3110
(0.0726)

-0.4647
(0.0745)

-0.3023
(0.0722)

0.9204
(0.1353)

1.3331
(0.1124)

-0.4053
(0.1144)

-0.4787
(0.1416)

-2.0476
(0.1501)

-1.5772
(0.1333)

employit−1 3.0269
(0.0351)

2.8627
(0.0366)

3.2220
(0.0339)

3.0505
(0.0357)

2.8941
(0.0658)

2.6518
(0.0709)

2.9531
(0.0598)

2.7764
(0.0636)

3.1070
(0.0554)

3.0008
(0.0548)

childm1-m14it -0.7795
(0.0579)

-0.8754
(0.0543)

-0.7625
(0.0578)

-0.7935
(0.0534)

0.3871
(0.0927)

0.4901
(0.0842)

-0.5653
(0.0933)

-0.6753
(0.0927)

-2.7104
(0.1471)

-2.6012
(0.1249)

childm15-m24it -0.4359
(0.0563)

-0.3529
(0.0532)

-0.4881
(0.0560)

-0.3490
(0.0526)

0.7339
(0.0984)

0.7980
(0.0969)

-0.3177
(0.1007)

-0.1051
(0.0991)

-2.0103
(0.1242)

-1.8071
(0.1080)

childm25-m59it -0.2282
(0.0450)

-0.1623
(0.0427)

-0.2172
(0.0448)

-0.1521
(0.0422)

0.4050
(0.0804)

0.6896
(0.0763)

-0.4256
(0.0848)

-0.3117
(0.0810)

-0.9816
(0.0936)

-0.9927
(0.0987)

Note(s): Robustness checks. Contr. = Control, Treatm. = Treatment, FE = Fixed Effects, PPL = Penalized Profile Likeli-
hood. All post-Lasso-PPL estimates are bias corrected by half-panel jackknife. Standard errors are provided in (parentheses)
and are clustered at the individual level. Estimation without intercept, because all fixed effects are included.
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Table 2.7.8: Marginal effects of employment effects

LPM FE post-Lasso-PPL

Full sample Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

Contr.
mean

Treatm.
mean

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

childm1-m14it -0.3872
(0.0068)

-0.4507
(0.0070)

-0.4270
(0.0090)

-0.4728
(0.0110)

0.1182
(0.0044)

0.1065
(0.0047)

-0.3128
(0.0114)

-0.4658
(0.0171)

-0.6368
(0.0190)

-0.6694
(0.0181)

childm15-m24it -0.2002
(0.0076)

-0.1918
(0.0078)

-0.2441
(0.0048)

-0.2131
(0.0042)

0.3039
(0.0113)

0.3006
(0.0105)

-0.0080
(0.0003)

0.0336
(0.0013)

-0.5093
(0.0145)

-0.4869
(0.0122)

childm25-m59it -0.1056
(0.0058)

-0.0681
(0.0060)

-0.1107
(0.0021)

-0.0712
(0.0013)

0.2390
(0.0098)

0.3039
(0.0157)

-0.0986
(0.0041)

-0.1205
(0.0043)

-0.2274
(0.0093)

-0.1960
(0.0070)

Intercept 0.5964
(0.0050)

0.5742
(0.0051)

0.7186
(0.0146)

0.6672
(0.0157)

0.2344
(0.0300)

0.1146
(0.0163)

0.7496
(0.0229)

0.7536
(0.0252)

0.8964
(0.0185)

0.8917
(0.0167)

employit−1 0.8399
(0.0031)

0.8187
(0.0034)

0.8254
(0.0044)

0.8083
(0.0035)

0.8021
(0.0048)

0.7420
(0.0071)

0.7876
(0.0096)

0.7913
(0.0062)

0.6347
(0.0094)

0.6274
(0.0084)

childm1-m14it -0.0624
(0.0038)

-0.0817
(0.0043)

-0.1016
(0.0010)

-0.1153
(0.0008)

0.0561
(0.0009)

0.0758
(0.0014)

-0.0840
(0.0014)

-0.1106
(0.0008)

-0.4203
(0.0025)

-0.4244
(0.0026)

childm15-m24it -0.0321
(0.0041)

-0.0295
(0.0045)

-0.0591
(0.0007)

-0.0450
(0.0004)

0.1164
(0.0019)

0.1354
(0.0026)

-0.0435
(0.0008)

-0.0151
(0.0001)

-0.2715
(0.0029)

-0.2418
(0.0028)

childm25-m59it -0.0162
(0.0031)

-0.0127
(0.0034)

-0.0260
(0.0003)

-0.0194
(0.0002)

0.0618
(0.0007)

0.1182
(0.0019)

-0.0587
(0.0010)

-0.0447
(0.0004)

-0.1036
(0.0012)

-0.1069
(0.0013)

Intercept 0.0989
(0.0032)

0.1075
(0.0035)

0.1824
(0.0074)

0.1689
(0.0066)

0.0413
(0.0047)

0.0258
(0.0030)

0.2455
(0.0159)

0.1971
(0.0118)

0.5290
(0.0221)

0.5545
(0.0212)

Note(s): Robustness checks. Contr. = Control, Treatm. = Treatment, LPM = Linear Probability Model, FE = Fixed Effects,
PPL = Penalized Profile Likelihood. Standard errors are provided in (parentheses) and are clustered at the individual level for
the LPM FE (Columns (1) and (2)). All standard errors and average effects derived from the post-Lasso-PPL estimates are
built on a plug-in estimator. See the supplementary appendix in Chapter A for further information on the plug-in principle
used here. Intercept is calculated ex-post as the average over all individual fixed effects belonging to the different groups.
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Table 2.7.9: Prediction of average employment probability

Employment Probability

Full sample Group 1 Group 2 Group 3

Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
Contr.
mean

Treatm.
mean

∆T-C

in p.p.
(1) (2) (3) (4) (5) (6) (7) (8) (9) (10) (11) (12)

childm1-m14it 0.2689
(0.0145)

0.1633
(0.0106)

-10.56
[0.0000]

0.3409
(0.0352)

0.1928
(0.0226)

-14.81
[0.0000]

0.4411
(0.0283)

0.2761
(0.0276)

-16.50
[0.0000]

0.0948
(0.0145)

0.0843
(0.0106)

-1.05
[0.0244]

childm15-m24it 0.4592
(0.0166)

0.4302
(0.0159)

-2.9
[0.0001]

0.5314
(0.0370)

0.3762
(0.0314)

-15.52
[0.0000]

0.7424
(0.0232)

0.7833
(0.0239)

4.09
[0.0001]

0.2401
(0.0247)

0.3095
(0.0241)

6.94
[0.0000]

childm25-m59it 0.6041
(0.0162)

0.5906
(0.0163)

-1.35
[0.0004]

0.4685
(0.0374)

0.4006
(0.0320)

-6.79
[0.0000]

0.6529
(0.0262)

0.6274
(0.0288)

-2.55
[0.0001]

0.6223
(0.0280)

0.6677
(0.0253)

4.54
[0.0000]

childm60-m72it 0.7186
(0.0146)

0.6672
(0.0157)

-5.14
[0.0000]

0.2344
(0.0300)

0.1146
(0.0163)

-11.98
[0.0000]

0.7496
(0.0229)

0.7536
(0.0252)

0.40
[0.6735]

0.8964
(0.0185)

0.8917
(0.0167)

-0.47
[0.4969]

Ave. emp. 0.5358
(0.0152)

0.4945
(0.0145)

-4.13
[0.0000]

0.4092
(0.0353)

0.3036
(0.0268)

-10.56
[0.0000]

0.6388
(0.0253)

0.5990
(0.0264)

-3.98
[0.0000]

0.5104
(0.0205)

0.5387
(0.0188)

2.83
[0.0000]

childm1-m14it 0.2647
(0.0160)

0.1605
(0.0104)

-10.42
[0.0000]

0.3225
(0.0330)

0.1995
(0.0221)

-12.30
[0.0000]

0.4217
(0.0323)

0.2116
(0.0223)

-21.01
[0.0000]

0.1469
(0.0196)

0.1105
(0.0138)

-3.64
[0.0000]

childm15-m24it 0.4833
(0.0233)

0.4508
(0.0224)

-3.25
[0.0037]

0.5883
(0.0475)

0.4090
(0.0438)

-17.93
[0.0000]

0.7213
(0.0365)

0.6752
(0.0400)

-4.61
[0.0188]

0.3039
(0.0317)

0.3616
(0.0311)

5.77
[0.0001]

childm25-m59it 0.6031
(0.0185)

0.5966
(0.0184)

-0.65
[0.2699]

0.5033
(0.0388)

0.4775
(0.0367)

-2.58
[0.0347]

0.6075
(0.0318)

0.5742
(0.0307)

-3.33
[0.0029]

0.6363
(0.0278)

0.6550
(0.0274)

1.87
[0.0212]

childm60-m72it 0.7296
(0.0198)

0.6755
(0.0208)

-5.41
[0.0000]

0.2516
(0.0366)

0.1248
(0.0226)

-12.68
[0.0000]

0.7992
(0.0287)

0.7307
(0.0323)

-6.85
[0.0000]

0.8914
(0.0198)

0.8888
(0.0197)

-0.26
[0.7616]

Ave. emp. 0.5397
(0.0151)

0.5011
(0.0144)

-3.86
[0.0000]

0.4330
(0.0319)

0.3482
(0.0274)

-8.48
[0.0000]

0.6190
(0.0263)

0.5414
(0.0236)

-7.76
[0.0000]

0.5356
(0.0213)

0.5446
(0.0205)

0.90
[0.1347]

Note(s): Contr. = Control, Treatm. = Treatment. Average employment probability is calculated as 1/(N [Ĝk]T [pj ]) G(x>
i[Ĝk]t[pj ]

ˆ̂αĜk +

µ̂i[Ĝk]), where G(·) denotes the CDF of the standard normal, pj , j = 1, . . . , 4, denotes the four different phases of child age, [·] denotes
the restriction to a subspace, and the remainder is defined as above. Standard errors are given in (parentheses) and are built on a plug-in
estimator. The p-values for the test in eq. (2.3.12) are reported under the estimated differences of the average employment predictions.
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Figure 2.7.1: Information criterion values

The horizontal axis depicts the number of groups and the vertical axis depicts the corresponding
information criterion value. The upper panels show the information criterion values of the
first robustness check and the lower panels show the information criterion values of the second
robustness check.
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Chapter 3

Predicting the Incidence of Having a First Child

based on Employment Records – A Machine

Learning Approach ∗

Abstract

We leverage machine learning methods to predict the incidence of having a first child from
employment and wage histories to investigate whether women jointly plan their careers and start-
ing a family. Our analysis builds on a novel custom-shaped administrative data set combining
fertility information with employment records. We implement a scheme to measure classification
accuracy based on Monte-Carlo cross-validation with a data-dependent threshold and compare
four specifications based on different machine learning methods to hand-designed benchmark
specifications. Our results reveal that the data-driven prediction models select a small subset
of predictors gained from employment records and outperform the hand-designed prediction
models in terms of prediction accuracy. Descriptively comparing pre- and post-birth career
outcomes of mothers with a high predicted probability of having a child to those with a lower
predicted probability, we observe higher pre-maternity earnings but also higher child-related
earnings losses of the former group.
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3.1 Introduction

Child-raising involves financial costs, and motherhood is typically associated with career

breaks and negative long-run wage effects.31 Therefore, employment, wages, and fertility

outcomes are interrelated. Joint planning of career and pregnancy is likely to be rational

as the timing of first birth – at least with respect to age – has been shown to affect the

career costs of motherhood [Fitzenberger et al., 2013; Frühwirth-Schnatter et al., 2016;

Miller, 2011; Troske and Voicu, 2010]. It has been found that a major career shock like a

job displacement negatively affects fertility decisions (e.g., Bono and Winter-Ebmer [2012];

Huttunen and Kellokumpu [2016]). Adda et al. [2017] showed that different occupations

lead to different child-raising costs and affect the timing of the birth. There is some

indication in the literature that also wage profiles and promotions are related to the

timing of motherhood,32 but there seems to be no extensive analysis of the role of pre-

maternity years’ employment and wage outcomes regarding the probability of entering

motherhood.

In the present paper, we attempt to fill this gap by investigating in a data-driven way

how far having a first child can be predicted from employment and wage histories to gain

insights on the role of joint planning of career and pregnancy. Furthermore, we analyze the

impact of factors like pre-birth wages or experience, and we compare pre- and post-birth

career outcomes of mothers with a high predicted probability of childbirth to those with

a lower predicted probability. We implement machine learning (ML) methods to be able

to take into account a large set of variables derived from employment records. Besides,

we evaluate the performance of four specifications based on different ML methods to

several hand-designed benchmark specifications. For this purpose, building on Mease et al.

[2007] and O’Brien and Ishwaran [2019], we develop a scheme to measure classification

accuracy based on Monte-Carlo cross-validation (MCCV) for the case of a rare event with

a data-dependent threshold. Thereby, our application provides an example of how recent

advances in ML based on prediction and measurement of classification accuracy can be

implemented and adapted for specific challenges arising in labor economics.

To model the relationship between the response y and the design matrix X, economists

traditionally include important covariates based on economic reasoning, rather than in a

data-driven way [Athey and Imbens, 2019]. Thus, economists assume complete knowledge

about which variables are the important ones. However, this approach runs into the risk

31See Lundborg et al. [2018] for a recent paper estimating the causal effect of entering motherhood.
32E.g., Fitzenberger et al. [2016] observe an increasing wage profile in the years before pregnancy,

suggesting that women tend to invest intensively into their career before getting pregnant. Based on
German administrative data, Ejrnæs and Kunze [2013] depict a wage profile before entering motherhood,
which suggests a flattening before childbirth.
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that relevant variables which enter the model with complex and flexible functional form

are not accounted for in the model. Also, the existent papers on the timing of birth

and fertility and employment decisions (e.g., Fitzenberger et al. [2016]; Troske and Voicu

[2010]) do not include several hundred predictor variables in the analysis. They probably

do this because, among other things, the probability that many of these predictors may not

be informative anymore becomes higher with an increasing number of predictor variables.

Classical estimates can deteriorate rapidly in performance and thus fail to capture the

essential structure of the data generating process (DGP). That bears the risk of resulting

in a phenomenon, called overfitting in the ML literature (e.g., Dietterich [1995]): The

ML algorithm grabs the noise in the training data by learning the peculiarities of the

seen data and fails to make accurate predictions on the unseen validation data. However,

completing the classical estimates with additional information avoids this problem and

allows for including many predictor variables. Thus, in line with the literature mentioned

above, we assume that the DGP is parsimonious, but in contrast to this literature, we have

a priori no clue about which predictors are essential, and therefore include all predictors

and search for the important ones with ML algorithms.

The data we use stem from a novel custom-shaped administrative data set for which in-

formation on childbirths from the German Pension Registry has been matched to employ-

ment records from the Integrated Employment Biographies of the Federal Labor Agency.

We apply `1-penalized likelihood to this data. We use the `1-penalized technique for

both prediction and feature selection tasks. To achieve correct inference, we apply a

new calibration scheme [Li and Lederer, 2019] for feature selection – called Testing-based

scheme – whereas for the prediction task, we use cross-validation (CV), the most widely

used calibration scheme for this type of tasks. The notion we attribute to our DGP is

sparsity (e.g., Hastie et al. [2009, 2015]), i.e., our model is characterized by a deluge of

potential predictor variables (p is large but p < n) of which only a few are essential for

predicting the fertility outcome. To select the most relevant predictors in a data-driven

way, we complement the classical estimates with additional information that favors sparse

estimates, that is, |{j : βj 6= 0}| � n, p. The `1-penalty employed in the estimations is

such a sparsity-inducing function that results in a model in which only a small number

of predictors from all possible ones are selected to have nonzero values. The nature of

our approach is descriptive in the sense that we do not distinguish how far women react

with their fertility decisions on prior career histories and how far they shape their careers

based on their plans to start a family.

ML algorithms33 obtain powerful predictions even if we have a large set of predictor

33For an overview of ML in economics see, e.g., Mullainathan and Spiess [2017], Athey [2018], and
Athey and Imbens [2019].
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variables that ex-ante enter the model with unknown functional form.34 This is the case in

our application because due to the longitudinal nature of the administrative employment

records, there is complex information on individual employment histories (e.g., types of

employment, wages, skill level, occupation, age, working experience) for the entire elapsed

working life possibly interacting in many different ways. In particular, we use a binary

choice panel model within the class of generalized linear models and apply `1-regularized

logistic regression throughout our estimations.35 Such a regularized (also called ‘penal-

ized’) estimator consists of two terms, one for comparing the parameters to the data and

one for incorporating prior knowledge. An optimal calibrated tuning parameter assigns

weights to these terms such that a balance between the data and the prior knowledge in

terms of the estimator’s minimized loss for a given task is achieved. Since this loss cannot

be calculated in practice, we apply data-driven calibration schemes that mimic the opti-

mal calibration as precisely as possible. CV-based procedures, which we leverage in our

analysis, are designed for prediction and have shown to work quite well in practice (e.g.,

Mullainathan and Spiess [2017]; Kleinberg et al. [2018]). On the other hand, CV schemes

are not suited for feature selection and parameter estimation (i.e., estimating the covari-

ates’ coefficients) since they lack any finite sample guarantees for these tasks. Therefore,

to study which sets of variables are important to discriminate between the two fertil-

ity outcomes (birth/no birth), we apply the Testing-based calibration scheme mentioned

above, which specifically targets feature selection in `1-regularized logistic regression. It

is based on tests along the tuning parameter path and is equipped with optimal finite

sample guarantees for feature selection.

The data-driven and hand-specified models’ prediction performance is determined in

our binary setting using the classification accuracy. To tackle the underperformance of

the prediction models induced by the extremely unbalanced classes of the binary fertility

outcome (women with births are the rare class) encountered in our empirical application,

we propose a repeated random sub-sampling algorithm with data-dependent threshold

moving, which we call the MCCV algorithm. The MCCV algorithm’s goal is to optimize

the classification accuracy by transforming the unbalanced class label problem into a

balanced class label problem, such that the probabilities of false negative (falsely identified

women with no births) and false positive (falsely identified women with births) mistakes

become equal.

Our results reveal that the data-driven prediction models select a small subset of

predictors gained from employment records and outperform the hand-designed prediction

models in terms of prediction accuracy. The Testing-based scheme provides the best

34Frühwirth-Schnatter et al. [2016] also use a data-driven method and investigate career paths of
women after their first births.

35For an overview of high-dimensional regularizers, see, for instance, Lederer [2018a].

54 3.1. INTRODUCTION



CHAPTER 3

classification accuracy among all eight model specifications under consideration. The CV-

based and AIC-based36 schemes also tend to perform better than an informally selected

specification based on significance tests. The BIC-based37 procedure fails to select any

variable. The specification based on informal selection as well as the suitable specifications

based on ML lead to a more accurate classification than using only information on age or

no predictor at all. This indicates that employment records contain informational value

about future fertility, and there is at least some joint planning of pre-maternity career

steps and maternity.

The three suitable ML algorithms select the same or similar predictor variables. Both

in the 2005 and 2008 samples, all methods select predictors related to the employment

status and the wage profile with different lags. Other selected variables capture experi-

ence, education, age, and interactions of these with wage variables as well as the dummy

for working in a health care profession. These factors thus have some relevance in family

planning. Based on a refit of the Testing-based procedure, we find that full-time em-

ployment, daily wage, high education, and some further variables are associated with an

increased probability of having a child.

We finally split the sample of mothers into ‘planning’ mothers and ‘non-planning’

mothers based on predicted childbirth probabilities. Descriptives confirm that ‘planning’

mothers have higher wages, earnings, and employment rates than ‘non-planning’ mothers

in the years before pregnancy. In the years after the birth of their first child, both groups

of mothers have similar employment rates, and the wage difference between ‘planning’

mothers and ‘non-planning’ mothers is smaller than before maternity. Thus, mothers

with pre-maternity careers that go along with a high likelihood of having a child have

higher losses in earnings, employment, and wages after the birth of their first child. A

likely reason is that high education, wages, and full-time employment rates are factors

that both increase the probability of starting a family and high losses due to maternity.

But also irrespective of the causality, it is striking that those women who are likely to

decide for a child have the highest short- and medium-term career losses.

The remainder of this paper is organized as follows. Section 3.2 introduces the model

set-up, methodology, and proposed MCCV algorithm to measure the different prediction

models’ performances. Section 3.3 describes the data, after which Section 3.4 presents

the main empirical results. Section 3.5 concludes the paper.

36This is a data-driven calibration scheme based on the Akaike’s information criterion (AIC) [Akaike,
1973].

37This is a data-driven calibration scheme based on the Bayesian information criterion (BIC) [Schwarz,
1978].
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3.2 Methodology

3.2.1 Model and assumptions

In this section, we introduce the notation, formulate the general model set-up, and intro-

duce the assumption imposed on the DGP.

Notation: Numbers and real-valued parameters are denoted by lower-case letters a, vec-

tors by bold-face lower-case letters a, matrices by capital letters A, sets by capital calli-

graphic letters A, target parameters by additional stars a∗, a∗, and parameter estimates

by additional hats â, â. The support of a vector a := (a1, . . . , ap)
> ∈ Rp is denoted by

supp(a) := {j ∈ {1, . . . , p} : aj 6= 0}, and the `1-norm is defined by ||a||1 :=
∑p

j=1 |aj|.
The maximum norm of a vector a ∈ Rp is denoted by ||a||∞ := maxj∈{1,...,p} |aj|. The

cardinality of a set A and the absolute value of a vector entry aj are denoted by | · |.
We consider data in form of a real-valued deterministic design matrix X ∈ Rn×p and

a binary response y ∈ Rn. We denote the rows of X by x1, . . . ,xn ∈ Rp and the columns

of X by x1, . . . ,xp ∈ Rn. The design matrix X is preprocessed and normalized according

to a standard scaling procedure described in the data section. Further, we assume that

the samples (xi,1, . . . , xi,p, yi) are independently and identically distributed (i.i.d.), which

is realistic in our empirical application because we consider cross-sectional units that are

randomly drawn from a large population.

We define the vector of residuals as u = (u1, . . . , un)> with entries ui = yi − P(yi =

1|xi) for i ∈ {1, . . . , n}. The vector u is random noise with mean zero, i.e., E(yi−P(yi =

1|xi)) = 0.

In this paper we focus on a nonlinear framework. The design matrix X and the binary

response vector y are linked to standard logistic regression model

P(yi = 1|xi) =
exp(x>i β

∗)

1 + exp(x>i β
∗)

(i = 1, . . . , n), (3.2.1)

where β∗ ∈ Rp is the unknown regression vector.

We assume that the DGP can be modeled by sparse estimates, that is, |supp(β̂)| �
min{n, p}. The sparsity assumption essentially enables us to move from the potentially

large parameter vector space Rp to a smaller subspace of it and is achieved here by

sparsity-inducing functions that complement the classical logistic regression estimator.

Throughout this paper, we use the `1-regularizer that encourages a sparse coefficient

vector where many entries shrink exactly to zero.38

38The `1-penalty has this property thanks to its diamond-shaped constraint region for the parameter
vector, such that certain coordinates of the parameter vector are set exactly to zero when the contours
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3.2.2 Estimation

Throughout our estimations, we leverage a two-stage estimation procedure. First, we

run `1-penalized logistic regression to screen the important predictor variables. Second,

we supplement the first estimation stage by subsequent logistic regression on the set of

selected predictor variables. The rationale behind this two-step procedure is that the

initial estimator (the first step is eq. (3.2.2)) is used only for screening for the non-

zero entries of the parameter vector, while the corresponding estimates are determined

entirely by subsequent logistic regression (the second step is eq. (3.2.3)). Hence, the

two-step procedure assumes that the initial estimator is sparse, i.e., |Ŝ| � min{n, p}, and

that it yields accurate variable selection, i.e., Ŝ ≈ S. The proposed two-step procedure

is applied to the same data (samples).

This way to draw coefficient estimates and determine the selected models’ prediction

performance is most common in the high-dimensional linear regression to reduce the

prediction bias induced by `1-type estimators and is known as least-squares refitting (e.g.,

Belloni and Chernozhukov [2013]; Chzhen et al. [2019]; Lederer [2013]). The reason for

this is that least-squares provide an precise and unbiased estimator in low-dimensional

and correctly specified models. Lederer [2013] shows that refitting can be beneficial for

prediction even for settings with highly correlated design matrices like in our case.

The goal is to estimate the support set S = supp(β∗) for the model in eq. (3.2.1) with

the family of regularized estimators

β̂[r,X,y] ∈ arg min
β∗∈Rp

{L[β∗, X,y] + rh[β∗]}, (3.2.2)

for a tuning parameter r ∈ [0,∞) and with prior function h : Rp → [0,∞], which we

specify as sparsity inducing `1-prior function

h[β∗] := ||β∗||1,

where ||β∗||1 :=
∑p

j=1 |β∗j |, with | · | denoting the absolute value.39 The objective func-

tion in eq. (3.2.2) is the negative log-likelihood function L[β∗, X,y] =
∑n

i=1(log(1 +

exp(x>i β
∗)) − yix

>
i β

∗)/n. Besides to setting a part of parameters exactly to zero as

of the logistic regression estimator touch the constraint region at the extremes.
39General books and lecture notes on high-dimensional statistics and sparsity-type estimators, which

in this paper also serve as a terminology catalog and template for the mathematical notation, include
Bühlmann and van de Geer [2011], Giraud [2014], Hastie et al. [2009], Hastie et al. [2015], and Lederer
[2018a]. The reader interested in background information and formal definitions of the concepts applied
in this paper is referred to this literature.
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intended, the favoring of small parameters of the `1-penalty40, showed theoretically41 and

observed in practice (e.g., Bühlmann and Mandozzi [2014]), can lead to an overall un-

wanted shrinkage of the estimates [Hastie et al., 2015]. To reduce such prediction bias,

we refit the regularized estimators β̂ with subsequent logistic regression estimation on the

support Ŝ := supp(β̂):42

β̂refit[XŜ ,y] ∈ arg min
α∗∈Rp

supp[α∗]⊂Ŝ

{L[α∗, XŜ ,y]}. (3.2.3)

3.2.3 Tuning parameter calibration

In this paper, we use CV43 and adaptive validation44 (AV) schemes for calibrating the op-

timal, in practice unknown, tuning parameter r∗ for the prediction and variable selection

tasks, respectively. Besides, we use two other most widely used calibration schemes based

on information criteria: the AIC [Akaike, 1973] and the BIC [Schwarz, 1978]. All four

procedures are completely data-driven calibration schemes. CV- and AIC-based proce-

dures are typically designed for nothing else than prediction and thus typically not suited

for feature selection [Arlot and Celisse, 2010; Shao, 1993]. In contrast, BIC- and AV-type

procedures are primarily used for feature selection [Li and Lederer, 2019; Zhang et al.,

2010].

For the prediction task, we use 10-fold-CV, which repeatedly splits (10x) the sam-

ples into two disjoint sets: a training set for fitting the parameters and a validation set

for estimating those parameters’ prediction errors. It selects the tuning parameter that

minimizes the average 10-fold CV error, i.e.,

r̂CV ∈ arg min
r∈R

l̂[r], with l̂[r] :=
1

10nv

10∑
j=1

L[yVj , XVj β̂[r,yTj , XTj ]], (3.2.4)

where L[yVj , XVj β̂[r,yTj , XTj ]] :=
∑nv

i=1(log(1 + exp(x>Vj ,i β̂[r,yTj , XTj ])) −
40The `1-penalty has been first introduced in the context of linear regression models as the least

absolute shrinkage and selection operator (LASSO) in Tibshirani [1996]. `1-penalized logistic regression
has been first introduced in Lokhorst [1999].

41An early theoretical research among many on lasso-type estimators in this context is Knight and Fu
[2000].

42Two early examples of two-stage estimation procedures, which have been developed to alleviate the
prediction bias in lasso-type estimators, are known as the LARS-OLS-hybrid [Efron et al., 2004] and the
relaxed Lasso [Meinshausen, 2007].

43Two examples for early research on CV are Allen [1974] and Stone [1974]. CV is the most widely
used calibration scheme for prediction. References and an overview about the existing theory for CV can
be found in Arlot and Celisse [2010].

44AV schemes for calibrating the tuning parameter of the LASSO in the supremum norm `∞-loss has
been first introduced in the context of high-dimensional linear regression models in Chichignoud et al.
[2016].
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yVj ,ix
>
Vj ,i β̂[r,yTj , XTj ]) is the negative log-likelihood function, Tj := {1, . . . , n}\Aj

and Vj := Aj, j ∈ {1, . . . , 10} are the 10 training and validation sets, with T1, . . . , T10

of size nt := n − nv and A1, . . . ,A10 having equal cardinality of nv := n/10, and

β̂[r,yTj , XTj ] is the estimator obtained from the training data. We consider a grid of

N = 500 tuning parameters that are equally spaced on [r1, rN ], where r1 = 0.0001rN

and rN = 5
√

log(p)/n. This tuning parameter grid is applied to all four calibration

procedures.

CV schemes often yield good prediction results.45 On the other hand, CV is exclu-

sively designed for prediction tasks. Since we are also interested in finding the ‘relevant

predictors’ in terms of variable selection/feature selection, we apply a recently developed

calibration scheme proposed by Li and Lederer [2019] for feature selection within `1-

penalized logistic regression. Unlike CV, it is equipped with finite sample guarantees,

and it is based on a testing procedure and sharp l∞-bounds. While CV is aimed on the

prediction loss L[Xβ∗, Xβ̂] [Arlot and Celisse, 2010], the Testing-based procedure is aimed

on the variable selection loss ||β∗− β̂||∞. This kind of l∞-loss formulates theoretical guar-

antees/bounds under which the estimator can recover the target vector β∗ itself. Thus,

the two calibration schemes answer two completely different questions. In our setting,

prediction can provide a model that relates fertility outcomes y with the employment and

wage histories. In contrast, with feature selection, one can study which employment and

wage predictors are correlated with the fertility outcome and can estimate the strength

of these dependencies. Variable selection and estimation are more challenging than the

prediction, as we have to limit the correlations between the covariates.46 However, we are

allowed to select from a large set of potential employment history factors the predictors

that are most useful in discriminating between the two fertility outcomes (birth/no birth).

The Testing-based calibration scheme of Li and Lederer [2019] selects the tuning pa-

rameter according to

r̂Testing = min
{
r ∈ R : ||β̂r′ − β̂r′′ ||∞ ≤ Cr′ + Cr′′ ∀r′, r′′ ≥ r

}
(3.2.5)

and sets

ŜTesting = {j ∈ {1, . . . , p} : |(β̂r̂)j| ≥ 3Cr̂}, (3.2.6)

45Two empirical applications of CV schemes for the prediction purpose from the field of economics are
Kleinberg et al. [2015] and Kleinberg et al. [2018].

46We have to assume that the relevant variables are not highly dependent (minimal eigenvalue con-
dition) and that the relevant covariates are not strongly correlated with the irrelevant ones (irrepre-
sentability condition [Zhao and Yu, 2006]). The assumption of near-orthogonal design is unrealistic in
our empirical application, but the empirical examples of Li and Lederer [2019] show good performance
even when the model deviates substantially from this assumption.
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where we choose C = 6 for the constant, as suggested by Li and Lederer [2019], and

conduct the l∞-tests along the same tuning parameter grid as for the CV scheme de-

fined above. The intuition behind this data-driven calibration scheme is to choose the

smallest tuning parameter among the ‘large enough’ ones that can control the random

noise. The second part (eq. (3.2.6)) ensures that only all sufficiently large predictors

are selected. Overall, the Testing-based calibration scheme ensures that the number of

false positives (fp) (# of falsely selected predictors) and false negatives (fn) (# of falsely

omitted predictors) is typically small and thus guarantees optimal feature selection.

AIC and BIC select the tuning parameter according to the following loss minimizing

rule

r̂AIC ∈ arg min
r∈R

l̂[r], with l̂[r] := 2 · L[y, Xβ̂[r,y, X]] + 2 · p, (3.2.7)

and

r̂BIC ∈ arg min
r∈R

l̂[r], with l̂[r] := 2 · L[y, Xβ̂[r,y, X]] + p · log(n), (3.2.8)

where L[·] is the negative log-likelihood function and p := |Ŝ| is the number of nonzero

entries in β̂[r,y, X].

3.2.4 Performance measure of prediction models

We implement and apply MCCV (repeated random sub-sampling validation) to the lo-

gistic regression refitting47 in eq. (3.2.3) to determine the classification accuracy of the

various prediction models. We generate k = 1048 splits uniformly at random into training

sets T1, . . . , T10 of size nt = 9
10
∗n and validation sets V1, . . . ,V10 of size nv := n−nt and then

compute the Hamming distance hd :=
∑k

j=1 |ĈVj\C∗Vj |+(|C∗Vj |−|ĈVj ∩ C
∗
Vj |) and the average

power over the repeated random sub-sampling validation sets power := 1
k

∑k
j=1

|ĈVj ∩ C
∗
Vj
|

|C∗Vj | ∨ 1

(proportion of correctly identified births in total number of true births in the validation

sets), where C∗ and Ĉ denote the true set and the predicted set of women with births in

2005 (2008), respectively.

47For the models specified by hand, only the second step - the simple logistic regression on the support
- of the two-step procedure is applied.

48As a rule of thumb: the larger the number of data splits, the more stable but computationally
demanding the MCCV algorithm is. In practice, we therefore recommend k = 10 as trade-off between
computation effort and stability.
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3.2.4.1 Data-dependent threshold

In our sample, there are 30 576 (30 969) women, among which only 1 548 (1 673) have a

first birth in 2005 (2008). This is a case with extremely unbalanced classes, where the class

of interest (class 1, births) is the rare class. If we would use the default threshold of 0.5 to

map the predicted probabilities to class labels, because of the dominating marginal prob-

ability of class 0 (no births), the resulting prediction models would artificially misclassify

a considerable amount of non-mothers as mothers and thus result in poor performance (a

large number of false positives). Therefore, we adjust the default threshold by utilizing

the information on the proportion of mothers in our training samples and the distribution

of fitted values of the training sets to define a data-dependent threshold for the validation

sets. For this purpose, we force the respective prediction models to classify only the like-

liest l % of women (the women with the highest predicted incidence of birth) as mothers,

where l is the percentage of mothers in the respective training sample. To determine

the data-dependent threshold, in each Monte Carlo repetition, we compute the respective

sample quantile (1−l) of the distribution of fitted values of the training set and apply it to

the predicted probabilities of the validation set. Consequently, the data-dependent thresh-

old is defined as T := Q
1−
|C∗Tj

|

nTj

[p̂Tj ] for j = 1, . . . , k, where p̂Tj := G(XTj β̂refit[yTj , XŜTj
])

with G(·) is the CDF of the logistic function. Thus, the corresponding estimated class

recovery sets are defined as ĈVj := {i : p̂iVj > T} for j = 1, . . . , k and i = 1, . . . , nv, where

p̂Vj := G(XVj β̂refit[yTj , XŜTj
]). As we know the true number of mothers in the respective

validation set |C∗Vj |, we can finally compute the Hamming distance and the average power

over the Monte Carlo repetitions. The following table summarizes the main steps of our

proposed MCCV algorithm with data-dependent threshold moving.

The choice of the threshold is crucial when dealing with classification problems with

class imbalanced samples. The data-dependent quantile threshold proposed here aims

to optimize the classification accuracy in a way that the extremely unbalanced classes

considered here are shifted in the direction of a balanced class label problem. The rationale

behind this threshold moving is to equalize the probabilities of making false negative

and false positive mistakes, i.e., to treat the two mistakes fairly. Consequently, this

threshold adjustment gives the Hamming distance the best chance to reach its theoretical

minimum.49 Otherwise, we would force our classification algorithms either to artificially

have many fp or fn.

49O’Brien and Ishwaran [2019] prove that the quantile threshold that uses the empirical frequency of
the minority class labels as cut-off point maximizes the sum of the true positive (tp) and true negative
(tn) rates and thus is the optimal threshold for class imbalanced data. As maximizing the sum of the tp
and tn rates is equivalent to minimizing the sum of the fp and fn rates, we have a theoretical underpinning
that this quantile threshold is also optimal in terms of the Hamming distance.
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Monte-Carlo cross-validation algorithm with data-dependent threshold moving

Given: y ∈ Rn, X ∈ Rn×p, number of splits is set to 10, training sample size is set to 90%
of the sample size, estimated (or hand-specified) support set Ŝ

Searched: power := 1
10

∑10
j=1

|ĈVj ∩ C
∗
Vj
|

|C∗Vj | ∨ 1 , hd :=
∑10

j=1 |ĈVj \ C∗Vj |+ (|C∗Vj | − |ĈVj ∩ C
∗
Vj |)

1: for j = 1, . . . , 10 do
2: Generate a random split of data into 90% training data XŜTj

and 10% validation data

XŜVj
3: Run logistic regression on XŜTj

→ β̂refit

4: Compute fitted values p̂Tj := G(XTj β̂refit[yTj , XŜTj
])

5: Compute predictions for validation data with fit from step 3:

p̂Vj := G(XVj β̂refit[yTj , XŜTj
])

6: Compute threshold based on the distribution of fitted values from step 4 and the proportion
of births in the training set T := Q

1−
|C∗Tj

|

nTj

[p̂Tj ]

7: Obtain class recovery set ĈVj := {i : p̂iVj > T}, where i = 1, . . . , nv
8: Compute and store power and hd
9: end for

Our proposed MCCV algorithm with data-dependent threshold moving can be seen

as an example of the quantile-classier (q-classifier) for class imbalanced data, which was

introduced in Mease et al. [2007] and extended in O’Brien and Ishwaran [2019]. O’Brien

and Ishwaran [2019] proposed the q∗-classifier that stems from a density-based approach

and leads to the useful property that the q∗-classifier jointly maximizes the sum of true

positive and true negative rates for imbalanced data while simultaneously minimizing the

weighted risk. The q∗-classifier maps a sample to the minority class if the minority class

conditional probability exceeds q∗ ∈ (0, 1), where q∗ is defined as the unconditional prob-

ability of observing a minority class sample. Whereas the authors apply q∗-classification

with random forest, we implement it using MCCV to assess the prediction performance of

the logistic regressions (with refit) with the hand-specified and machine-estimated support

sets, respectively.

The way in which the data-dependent quantile threshold T is defined can cause differ-

ent empirical consequences. In the ideal case, when the distributions of the fitted values

(training set) and the predicted values (validation set) are approximately equal, the true

positives (tp) (or the power) are sufficient for assessing the prediction performance of the

different approaches. In other words, since the data-dependent quantile threshold exactly

determines what percentage of women can be classified as mothers in the training sam-

ples, the fn, fp, and true negatives (tn) follow (on expectation) directly from the tp in the
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respective validation samples if the distributions of the fitted values (training set) and pre-

dicted values (validation set) are approximately the same. If, however, the distributions of

the fitted values (training set) and predicted values (validation set) deviate considerably

from each other, then inevitably a higher (or lower) amount of women will be classified

as mothers than originally intended by the algorithm fed with the information from the

training data. As a consequence, we can no longer draw conclusions about the fn, fp, and

tn from the information about the tp alone. A deviation in the distributions of the fitted

and predicted values in combination with a model specification containing a large number

of predictor variables is a strong indication for overfitting. This is because the coefficient

estimates contain too much training-specific noise (since the model is overspecified), i.e.,

the estimators miss the essential structure of the DGP over the peculiarities of the data at

hand, resulting in poor predictions and an ill-specified distribution. Then, the algorithm

can no longer find the training-related percentage of mothers in the validation data.50

3.2.4.2 Classification with discontinuous distributions

We use the `1-penalized logistic regression as well as the conventional logistic regres-

sion as classification algorithms.51 To ensure replicability of the results, we use random

seeds for each iteration of the loop. We use a new seed with each subsequent iteration

but the same seed within the same loop iteration for the considered prediction models.

The MCCV procedure assumes enough smoothness (continuity) of the distribution of

the predicted probabilities, i.e., the predicted probabilities should not form a discrete

staircase probability distribution. Violations of the continuity property can lead to a

data-dependent quantile threshold that can no longer perform statistical classification, as

the value of the threshold would correspond to the predicted probabilities of one of the

discrete groups (depending on the quantile), and the samples of the corresponding group

are either all mapped to class label 1 or to class label 0 (depending on whether the class

recovery argument is defined as > or ≥). This would lead to an artificially induced mis-

classification of the samples. The main reasons for discontinuities in the distribution of

the predicted probabilities are the underlying data structure of the explanatory variables

and the number of predictors included in the model. In other words, too little variation in

the data structure leads to a clustering behavior of the predicted probabilities. Suppose

a predictive model, for instance, contains only one discrete variable. In that case, this

50Note: fn, fp, tn follow only directly from the tp on expectation since the threshold is evaluated on
the training data set and applied to the respective validation data set.

51The (`1-penalized) logistic regression itself simply models conditional probabilities of the outcome
and does not perform statistical classification. However, it can be leveraged as a classifier by defining,
for instance, a threshold point and classifying samples with probabilities greater than the threshold as
one class and below the threshold as the other.
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inevitably leads to a non-smooth distribution of the predicted probabilities, with jumps

between the different discrete groups and predicted constant probabilities within the same

discrete groups.

In our empirical application, we have two benchmark cases based on the conventional

variable choice that severely violate the continuity assumption: an empty model (including

only an intercept) and a model including only an age variable (and age squared). By

definition, the intercept (empty model) shows no variation at all and always results in

predicted constant probabilities across all samples. The age variable has 17 different

discrete classes (age from 23 to 40) and thus also results in predicted constant probabilities

across the age groups. However, since the MCCV procedure requires sufficient variation

in the predicted probabilities (especially in the upper tail of the distribution) to compute

the prediction performance based on the data-dependent quantile threshold, we cannot

use this tool to measure the classification accuracy of the above-mentioned two model

specifications.52 Instead, we use an adapted procedure for these specifications. To do

this, we randomly map the required number of samples to class label 1 (birth) from the

pool of samples which have ‘predicted probability = threshold’. More precisely, since

our class recovery argument is defined as >, no sample is initially assigned to class label

1 (birth), even though there are 1, 548 (1, 673) births in the 2005 (2008) sample. If x

samples should be assigned to class label 1 (birth) (according to the empirical frequency

of births in the sample) and y samples have ‘predicted probability = threshold’ (with

x ≤ y), then x samples would be randomly drawn from the y samples. The adapted

procedure basically calculates a conditional expectation since it only randomly assigns the

required number of samples to class label 1 (birth) if they meet the condition ‘predicted

probability = threshold’. We thus calculate the expected Hamming distance and the

expected power for the two specifications. The expected value is a fair comparison to

the other models because a random draw (without any information in the model) would

classify 1 548
30 576

% ( 1 673
30 969

%) of women as mothers, and this will result in a few correctly

classified mothers and in many falsely classified mothers and non-mothers.

52If we use the MCCV algorithm for the two model specifications, we would classify all women as
non-mothers and get a power of 0 (if the class recovery argument is defined as >). If the class recovery
argument is defined as ≥, we will classify all women as mothers in the empty model. In the model
including only the age variable, we would classify all women in the ‘likeliest’ age group as mothers.
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3.3 Data and Empirical Approach

3.3.1 Data

We use a custom-shaped administrative data set based on social security records created

for the analysis of female employment biographies in Germany.53 It is based on the

Integrated Employment Biographies (IEB) provided by the Research Data Center (RDC)

of the Federal Employment Agency at the Institute for Employment Research and on a

subsample of Pensions Records of the RDC of the German Pension Insurance.

The IEB cover all persons employed subject to social security contributions or receiv-

ing transfer payments from the labor agency or being registered job seekers.54 Weekly

anonymized subsamples of the data are available for scientific research (e.g., the “SIAB”)

and have been used in a number of studies on employment decisions of mothers and the

effects of maternity leave (see, e.g., Adda et al. [2017]; Boellmann et al. [2020]; Ejrnæs

and Kunze [2013]; Schönberg and Ludsteck [2014]). The IEB contain detailed daily infor-

mation on, e.g., employment, earnings, receipt of unemployment benefits as well as basic

demographics. While the large sample size, the longitudinal nature, and the precise and

reliable employment information are substantial advantages of data sets generated from

the IEB, the birth of a child can be identified only indirectly through employment breaks

assumed to represent maternity leave. This strategy is prone to measurement error and

cannot capture births by mothers who are out of the labor force during pregnancy.

Because of this weakness of the IEB, for the custom-shaped data set, direct informa-

tion of children’s births from the German Pension Insurance has been merged to the IEB.

Pension accounts provide a fertility record for every woman who has ever been enrolled

in the the pension insurance. This is basically equivalent to ever appearing in the IEB.

Pension accounts include fertility information because women receive an automatic con-

tribution for child-rearing years. The fertility information as well as some information

on employment, earnings, and basis demographics are accessible for a specific sample

maintained by the RDC of the German Pension Insurance.55 This sample provides the

basis for the construction of our data. It was impossible to execute the merge of the

two data sources based on social security numbers or names because they are not avail-

53The data set was built by project 7 (“Female Employment Patterns, Fertility, Labor Market Reforms,
and Social Norms: A Dynamic Treatment Approach”) and project 16 (“Custom Shaped Administrative
Data for Analysis of Labour Market” (CADAL)) of the priority program 1764 of the German Research
Foundation (DFG).

54Not included are civil servants including the majority of teachers as well as the self-employed.
55Several data products of the RDC of the German Pension Insurance are based on this sample which

is called “Versicherungskontenstichprobe”. It is a stratified sample from all insured persons, drawn in
1983 and maintained and supplemented with younger cohorts since then, see, e.g., Kreyenfeld and Mika
[2008].
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able in the RDC at the Institute for Employment Research and could not be retrieved.

Therefore, the merge is based on statistical matching: every woman in the pension data

has been searched in the IEB based on her birth month and year, regional information,

and employment records. To obtain a good match quality, we restrict the data to women

without a GDR-employment-biography and with a minimum level of attachment to the

labor market.56 In this paper, we use only matches that are assessed to be almost surely

correct. The resulting data set covers information on 95,530 women and the years 1975

to 2014.

3.3.2 Sample and Descriptives

Our goal is to predict the incidence of a woman’s first childbirth in a particular calendar

year from employment records and basic demographics. We focus on West Germany and

the years 2005 and 2008 because, in January 2007, an important reform of the German

parental benefits system came into effect. A key goal of the reform was to lower the

opportunity costs of childbearing for women with medium and high pre-birth earnings.

In Germany, mothers receive an income replacement during mandatory maternity leave

until eight weeks after giving birth. Before the reform, low-income parents were eligible

for a relatively small means-tested benefit until the child’s second birthday. The reform

abolished this means-tested payment and introduced the so-called “Elterngeld”, a benefit

for a parent staying at home (or working part-time) in the first fourteen months of a child’s

life. The amount of the new benefit increases with pre-birth earnings up to a maximum

amount of 1800 Euros per month. The reform has affected fertility decisions (see Raute

[2019]) and may also impact how employment and wage histories are related to family

planning. For our prediction of births, we, therefore, pick one year in the pre-reform

period and one year in the post-reform period to be able to look at potential changes.

We restrict our sample to women aged 23 to 42. Before age 23, many women have not

yet entered the labor market (and thus have no employment records), while few women

have their first child at an age older than 42. The age restriction corresponds to the birth

cohorts 1963 to 1988. Because we predict the birth of a first child, we only leave women

who do not yet have a child before 2005 (or 2008, respectively) in the sample. Finally, we

drop those individuals for whom there is no employment, benefit, or job search record in

the data in either year two or year three before the year in which the prediction occurs.

Without this restriction, we would include some individuals in the “no-birth” group who

have left Germany or have died and thus cannot have a birth recorded in our data.

Thus, the final sample consists of young, initially childless, West German women

56Readers who are interested in additional details on the custom-shaped administrative data set and
the imposed sample restrictions are referred to the supplementary appendix in Chapter B.
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Table 3.3.1: Descriptives

Women with birth in 2005 Women with no birth in 2005
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

age2 28.211 3.954 21 40 28.459 5.278 21 40
low education2 0.125 0.331 0 1 0.179 0.384 0 1
middle
education2

0.740 0.439 0 1 0.709 0.454 0 1

high education2 0.127 0.333 0 1 0.090 0.287 0 1
non-German
citizenship2

0.087 0.282 0 1 0.084 0.277 0 1

employed2 0.876 0.330 0 1 0.783 0.412 0 1
full-time
employed2

0.752 0.432 0 1 0.622 0.485 0 1

part-time
employed2

0.099 0.299 0 1 0.097 0.295 0 1

marginally
employed2

0.017 0.131 0 1 0.054 0.226 0 1

daily wage2

(missing
if non-employed)

64.301 33.009 0.748 167 59.461 34.657 0.032 167

daily wage2

(zero
if non-employed)

56.326 37.468 0 167 46.559 39.258 0 167

experience2 5.671 3.583 0 20 5.540 4.641 0 21
unemployment
benefits2

0.025 0.157 0 1 0.026 0.160 0 1

registered job
search while not
employed2

0.000 0.000 0 0 0.001 0.038 0 1

change of
establishment2

0.149 0.356 0 1 0.177 0.382 0 1

Note(s): N1 = 1, 548 women with birth in 2005 and N2 = 29, 029 women with no birth in
2005. N = 30, 577.

with some recent attachment to the labor market. The sample includes N05 = 30, 577

and N08 = 30, 970 individuals for the years 2005 and 2008, respectively. Out of these

N05,1 = 1, 548 (N08,1 = 1, 673) have a first child in 2005 (2008). Tables 3.3.1 and 3.3.2

provide descriptive statistics for some key variables by sample and by birth status. The

information relates to two years before the potential birth. The majority of women hold a

vocational training degree (women with a birth in 2005/2008: 74%/72%, women with no

birth in 2005/2008: 71%/70%), around 13%/14% of women with births in 2005/2008

(women with no birth in 2005/2008: 9%/10%) are tertiary educated, and 13%/12%

(women with no birth in 2005/2008: 18%/18%) have no post-secondary degree. Two
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Table 3.3.2: Summary statistics

Women with birth in 2008 Women with no birth in 2008
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

age2 28.814 4.193 21 40 28.883 5.340 21 40
low education2 0.124 0.329 0 1 0.181 0.385 0 1
middle
education2

0.722 0.447 0 1 0.697 0.459 0 1

high education2 0.139 0.346 0 1 0.098 0.297 0 1
non-German
citizenship2

0.076 0.265 0 1 0.083 0.275 0 1

employed2 0.888 0.315 0 1 0.792 0.406 0 1
full-time
employed2

0.726 0.446 0 1 0.604 0.489 0 1

part-time
employed2

0.125 0.331 0 1 0.108 0.310 0 1

marginally
employed2

0.027 0.164 0 1 0.070 0.255 0 1

daily wage2

(missing
if non-employed)

66.733 37.706 1.397 172 60.245 38.512 0.026 172

daily wage2

(zero
if non-employed)

59.223 41.235 0 172 47.123 41.503 0 172

experience2 6.269 3.850 0 20 5.913 4.730 0 21
unemployment
benefits2

0.033 0.180 0 1 0.040 0.195 0 1

registered job
search while not
employed2

0.002 0.049 0 1 0.007 0.086 0 1

change of
establishment2

0.149 0.356 0 1 0.174 0.379 0 1

Note(s): N1 = 1, 673 women with birth in 2008 and N2 = 29, 297 women with no birth in
2008. N = 30, 970.

years before potential birth, the average age is between 28 and 29 years in all samples.

The average employment rate two years before a potential birth is 88%/89% for women

with birth in 2005/2008 and 78%/79% for women with no birth in 2005/2008. Most of

the women work full-time (women with a birth in 2005/2008: 75%/73%, women with

no birth in 2005/2008: 62%/60%), followed by part-time working (women with a birth

in 2005/2008: 10%/13%, women with no birth in 2005/2008: 10%/11%) and marginally

employed women (women with a birth in 2005/2008: 2%/3%, women with no birth in

2005/2008: 5%/7%). In our samples, around 9%/8% of the women have non-German

citizenship. The average daily wage among working women two years before potential
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birth in 2005/2008 is around 64 EUR/67 EUR (women with no birth in 2005/2008: 59

EUR/60 EUR).

3.3.3 Specification

To predict the event of having a first child in a particular year based on employment

records and basic demographics, we generate many separate variables from our social se-

curity data to capture the available information on the employment and unemployment

history in a very detailed and flexible way. The prediction relies on time-constant in-

formation and information relating to periods before conception, thus periods when the

individual does not know that she will have a child at a particular point in time. For the

2005 (2008) sample, we use information from data spells until 2003 (2006). Employment

records from 2004 (2007) and 2005 (2008) cannot be used for prediction because they may

themselves already be influenced by the birth (and pregnancy) to be predicted. Consider

an individual having a baby in January 2008. She has most likely learned about her

pregnancy in the first half of 2007, and the pregnancy may induce her to work less later

in 2007, or she may work more to increase her parental benefit claim or save money. For

these reasons, we use time-varying information up until two years before the prediction

year. To capture the career evolution for each individual time-varying information (e.g.,

the employment status) from several years is used for prediction.

Although our goal is to predict entering motherhood from labor market information,

we also include age, education, and a non-German nationality dummy. These demograph-

ics are strongly related to labor market careers, and many labor market outcomes have

no meaningful interpretation without them. For instance, ten years of experience are a

different signal for a 30-year-old than a 40-year-old. Age, education, and immigrant sta-

tus also affect fertility directly.57 This means that our prediction relies on labor market

histories in combination with basis demographics available from social security records

and not purely on labor market histories.58

Tables 3.6.1 and 3.6.2 in the appendix contain variable descriptions and detailed de-

scriptive statistics of all baseline predictors for both samples. Among the 95 baseline

predictors, 28 are continuous (e.g., experience in years), and 67 are binary (e.g., a dummy

variable for a change of establishment). The predictors collect information on age, expe-

rience, daily earnings, change of establishment, unemployment benefits, welfare benefits,

57See, e.g., Fitzenberger et al. [2013]; Frühwirth-Schnatter et al. [2016]; Miller [2011]; Raute [2019]. In
particular, Miller [2011] finds that delaying first birth is most advantageous for highly educated women
in terms of career costs. So we would expect that highly educated women jointly planning career and
pregnancy give birth to a first child on average relatively late compared to low-educated women.

58Adding individual characteristics like marital status or real estate property would imply abandoning
the idea to predict fertility based on work histories. As we don’t have such information in our data, also
for practical reasons, we can not use such information.
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registered job search, full-time employment, part-time employment, marginal employ-

ment, education, different wage profiles, wage growth, non-German citizenship, occupa-

tions. To relax functional form assumptions, we consider second-order polynomials for

the variables experience and age.

As different aspects are likely to work together in various ways, we allow for a wide

range of interactions between the baseline predictors. For example, a medium-level wage

may induce a high-skilled woman to delay fertility to be able to realize promotions before

entering motherhood, while the same wage may signal career goals to be reached for a low-

skilled woman. Thus, we interact the baseline predictors with each other in many different

ways. To be concrete, we interact time constant variables with time-varying variables

relating to different periods and different time-varying variables relating to the same

periods with each other. We consider those interactions that make sense from an economic

point of view, that go beyond the information already included in generated baseline

predictors (like the wage profile variables), and that do not lead to perfect multicollinearity

and separation. Overall, this results in 307 (300) predictor variables.

3.3.4 Data preprocessing

In our analysis, we encounter separation [Albert and Anderson, 1984], in which one or

more of the covariates perfectly predict the binary outcome. As a result of this phe-

nomenon, at least one maximum likelihood parameter estimate diverges to ±∞. In our

case, separation is an artifact from having a data set with highly unbalanced outcomes

(births are the rare event) combined with binary predictor variables having only a few

entries (in about 0.1% of the cases) other than zero. Five baseline dummy variables

cause separation in our analysis: registered job search while not employed, glazier, wood

worker, building professions, and machinists. To solve the separation problem, we follow

the solution most widely used in applied work (e.g., Cameron [2000]) by simply dropping

the disturbing variables from the analysis.59 We justify our approach with the underlying

problem described above: separation occurs because we consider an extremely unbalanced

outcome variable in combination with dummy predictor variables having only a few entries

other than zeros.

The Testing-based procedure assumes that the design matrix X ∈ Rn×p is normalized

such that (X>X)jj = n for j ∈ {1, . . . , p}. Beyond that, in the ML literature it is often

recommended to scale the matrix before running maximum likelihood. Therefore, we

scale the data before applying `1-penalized/conventional logistic regression according to

59This is also the recommended approach in an article on statistics and econometrics [Davidson and
MacKinnon, 1993]. However, more recent works (e.g., Zorn [2005]; Rainey [2016]; Heinze and Schemper
[2002]) have criticized this approach and have suggested alternative approaches based on penalized tech-
niques and additional data collection to solve the separation problem.
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a standard scaling transformation

xji 7→
xji −

∑n
k=1 x

j
k/n√∑n

l=1(xjl −
∑n

k=1 x
j
k/n)2/(n− 1)

, for i ∈ {1, . . . , n}, j ∈ {1, . . . , p},

which sets the predictors’ sample means to zero and their Euclidean norms equal to
√
n. This transformation circumvents intercepts and homogenizes regularization.60 This

normalization procedure presumes that the scaled data follows a multivariate normal

distribution.

60For high-dimensional regularization, see, for instance, Lederer [2018a].
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3.4 Results

3.4.1 Prediction performance

We apply the `1-penalized logistic regression with the four different calibration schemes

for the tuning parameter and implement the refitting as described in Section 3.2.61 For

comparison, we use a specification for which a small number of covariates is selected

based on prior ideas which variables may be economically important and on standard

significance tests.62 This ‘Hand-design-model’ is not based on an objective or formal

procedure. It shall mimic how empirical researchers would often approach the problem

to select relevant variables. We compare the prediction performance of this specification

with those proposed by the ML algorithms.

Furthermore, we estimate a logistic regression with only an intercept (hereafter called

‘Empty-model’) and one with the full set of variables (hereafter called ‘Full-model’). The

‘Full-model’ marks the extreme case of just using all variables, so not investing in any

selection procedure. The ‘Empty-model’ serves as a reference point to assess to which

extend information from our data improves the prediction of having a first child in the

respective year. Age is basic demographic information that is likely relevant to predict

fertility. To see whether information from employment records improves prediction beyond

the mere information on age, we finally run a model (hereafter called ‘Age-model’) which

only includes age2 and age2
2.

The main criterion to assess the performance of the specifications is the classification

accuracy which measures the goodness of fit to the data based on prediction errors. We

report the power and the Hamming distance (see Section 3.2 for details). The power is

the proportion of correctly selected births in the total number of births in the sample.

The Hamming distance is the sum of false positives (fp) and false negatives (fn), that is,

the sum of persons falsely identified as having a child in 2005 (2008) and those falsely

identified as having no child in 2005 (2008). The higher the power and the lower the Ham-

ming distance, the better the respective model’s prediction performance. To determine

the classification accuracy of the various prediction models in terms of the power and the

Hamming distance, we apply our proposed MCCV algorithm with the data-dependent

quantile threshold, as described in Section 3.2. As we typically seek specifications that

yield a model with a small number of predictors, the number of variables is another crite-

rion. In addition, long run times are a disadvantage. Finally, note that the Testing-based

procedure has an advantage independent of performance: unlike all other procedures, it

61These are the Testing-based, CV, AIC, and BIC procedures.
62The selected variables are: age2, age22, full-time employed2, part-time employed2, marginally

employed2, experience2, and experience22.
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is equipped with finite sample guarantees and can therefore be used beyond the mere

prediction task for feature selection [Li and Lederer, 2019].

Table 3.4.1 (Table 3.4.2) reports the model size, the run time of the tuning-parameter

calibration, and the classification accuracy of the different approaches for the 2005 (2008)

sample. In addition, we report the sum of the true births in the validation sets. The

upper part of the table shows the prediction and variable selection performances of the

four data-driven approaches, while the lower part reports the performances of the four

hand-specified models.

Table 3.4.1: Results

Classification accuracy (MCCV refit)

Model
size

Run time
(in seconds)

power in % Hamming
distance

hd:=fp+fn

Σ of true
births in the

validation sets

Testing 9 18.53 10.32 2,731
(1,374+1,357)

1,512 (30,580)

BIC – 26.42 – – –

AIC 13 26.52 9.17 2,785
(1,411+1,374)

1,512

CV 10 200.08 8.86 2,783
(1,405+1,378)

1,512

Full 307 – 8.34 3,469
(2,083+1,429)

1,512

Hand-
design

7 – 8.04 2,752
(1,362+1,390)

1,512

Age 2 – 7.24∗ 2,872∗

(1,436+1,436)
1,548∗∗

Empty 0 – 5.06∗ 2,940∗

(1,470+1,470)
1,548∗∗

Upper part: prediction and variable selection performances of the `1-regularized logistic
regression with four different calibration schemes for the tuning parameter and with the
refit.
Lower part: prediction and variable selection performances of the logistic regression with
four different specifications by hand.
∗ Performance measures are based on the expected value because our proposed MCCV
method requires a variation in the predicted probabilities that is lacking in the case of
Age and Empty.
∗∗ indicates the number of births in the sample. Estimation sample 2005.

We see that the ML procedures fit sparse vectors: the four data-driven methods select

9, 0, 13, and 10, respectively, predictors out of 307 predictors (see Table 3.4.1, Column 1).

For the 2008 sample 6, 0, 15, and 17 variables are selected out of 300 potential predictors
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Table 3.4.2: Results

Classification accuracy (MCCV refit)

Model
size

Run time
(in seconds)

power in % Hamming
distance

hd:=fp+fn

Σ of true
births in the

validation sets

Testing 6 19.20 10.73 2,882
(1,454+1,428)

1,600 (30,970)

BIC – 25.89 – – –

AIC 15 26.04 10.49 2,997
(1,566+1,431)

1,600

CV 17 202.70 10.85 2,995
(1,570+1,425)

1,600

Full 300 – 10.69 3,463
(2,037+1,426)

1,600

Hand-
design

7 – 8.82 2,899
(1,439+1,460)

1,600

Age 2 – 7.83∗ 3,084∗

(1,542+1,542)
1,673∗∗

Empty 0 – 5.40∗ 3,166∗

(1,583+1,583)
1,673∗∗

Upper part: prediction and variable selection performances of the `1-regularized logistic
regression with four different calibration schemes for the tuning parameter and with refit.
Lower part: prediction and variable selection performances of the logistic regression with
four different specifications by hand.
∗ Performance measures are based on the expected value because our proposed MCCV
method requires a variation in the predicted probabilities that is lacking in the case of
Age and Empty.
∗∗ indicates the number of births in the sample. Estimation sample 2008.

(Table 3.4.2, Column 1). We observe that the CV- and AIC-based procedures select

(slightly) larger models than the Testing- and BIC-based procedures. This is expected

in view of CV and AIC being typically used for prediction and Testing and BIC being

designed for variable selection. The BIC-based method selects no variable at all and is

thus not suitable in the current application (and equivalent to the ‘Empty-model).

Column 2 of Table 3.4.1 (Table 3.4.2) summarizes the run times for the four ML

methods and shows that the Testing-based approach has the shortest run time, while

the CV-approach is computationally most intensive. This is as expected: BIC and AIC

require one complete pass of the tuning parameter path. 10-fold-CV requires one complete

pass of 10 tuning parameter paths and thus requires about 10 times more computational

power. The Testing-based scheme is the most efficient: it requires at most one complete
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pass of the tuning parameter path because it stops as soon as the tuning parameter is

selected (early-stopping).

We now turn to the goodness of fit and first consider the benchmark cases. The

‘Empty-model’ (only intercept) has the lowest power across all model specifications, fol-

lowed by the model that contains only the age variable. For the 2005 sample, the ‘Age-

model’ selects 7.24% of the true births in the data correctly, thus about 2 percentage

points more than the ‘Empty-model’ and the Hamming distance is 2,872. This indicates

that – as one would expect – for predicting the birth of a first child, age has informational

value. The power of the ‘Hand-design’ model is 8.04%. Thus employment records have

additional explanatory power. While at first glance, correctly predicting eight (or ten)

percent of the true births in the sample may seem low, one needs to consider that it is

challenging to select true positive draws of an event that both has a low probability of

realization and depends on many factors not considered here.

The model with the full set of variables has by far the highest Hamming distance

among all considered prediction models, while the power ranks it among the better choices,

although not on the first places. Thus, overall, the ‘Full-model’ it not a good choice. This

is most likely due to the overfitting phenomenon described above.63 It is thus necessary

to search for the main variables to avoid overfitting which leads to misclassification in our

application.

The model selection by the three suitable ML methods is superior to the ‘Hand-design‘

specification with regard to the power. For CV and AIC, the power is higher than for

the ‘Hand-design’ model, while also the Hamming distance is a little higher due to some

more false positives. The Testing-based scheme provides the most accurate classifica-

tion accuracy among all eight models’ specifications under consideration. It reports the

highest power (10.32%) and the smallest Hamming distance (2,732). Regarding both the

Hamming distance and the power, the advantage of Testing compared to AIC and CV is

considerable. The rankings and the relative performance are similar for the 2008 sample.

Only the advantage of the Testing-based approach over CV and AIC is smaller in the

2008 sample.

In conclusion, the Testing-based procedure reaches the best classification accuracy and

the lowest running time in both samples while selecting fewer variables than the other

procedures. To evaluate the advantage of the Testing-based procedure over the ‘Hand-

design’ model, note that the power of Testing is 2.28 (1.91) percentage points higher than

63The deterioration in performance can be seen directly from the cardinality of the class recovery
set of the ‘Full-model’. About 7.1% (2005 sample:

∑10
j=1 |ĈVj | = fp+tp

nv = 2,083+83
30,580 / 2008 sample:∑10

j=1 |ĈVj | = fp+tp
nv = 2,037+174

30,970 ) of women are classified as mothers, although only about 5%/5.2%

(2005 sample: 1,512
30,580 / 2008 sample: 1,600

30,970 ) should have been classified as mothers in 2005/2008 if the
distributions of the fitted and predicted values had been approximately equal.
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that of ‘Hand-design’. To put this into perspective – this increase is about as large as

adding the age variables to the ‘Empty-model’, which increases the power by 2.18 (2.43)

percentage points. Due to some increase in false positives, the decreases in the Hamming

distance are not as large as the increase in power, but still considerable.

3.4.2 Selected variables and interpretation

In Table 3.4.3 (Table 3.4.4), we provide the predictors selected by the three suitable ML

methods for the 2005 (2008) sample.64 The algorithms select the same or similar predictor

variables. Both in the 2005 and 2008 samples, all methods select predictors related to the

employment status and related to the wage profile with different lags. Predictors related

to unemployment benefits and welfare benefits are not selected by the methods at all.

Variables capturing experience and interactions of experience with the wage variable, the

dummy on high education, and interactions of high education and wage variables are often

selected. Out of many occupational dummies, the dummy for working in a health care

profession is selected by all methods. The Testing-based procedure additionally selects

age squared and, for the 2008 sample, whether a change of establishment occurred in

2003. From the feature selection point of view, it is interesting that the Testing-based

procedure, although fewer predictors are selected overall, selects predictors from all of the

above-mentioned areas of the employment and wage history. The selection suggests that

employment history, wages profiles, education, age, and fertility are interrelated.

Because the Testing-based procedure is suited for feature selection and because it

achieves the highest classification accuracy among the considered candidates, we turn

to the inference and interpretation of its coefficient estimates β̂Testing
refit . In Tables 3.4.5

and 3.4.6, we provide the estimation results for the logistic regression refit of the Testing-

based procedure for the 2005 and 2008 samples. Column (1) reports the refitted coefficient

estimates for the standardized support set, Column (2) provides the refitted coefficient

estimates for the non-standardized support set, and Column (3) reports the correspond-

ing marginal effects. The standard errors are given in parentheses under the respective

estimates. A first look at the results reveals that almost all of the coefficient estimates

are statistically significant.

We concentrate on the interpretation of the marginal effects in Column (3). Hold-

ing the other factors constant, being full-time employed in 2003 is associated with an

increased probability of childbirth in 2005 by on average 2.8 percentage points compared

to being non- or marginally-employed in 2003. Another 1.3 percentage point increase is

associated with full-time employment in 2001. Part-time employment in 2003 is related to

3.3 percentage points increased probability. Increasing the daily wage in 2000 by 10 euro

64As the BIC-based approach failed to select any variable it is not further discussed.
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Table 3.4.3: Selected variables

ŜTesting ŜAIC ŜCV

full-time employed2 full-time employed2 full-time employed2

full-time employed4 full-time employed4 full-time employed4

– full-time employed5 full-time employed5

– marginally employed2 marginally employed2

part-time employed2 – –

– daily wage2 daily wage2

– daily wage3 daily wage3

daily wage5 – –

strong negative wage growth5 strong negative wage growth5 –

– experience2
5 experience2

5

high education2 high education2 –

health care professions2 health care professions2 health care professions2

age2
2 – –

– wage profile 2 –

– experience2 ×
full-time employed5

experience2 ×
full-time employed5

experience2 × daily wage5 experience2 × daily wage5 experience2 × daily wage5

Note(s): 2005 Sample

is associated with an on average 0.3 percentage point higher probability of childbirth in

2005. This effect is reduced for high levels of experience as the coefficient of the interaction

term of experience squared in 2000 and daily wages in 2000 is negative. Having a strong

negative wage growth in 2003 instead of a normal, a strong positive, or no wage growth

at all increases the probability of childbirth on average by 1.7 percentage points. The role

of wage profiles before the birth of the first child has also been analyzed by Fitzenberger

et al. [2016] and Ejrnæs and Kunze [2013]. They suggest that women tend to adjust

their career orientation a certain time before pregnancy. In particular, Fitzenberger et al.

[2016] find that first-time mothers have experienced an increasing wage profile during the

last four years before first birth. In contrast to Fitzenberger et al. [2016], Ejrnæs and

Kunze [2013] identify a wage dip half a year or longer before birth.

Table 3.4.5: Inference

ŜTesting Coefficient+ Coefficient++ Marginal effect++

(with refit) (with refit) (with refit)
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(1) (2) (3)

full-time employed2 0.0422∗∗∗ 0.5916∗∗∗ 0.0281∗∗∗

(0.0149) (0.0825) (0.0040)
full-time employed4 0.0253 0.2788∗∗∗ 0.0132∗∗∗

(0.0165) (0.0763) (0.0036)
part-time employed2 0.0299∗∗ 0.6851∗∗∗ 0.0325∗∗∗

(0.0130) (0.1089) (0.0052)
daily wage5 0.0502∗∗∗ 0.0069∗∗∗ 0.0003∗∗∗

(0.0177) (0.0011) (0.0001)
strong negative wage growth5 0.0231∗∗ 0.3588∗∗∗ 0.0170∗∗∗

(0.0118) (0.0771) (0.0037)
high education2 0.0227∗ 0.3527∗∗∗ 0.0167∗∗∗

(0.0118) (0.0845) (0.0040)
health care professions2 0.0243∗∗ 0.3357∗∗∗ 0.0159∗∗∗

(0.0116) (0.0711) (0.0034)
age2

2 −0.0312∗∗ −0.0005∗∗∗ −0.0000∗∗∗

(0.0151) (0.0001) (0.0000)
experience2

5 × daily wage5 −0.0500∗∗∗ −0.0001 −0.0000∗∗∗

(0.0160) (0.0000) (0.0000)
Intercept −3.3983∗∗∗ −0.1614∗∗∗

(0.1079) (0.0055)

Note(s):
+ Design matrix is standardized according to the scaling procedure described in subsection
3.3.4. Estimation without intercept.
++ Design matrix is not standardized. Estimation with intercept.
∗,∗∗ ,∗∗∗ statistically significant at the 10%, 5% and 1% levels. 2005 Sample

Table 3.4.6: Inference

ŜTesting Coefficient+ Coefficient++ Marginal effect++

(with refit) (with refit) (with refit)
(1) (2) (3)

full-time employed2 0.0505∗∗∗ 0.6722∗∗∗ 0.0340∗∗∗

(0.0141) (0.0765) (0.0039)
part-time employed2 0.0407∗∗∗ 0.8067∗∗∗ 0.0408∗∗∗

(0.0129) (0.0978) (0.0050)
daily wage5 0.0574∗∗∗ 0.0071∗∗∗ 0.0004∗∗∗

(0.0141) (0.0008) (0.0000)
change of establishment5 0.0235∗∗ 0.2901∗∗∗ 0.0147∗∗∗

(0.0115) (0.0629) (0.0032)
health care professions2 0.0277∗∗ 0.3564∗∗∗ 0.0180∗∗∗

(0.0115) (0.0677) (0.0034)
age2

2 −0.0422∗∗∗ −0.0007∗∗∗ −0.0000∗∗∗
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(0.0129) (0.0001) (0.0000)
Intercept −3.1698∗∗∗ −0.1604∗∗∗

(0.0962) (0.0052)

Note(s):
+ Design matrix is standardized according to the scaling procedure described in subsection
3.3.4. Estimation without intercept.
++ Design matrix is not standardized. Estimation with intercept.
∗,∗∗ ,∗∗∗ statistically significant at the 10%, 5% and 1% levels. 2008 Sample

Having a high education in 2003 increases the probability of childbirth in 2005 on

average by 1.7 percentage points compared to having a low or middle education. Working

in health-care professions in 2003 is related to a 1.6 percentage points increase in the

probability of having a child in 2005 compared to working in other professions. Age

squared is negatively related to the probability of birth. Adda et al. [2017] showed that

future expected fertility affects key career decisions, and that career decision is already

made before the first child is born, through the occupational choice. Their results suggest

that women who know that they will stay without children are more likely to work in

occupations demanding abstract tasks and less likely to work in manual occupations than

women who expect future fertility.65

For the prediction of having a first child in 2008, the Testing-based approach selects

fewer variables, but most of the selected variables and the sizes of the coefficients are

similar as for 2005. Thus, results give no indication for a change in how labor market

records are related to fertility after the parental benefit reform.

3.4.3 Career outcomes of mothers with and without joint career

and pregnancy planning

We now use our classification to compare pre- and post-birth career outcomes of those

mothers who are likely to have a jointly planned career and pregnancy to those who do

not to provide descriptive evidence on how career costs differ between those groups. For

this purpose, we restrict our sample to becoming a mother in 2005 (2008). With this

restriction, the sample includes N05|birth = 1, 548 (N08|birth = 1, 673) mothers for the year

2005 (2008). We assign those mothers to be ‘planning’ mothers for whom our classification

model based on the Testing-based approach correctly identifies the births (tp) and who

thus have a high predicted probability of having a first child in the respective year.66

65According to the authors, the group of medical assistants is classified as an abstract occupation
because skills need to be continuously updated, while the group of nurses is classified as a manual
occupation.

66The true positives are defined as follows: tp:= |{i ∈ {1, . . . , nv}, j ∈ {1, . . . , 10} : p̂iVj > T and yiVj =

1}|.
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Table 3.4.4: Selected variables

ŜTesting ŜAIC ŜCV

full-time employed2 full-time employed2 full-time employed2

– full-time employed3 full-time employed3

– full-time employed4 full-time employed4

– full-time employed5 full-time employed5

part-time employed2 – –

– marginally employed2 marginally employed2

– daily wage2 daily wage2

– daily wage3 daily wage3

– daily wage4 daily wage4

daily wage5 – daily wage5

change of establishment5 – –

– strong positive wage growth5 strong positive wage growth5

– experience2
5 experience2

5

health care professions2 health care professions2 health care professions2

age2
2 – –

– wage profile 2 wage profile 2

– high educated×
full-time employed2

high educated×
full-time employed2

– high education×
wage profile 22

high education×
wage profile 22

– – high education×
strong positive wage growth2

– experience2 × years since last
change of establishment5

experience2 × years since last
change of establishment5

Note(s): 2008 Sample

Mothers who have their first child in 2005 (2008), but have a low predicted probability

for this event and for whom the classification algorithm thus fails to detect the birth (fn),

are assigned to the category ‘non-planning’ mothers.67 Tables 3.4.7 and 3.4.8 summarize

the classification results.

We descriptively compare the two groups’ long-run employment and wage outcomes

to find out whether women who jointly plan their career and pregnancy are better off

in terms of post-birth career outcomes (e.g., in terms of wage levels/losses, employment

levels/losses) than women who plan their families without considering their employment

67The false negatives are defined as follows: fn:= |{i ∈ {1, . . . , nv}, j ∈ {1, . . . , 10} : p̂iVj ≤ T and yiVj =

1}|.
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Table 3.4.7: Tp, fp, fn, and tn resulting from classification with the Testing-based procedure

Testing tp fp Σ
153 1,394
fn tn

1,395 27,634

Σ 1,548 29,028 30,576

2005 Sample

Table 3.4.8: Tp, fp, fn, and tn resulting from classification with the Testing-based procedure

Testing tp fp Σ
173 1,500
fn tn

1,500 27,796

Σ 1,673 29,296 30,969

2008 Sample

situations. For this purpose, we provide post-birth descriptive statistics for some key

variables of the employment and wage outcomes and by sample and by (non-)planning

status. The information relates to up to five years after the birth year. This exercise is

purely descriptive. For example, if we saw a less severe wage loss for ‘planning’ mothers,

we would not know whether this is because they have successfully planned to have their

first child at the ‘right’ moment in their career, because they were lucky with their career

so that they dare to have a child, or because they generally have different unobservables

than the ‘non-planning’ mothers.

Tables 3.6.4 and 3.6.6 in the appendix contain detailed descriptive statistics of key

post-birth employment and career outcomes for both samples. Both tables clearly show

that ‘planning’ mothers are better off in terms of career outcomes after birth than ‘non-

planning’ mothers since they report overall higher employment rates and daily wages.

In particular, ‘planning’ mothers have on average higher educations and higher earnings

and are on average more full-time and part-time (and less marginally) employed than

‘non-planning’ mothers. Balancing tests on post-birth covariates show that the difference

in the two groups’ means is in most cases statistically significant. Tables 3.6.3 and 3.6.5

in the appendix report the respective descriptive statistics for the pre-birth employment

and career outcomes by sample and by (non-)planning status. The pre-birth descriptives

confirm that also in the years before having their first child, the ‘planning’ mothers have

statistically significant higher earnings and higher employment rates and are on average
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more full-time and part-time (and less marginally) employed than ‘non-planning’ mothers.

In the 2005 sample, there is no age difference between ‘planning mothers’ and ‘non-

planning mothers’, and in the 2008 sample, the age difference is less than one year.

‘Planning mothers’ are less likely to have a low educational degree and more likely to be

highly educated in both samples.

Figure 3.4.1 shows daily wages, daily earnings, and employment rates of ‘planning’ sta-

tus.68 In both samples, ‘planning’ mothers have higher wages, earnings, and employment

rates than ‘non-planning’ mothers in the years before pregnancy. Going further back in

time, we see that they enter employment later. This probably mirrors their higher edu-

cational degrees. In the years after the birth of their first child, both groups of mothers

have similar employment rates. For the 2005 sample, the wages of ‘planning’ mothers are

again higher for the post-birth years mothers. This difference is less clear in the 2008

sample. Furthermore, in the 2008 sample, the employment rate recovers more quickly.

Taken together, ‘planning’ mothers have higher losses (in absolute terms) in earnings,

employment, and wages due to the birth of their first child. Our analysis does not allow

us to conclude that the ‘planning’ status causes these losses. They may just reflect higher

maternity-related career costs of high-skilled women with high wages.

68For non-working individuals, earnings are set to zero and wages are set to missing.
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Figure 3.4.1: Average daily wages, daily earnings, and employment rates for mothers with
jointly planned vs. non-planned career and fertility.
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3.5 Conclusion

We use ML methods to predict the incidence of having a first child from employment

and wage histories to investigate whether women jointly plan their careers and starting

a family. Our analysis builds on a novel custom-shaped administrative data set combin-

ing fertility information with employment records. We implement a scheme to measure

classification accuracy based on MCCV with a data-dependent threshold and compare

four specifications based on different ML methods to several hand-designed benchmark

specifications.

Our results reveal that the data-driven prediction models select a small subset of

predictors gained from employment records and outperform the hand-designed prediction

models in terms of prediction accuracy. The Testing-based scheme provides the best

classification accuracy among all eight model specifications under consideration. The CV-

based and AIC-based schemes also tend to perform better than an informally selected

specification based on significance tests. The BIC-based procedure fails to select any

variable. The specification based on informal selection as well as the suitable specifications

based on ML lead to a more accurate classification than using only information on age

or no predictor at all. This indicates that employment records contain informative value

about future fertility, and there is at least some joint planning of pre-maternity career

steps and starting a family.

The three suitable ML algorithms select the same or similar predictor variables. Both

in the 2005 and 2008 samples, all methods select predictors related to the employment

status and to the wage profile with different lags. Other selected variables capture experi-

ence, education, age, and interactions of these with wage variables as well as the dummy

for working in a health care profession. These factors thus have some relevance in family

planning. Based on a refit of the Testing-based procedure, we find that full-time em-

ployment, daily wages, high education, and some further variables are associated with an

increased probability of having a child.

We finally split the sample of mothers into ‘planning’ mothers and ‘non-planning’

mothers based on predicted childbirth probabilities. Descriptives confirm that ‘planning’

mothers have higher wages, earnings, and employment rates than ‘non-planning’ mothers

in the years before pregnancy. In the years after the birth of their first child, both groups

of mothers have similar employment rates, and the wage difference between ‘planning’

mothers and ‘non-planning’ mothers is smaller than before maternity. Thus, mothers

with pre-maternity careers that go along with a high likelihood of having a child have

higher losses in earnings, employment, and wages after the birth of their first child. A

likely reason is that high education, wages, and full-time employment rates are factors
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that both increase the probability of starting a family and high losses due to maternity.

But also irrespective of the causality, it is striking that those women who are likely to

decide for a child in a given year have the highest short- and medium-term career losses.
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3.6 Appendix

Table 3.6.1: Descriptives of baseline predictors

Women with birth in 2005 Women with no birth in 2005
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

age 2 28.211 3.954 21 40 28.459 5.278 21 40
squared age 2 811.463 229.066 441 1600 837.742 314.937 441 1600
high
education 2

0.127 0.333 0 1 0.090 0.287 0 1

low
education 2

0.125 0.331 0 1 0.179 0.384 0 1

non-German
citizenship 2

0.087 0.282 0 1 0.084 0.277 0 1

full-time
employed 2

0.752 0.432 0 1 0.622 0.485 0 1

3 0.724 0.447 0 1 0.599 0.490 0 1
4 0.668 0.471 0 1 0.538 0.499 0 1
5 0.582 0.493 0 1 0.468 0.499 0 1

part-time
employed 2

0.099 0.299 0 1 0.097 0.295 0 1

3 0.091 0.288 0 1 0.089 0.285 0 1
4 0.073 0.260 0 1 0.075 0.264 0 1
5 0.058 0.234 0 1 0.064 0.245 0 1

marginally
employed 2

0.017 0.131 0 1 0.054 0.226 0 1

3 0.021 0.144 0 1 0.056 0.229 0 1
4 0.025 0.155 0 1 0.049 0.215 0 1
5 0.030 0.170 0 1 0.045 0.207 0 1

daily wage 2 56.326 37.468 0 167 46.559 39.258 0 167
3 52.919 36.185 0 147 43.399 37.688 0 147
4 46.236 36.233 0 146 37.650 36.861 0 146
5 38.684 35.735 0 144 31.821 35.548 0 144

continuous
wage increase

0.200 0.400 0 1 0.159 0.366 0 1

at least 10%
wage increase
in one year

0.651 0.477 0 1 0.555 0.497 0 1

years since
last change of
establishment 2

1.856 2.541 0 17 1.901 2.926 0 19

3 1.486 2.286 0 16 1.567 2.701 0 18
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Table 3.6.1: Continued

4 1.209 2.063 0 15 1.311 2.511 0 17
5 0.940 1.803 0 14 1.101 2.316 0 16

change of
establishment 2

0.149 0.356 0 1 0.177 0.382 0 1

3 0.208 0.406 0 1 0.234 0.424 0 1
4 0.209 0.406 0 1 0.226 0.419 0 1
5 0.211 0.408 0 1 0.206 0.405 0 1

strong
negative wage
growth 2

0.280 0.449 0 1 0.268 0.443 0 1

3 0.203 0.403 0 1 0.200 0.400 0 1
4 0.177 0.382 0 1 0.163 0.370 0 1
5 0.147 0.355 0 1 0.116 0.320 0 1

strong
positive wage
growth 2

0.333 0.472 0 1 0.285 0.451 0 1

3 0.342 0.474 0 1 0.282 0.450 0 1
4 0.326 0.469 0 1 0.262 0.440 0 1
5 0.291 0.455 0 1 0.235 0.424 0 1

experience 2 5.671 3.583 0 20 5.540 4.641 0 21
3 4.795 3.499 0 19 4.757 4.497 0 20
4 3.943 3.379 0 18 4.003 4.327 0 19
5 3.169 3.190 0 17 3.331 4.102 0 18

squared
experience 2

44.994 53.600 0 400 52.230 78.950 0 441

3 35.232 46.930 0 361 42.857 70.563 0 400
4 26.959 40.556 0 324 34.746 62.463 0 361
5 20.207 34.466 0 289 27.922 54.777 0 324

unemployment
benefit days 2

19.506 61.477 0 365 20.725 64.005 0 365

3 14.682 52.187 0 365 16.765 55.919 0 365
4 10.576 44.546 0 365 11.725 46.261 0 365
5 9.098 41.059 0 366 9.755 41.368 0 366

registered job
search days
while not
employed 2

0.545 6.112 0 118 1.209 13.598 0 365

3 0.288 2.926 0 61 1.265 13.947 0 365
4 0.325 4.576 0 101 0.957 11.831 0 365
5 0.615 7.966 0 195 0.945 12.436 0 366

unemployment
benefit 2

0.042 0.201 0 1 0.043 0.203 0 1

3 0.026 0.159 0 1 0.033 0.178 0 1

3.6. APPENDIX 87



Sophie-Charlotte Klose

Table 3.6.1: Continued

4 0.017 0.129 0 1 0.022 0.146 0 1
5 0.016 0.126 0 1 0.017 0.128 0 1

registered job
search while
not
employed 5

0.001 0.025 0 1 0.002 0.040 0 1

fisher &
breeder 2

0.010 0.101 0 1 0.009 0.096 0 1

miner &
manufacturer 2

0.001 0.036 0 1 0.000 0.019 0 1

chemical
worker 2

0.005 0.072 0 1 0.006 0.078 0 1

paper
manufacturer 2

0.001 0.036 0 1 0.006 0.074 0 1

metal
producer 2

0.003 0.057 0 1 0.003 0.055 0 1

locksmith &
mechanic 2

0.008 0.091 0 1 0.010 0.100 0 1

electrician 2 0.006 0.080 0 1 0.007 0.083 0 1
technician 2 0.007 0.084 0 1 0.007 0.085 0 1
textiles &
clothing
professions 2

0.006 0.076 0 1 0.005 0.068 0 1

nutrition
professionals 2

0.019 0.138 0 1 0.023 0.148 0 1

interior
designer &
upholsterer 2

0.001 0.025 0 1 0.002 0.040 0 1

carpenter &
modeler 2

0.001 0.025 0 1 0.001 0.029 0 1

painter 2 0.001 0.036 0 1 0.001 0.032 0 1
goods inspec-
tor 2

0.010 0.098 0 1 0.011 0.103 0 1

auxiliary
worker 2

0.010 0.098 0 1 0.010 0.102 0 1

engineers &
chemists &
physicists &
mathematicians 2

0.012 0.110 0 1 0.010 0.098 0 1

technicians 2 0.020 0.140 0 1 0.021 0.143 0 1
were
merchants 2

0.112 0.316 0 1 0.112 0.315 0 1

services
consultants 2

0.041 0.198 0 1 0.042 0.200 0 1
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Table 3.6.1: Continued

traffic
professions 2

0.036 0.185 0 1 0.049 0.216 0 1

administrative
office
professions 2

0.279 0.449 0 1 0.279 0.449 0 1

security
professions 2

0.006 0.076 0 1 0.007 0.083 0 1

writers and
artistic
professions 2

0.013 0.113 0 1 0.015 0.123 0 1

health care
professions 2

0.172 0.377 0 1 0.121 0.327 0 1

social and
educational
professions 2

0.098 0.297 0 1 0.084 0.278 0 1

general
service
professions 2

0.087 0.281 0 1 0.109 0.311 0 1

Note(s): N1 = 1, 548 women with birth in 2005 and N2 = 29, 029 women with no birth in
2005. N = 30, 577.

Table 3.6.2: Descriptives of baseline predictors

Women with birth in 2008 Women with no birth in 2008
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

age 2 28.814 4.193 21 40 28.883 5.340 21 40
squared age 2 847.819 246.515 441 1600 862.732 319.678 441 1600
high
education 2

0.139 0.346 0 1 0.098 0.297 0 1

low
education 2

0.124 0.329 0 1 0.181 0.385 0 1

non-German
citizenship 2

0.076 0.265 0 1 0.083 0.275 0 1

full-time
employed 2

0.726 0.446 0 1 0.602 0.489 0 1

3 0.692 0.462 0 1 0.559 0.496 0 1
4 0.638 0.481 0 1 0.503 0.500 0 1
5 0.585 0.493 0 1 0.458 0.498 0 1

part-time
employed 2

0.125 0.331 0 1 0.108 0.310 0 1

3 0.105 0.307 0 1 0.096 0.294 0 1
4 0.090 0.286 0 1 0.079 0.270 0 1
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Table 3.6.2: Continued

5 0.073 0.260 0 1 0.067 0.250 0 1
marginally
employed 2

0.027 0.164 0 1 0.070 0.255 0 1

3 0.039 0.193 0 1 0.079 0.270 0 1
4 0.035 0.183 0 1 0.069 0.254 0 1
5 0.034 0.181 0 1 0.052 0.222 0 1

daily wage 2 59.223 41.235 0 172 47.123 41.503 0 172
3 54.736 40.679 0 170 42.775 40.525 0 170
4 48.836 40.116 0 168 37.701 39.534 0 168
5 42.917 39.163 0 167 33.014 38.012 0 167

continuous
wage increase

0.186 0.390 0 1 0.147 0.354 0 1

at least 10%
wage increase
in one year

0.646 0.478 0 1 0.544 0.498 0 1

years since
last change of
establishment 2

2.149 2.781 0 17 2.159 3.155 0 19

3 1.797 2.514 0 16 1.835 2.902 0 18
4 1.485 2.241 0 15 1.559 2.657 0 17
5 1.178 1.977 0 14 1.309 2.420 0 16

change of
establishment 2

0.149 0.356 0 1 0.174 0.379 0 1

3 0.176 0.381 0 1 0.216 0.411 0 1
4 0.183 0.387 0 1 0.197 0.398 0 1
5 0.212 0.409 0 1 0.184 0.388 0 1

strong
negative wage
growth 2

0.246 0.431 0 1 0.223 0.416 0 1

3 0.196 0.397 0 1 0.190 0.393 0 1
4 0.189 0.392 0 1 0.170 0.376 0 1
5 0.204 0.403 0 1 0.188 0.390 0 1

strong
positive wage
growth 2

0.336 0.472 0 1 0.291 0.454 0 1

3 0.331 0.471 0 1 0.259 0.438 0 1
4 0.298 0.457 0 1 0.237 0.425 0 1
5 0.275 0.447 0 1 0.200 0.400 0 1

experience 2 6.269 3.850 0 20 5.913 4.730 0 21
3 5.381 3.757 0 19 5.121 4.585 0 20
4 4.533 3.621 0 18 4.375 4.404 0 19
5 3.760 3.436 0 17 3.713 4.170 0 18

squared
experience 2

54.112 60.931 0 400 57.340 80.837 0 441
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Table 3.6.2: Continued

3 43.060 53.661 0 361 47.246 72.201 0 400
4 33.652 46.700 0 324 38.536 63.950 0 361
5 25.937 40.292 0 289 31.177 56.140 0 324

unemployment
benefit days 2

13.984 51.656 0 365 18.558 60.714 0 365

3 14.450 50.801 0 365 20.187 62.952 0 365
4 13.766 49.332 0 366 17.693 59.160 0 366
5 13.213 48.070 0 365 15.248 54.515 0 365

registered job
search days
while not
employed 2

1.946 18.361 0 365 4.177 27.548 0 365

3 2.241 20.391 0 365 4.065 26.222 0 365
4 1.624 14.250 0 295 1.716 14.958 0 366
5 1.276 12.106 0 184 1.211 12.982 0 365

unemployment
benefit 2

0.033 0.180 0 1 0.040 0.195 0 1

3 0.029 0.167 0 1 0.043 0.203 0 1
4 0.029 0.169 0 1 0.037 0.189 0 1
5 0.023 0.149 0 1 0.030 0.171 0 1

fisher &
breeder 2

0.007 0.084 0 1 0.009 0.094 0 1

chemical
worker 2

0.003 0.055 0 1 0.005 0.073 0 1

paper
manufacturer 2

0.004 0.060 0 1 0.004 0.065 0 1

metal
producer 2

0.001 0.035 0 1 0.003 0.052 0 1

locksmith &
mechanic 2

0.008 0.088 0 1 0.010 0.098 0 1

electrician 2 0.005 0.069 0 1 0.006 0.075 0 1
technician 2 0.007 0.081 0 1 0.005 0.072 0 1
textiles &
clothing
professions 2

0.004 0.065 0 1 0.003 0.059 0 1

nutrition
professionals 2

0.021 0.143 0 1 0.023 0.149 0 1

painter 2 0.001 0.035 0 1 0.001 0.036 0 1
goods inspec-
tor 2

0.008 0.088 0 1 0.010 0.097 0 1

auxiliary
worker 2

0.012 0.109 0 1 0.015 0.120 0 1
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Table 3.6.2: Continued

engineers &
chemists &
physicists &
mathematicians 2

0.011 0.103 0 1 0.009 0.095 0 1

technicians 2 0.017 0.131 0 1 0.019 0.135 0 1
were
merchants 2

0.115 0.319 0 1 0.120 0.325 0 1

services
consultants 2

0.046 0.210 0 1 0.038 0.190 0 1

traffic
professions 2

0.042 0.200 0 1 0.047 0.212 0 1

administrative
office
professions 2

0.289 0.453 0 1 0.275 0.447 0 1

security
professions 2

0.009 0.094 0 1 0.008 0.087 0 1

writers and
artistic
professions 2

0.013 0.114 0 1 0.015 0.120 0 1

health care
professions 2

0.175 0.380 0 1 0.120 0.325 0 1

social and
educational
professions 2

0.097 0.297 0 1 0.088 0.283 0 1

general
service
professions 2

0.077 0.266 0 1 0.113 0.317 0 1

Note(s): N1 = 1, 673 mothers and N2 = 29, 297 non-mothers. N = 30, 970.

Table 3.6.3: Descriptives of pre-birth outcomes

Planning mothers Non-planning mothers
Mean Std. Dev. Min Max Mean Std. Dev. Min Max ∆

age 30.405 3.130 25 39 30.189 4.035 23 42
low
education

0.020 0.139 0 1 0.120 0.326 0 1 ∗∗∗

middle
education

0.595 0.493 0 1 0.760 0.427 0 1 ∗∗∗

high
education

0.379 0.487 0 1 0.112 0.315 0 1 ∗∗∗

employed 1 0.980 0.139 0 1 0.854 0.353 0 1 ∗∗∗

2 1.000 0.000 1 1 0.862 0.345 0 1 ∗∗∗
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Table 3.6.3: Continued

3 0.993 0.081 0 1 0.837 0.370 0 1 ∗∗∗

4 0.993 0.081 0 1 0.751 0.433 0 1 ∗∗∗

5 0.980 0.139 0 1 0.649 0.478 0 1 ∗∗∗

daily
wage 1

86.639 41.081 0 168 55.657 38.082 0 168 ∗∗∗

2 82.522 37.076 11 167 53.453 36.393 0 167 ∗∗∗

3 79.316 33.655 0 147 50.024 35.281 0 147 ∗∗∗

4 77.280 32.143 0 146 42.831 35.027 0 146 ∗∗∗

5 73.639 32.840 0 144 34.850 33.923 0 144 ∗∗∗

full-time
employed 1

0.908 0.289 0 1 0.711 0.453 0 1 ∗∗∗

2 0.961 0.195 0 1 0.729 0.445 0 1 ∗∗∗

3 0.980 0.139 0 1 0.695 0.460 0 1 ∗∗∗

4 0.993 0.081 0 1 0.632 0.482 0 1 ∗∗∗

5 0.954 0.210 0 1 0.541 0.498 0 1 ∗∗∗

part-time
employed 1

0.072 0.259 0 1 0.110 0.313 0 1

2 0.039 0.195 0 1 0.105 0.307 0 1 ∗∗∗

3 0.013 0.114 0 1 0.100 0.300 0 1 ∗∗∗

4 0.000 0.000 0 0 0.081 0.273 0 1 ∗∗∗

5 0.020 0.139 0 1 0.062 0.242 0 1 ∗∗

marginally
employed 1

0.000 0.000 0 0 0.027 0.163 0 1 ∗∗

2 0.000 0.000 0 0 0.019 0.138 0 1 ∗

3 0.000 0.000 0 0 0.024 0.152 0 1 ∗

4 0.000 0.000 0 0 0.027 0.163 0 1 ∗∗

5 0.000 0.000 0 0 0.033 0.179 0 1 ∗∗

Note(s): N1 = 153 planning mothers and N2 = 1, 395 non-planning mothers. N = 1, 548,
2005 Sample. Predictions based on classification with Testing.
∆ (mean difference): Significance level of balancing tests on pre-birth covariates. ∗∗∗,∗∗ ,∗

statistically significant at the 1%, 5%, and 10% levels, respectively.

Table 3.6.4: Descriptives of post-birth outcomes

Planning mothers Non-planning mothers
Mean Std. Dev. Min Max Mean Std. Dev. Min Max ∆

age 30.405 3.130 25 39 30.189 4.035 23 42
low
education

0.020 0.139 0 1 0.120 0.326 0 1 ∗∗∗

middle
education

0.595 0.493 0 1 0.760 0.427 0 1 ∗∗∗

high
education

0.379 0.487 0 1 0.112 0.315 0 1 ∗∗∗
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Table 3.6.4: Continued

employed 1 0.438 0.498 0 1 0.321 0.467 0 1 ∗∗∗

2 0.497 0.502 0 1 0.445 0.497 0 1
3 0.516 0.501 0 1 0.495 0.500 0 1
4 0.575 0.496 0 1 0.525 0.500 0 1
5 0.680 0.468 0 1 0.545 0.498 0 1 ∗∗∗

daily
wage 1

20.344 39.884 0 172 10.424 25.693 0 172 ∗∗∗

2 24.626 39.110 0 172 14.356 28.352 0 172 ∗∗∗

3 26.012 41.096 0 173 17.005 30.380 0 173 ∗∗∗

4 33.380 47.135 0 177 20.584 32.951 0 177 ∗∗∗

5 36.651 47.310 0 180 21.013 32.860 0 180 ∗∗∗

full-time
employed 1

0.131 0.338 0 1 0.095 0.294 0 1

2 0.170 0.377 0 1 0.127 0.333 0 1
3 0.196 0.398 0 1 0.166 0.372 0 1
4 0.190 0.393 0 1 0.182 0.386 0 1
5 0.176 0.382 0 1 0.168 0.374 0 1

part-time
employed 1

0.124 0.331 0 1 0.067 0.251 0 1 ∗∗

2 0.170 0.377 0 1 0.109 0.312 0 1 ∗∗

3 0.196 0.398 0 1 0.147 0.354 0 1
4 0.288 0.454 0 1 0.196 0.397 0 1 ∗∗∗

5 0.346 0.477 0 1 0.221 0.415 0 1 ∗∗∗

marginally
employed 1

0.170 0.377 0 1 0.150 0.357 0 1 ∗∗

2 0.137 0.345 0 1 0.199 0.399 0 1 ∗

3 0.098 0.298 0 1 0.166 0.372 0 1 ∗

4 0.092 0.289 0 1 0.137 0.344 0 1 ∗∗

5 0.150 0.359 0 1 0.148 0.355 0 1 ∗∗

Note(s): N1 = 153 planning mothers and N2 = 1, 395 non-planning mothers. N = 1, 548,
2005 Sample. Predictions based on classification with Testing.
∆ (mean difference): Significance level of balancing tests on post-birth covariates. ∗∗∗,∗∗ ,∗

statistically significant at the 1%, 5%, and 10% levels, respectively.

Table 3.6.5: Descriptives of pre-birth outcomes

Planning mothers Non-planning mothers
Mean Std. Dev. Min Max Mean Std. Dev. Min Max ∆

age 30.116 3.514 25 39 30.895 4.258 23 42 ∗∗

low
education

0.017 0.131 0 1 0.117 0.322 0 1 ∗∗∗

middle
education

0.815 0.389 0 1 0.720 0.449 0 1 ∗∗∗
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Table 3.6.5: Continued

high
education

0.162 0.369 0 1 0.148 0.355 0 1

employed 1 0.983 0.131 0 1 0.900 0.300 0 1 ∗∗∗

2 1.000 0.000 1 1 0.875 0.330 0 1 ∗∗∗

3 0.965 0.184 0 1 0.835 0.372 0 1 ∗∗∗

4 0.936 0.245 0 1 0.754 0.431 0 1 ∗∗∗

5 0.913 0.282 0 1 0.677 0.468 0 1 ∗∗∗

daily
wage 1

81.995 40.760 0 172 59.985 40.488 0 172 ∗∗∗

2 81.602 38.705 18 172 56.642 40.745 0 172 ∗∗∗

3 77.837 39.584 0 170 52.071 39.965 0 170 ∗∗∗

4 76.583 39.108 0 168 45.636 38.993 0 168 ∗∗∗

5 76.135 41.484 0 167 39.086 37.031 0 167 ∗∗∗

full-time
employed 1

0.896 0.306 0 1 0.722 0.448 0 1 ∗∗∗

2 0.896 0.306 0 1 0.707 0.455 0 1 ∗∗∗

3 0.913 0.282 0 1 0.667 0.472 0 1 ∗∗∗

4 0.884 0.321 0 1 0.610 0.488 0 1 ∗∗∗

5 0.855 0.353 0 1 0.553 0.497 0 1 ∗∗∗

part-time
employed 1

0.087 0.282 0 1 0.139 0.346 0 1 ∗

2 0.104 0.306 0 1 0.127 0.333 0 1
3 0.052 0.223 0 1 0.111 0.315 0 1 ∗∗

4 0.052 0.223 0 1 0.094 0.292 0 1 ∗

5 0.052 0.223 0 1 0.075 0.264 0 1
marginally
employed 1

0.000 0.000 0 0 0.030 0.171 0 1 ∗∗

2 0.000 0.000 0 0 0.031 0.172 0 1 ∗∗

3 0.000 0.000 0 0 0.043 0.204 0 1 ∗∗∗

4 0.000 0.000 0 0 0.039 0.193 0 1 ∗∗∗

5 0.000 0.000 0 0 0.038 0.191 0 1 ∗∗∗

Note(s): N1 = 173 planning mothers and N2 = 1, 500 non-planning mothers. N = 1, 673,
2008 Sample. Predictions based on classification with Testing.
∆ (mean difference): Significance level of balancing tests on pre-birth covariates. ∗∗∗,∗∗ ,∗

statistically significant at the 1%, 5%, and 10% levels, respectively.

Table 3.6.6: Descriptives of post-birth outcomes

Planning mothers Non-planning mothers
Mean Std. Dev. Min Max Mean Std. Dev. Min Max ∆

age 30.116 3.514 25 39 30.895 4.258 23 42 ∗∗

low
education

0.017 0.131 0 1 0.117 0.322 0 1 ∗∗∗
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Table 3.6.6: Continued

middle
education

0.815 0.389 0 1 0.720 0.449 0 1 ∗∗∗

high
education

0.162 0.369 0 1 0.148 0.355 0 1

employed 1 0.335 0.473 0 1 0.262 0.440 0 1 ∗∗

2 0.590 0.493 0 1 0.490 0.500 0 1 ∗∗

3 0.584 0.494 0 1 0.526 0.499 0 1
4 0.653 0.477 0 1 0.560 0.497 0 1 ∗∗

5 0.636 0.483 0 1 0.585 0.493 0 1
daily
wage 1

12.461 31.138 0 175 9.495 24.852 0 177

2 27.999 41.625 0 180 20.985 35.269 0 180 ∗∗

3 29.918 42.320 0 180 22.622 34.935 0 180 ∗∗

4 32.379 40.352 0 183 25.906 36.298 0 183 ∗∗

5 37.043 45.386 0 188 27.997 38.353 0 190 ∗∗∗

full-time
employed 1

0.058 0.234 0 1 0.101 0.302 0 1 ∗

2 0.168 0.375 0 1 0.173 0.378 0 1
3 0.179 0.385 0 1 0.138 0.345 0 1
4 0.156 0.364 0 1 0.138 0.345 0 1
5 0.150 0.358 0 1 0.135 0.342 0 1

part-time
employed 1

0.150 0.358 0 1 0.073 0.261 0 1 ∗∗∗

2 0.289 0.455 0 1 0.187 0.390 0 1 ∗∗∗

3 0.289 0.455 0 1 0.271 0.444 0 1
4 0.370 0.484 0 1 0.307 0.462 0 1
5 0.393 0.490 0 1 0.337 0.473 0 1

marginally
employed 1

0.127 0.334 0 1 0.078 0.268 0 1 ∗∗

2 0.121 0.328 0 1 0.124 0.330 0 1
3 0.092 0.291 0 1 0.106 0.308 0 1
4 0.121 0.328 0 1 0.106 0.308 0 1
5 0.081 0.274 0 1 0.107 0.310 0 1

Note(s): N1 = 173 planning mothers and N2 = 1, 500 non-planning mothers. N = 1, 673,
2008 Sample. Predictions based on classification Testing.
∆ (mean difference): Significance level of balancing tests on post-birth covariates. ∗∗∗,∗∗ ,∗

statistically significant at the 1%, 5%, and 10% levels, respectively.
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Table 3.6.7: Full list of predictor variables

Afull =
{

full-time employedi, i ∈ {2, . . . , 5};
part-time employedi, i ∈ {2, . . . , 5};
marginally employedi, i ∈ {2, . . . , 5};
daily wagei, i ∈ {2, . . . , 5};
years since last change of establishmenti, i ∈ {2, . . . , 5};
change of establishmenti, i ∈ {2, . . . , 5};
strong negative wage growthi, i ∈ {2, . . . , 5};
strong positive wage growthi, i ∈ {2, . . . , 5};
experiencei, i ∈ {2, . . . , 5};
squared experiencei, i ∈ {2, . . . , 5};
unemployment benefit daysi, i ∈ {2, . . . , 5};
registered job search days while not employedi, i ∈ {2, . . . , 5};
unemployment benefiti, i ∈ {2, . . . , 5};
low education2;
high education2;
non-German citizenship2;
fisher & breeder2;
chemical worker2;
paper manufacturer2;
metal producer2;
locksmith & mechanic2;
electrician2;
technician2;
textiles & clothing professions2;
nutrition professionals2;
painter2;
goods inspector2;
auxiliary worker2;
engineers & chemists & physicists & mathematicians2;
technician2;
were merchants2;
services consultants2;
traffic professions2;
administrative office professions2;
security professions2;
writers & artistic professions2;
health care professions2;
social and educational professions2;
general service professions2;
age2;
squared age2;
squared experiencei, i ∈ {2, . . . , 5};
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continuous wage increase;
at least 10% wage increase in one year;
high education2 × experiencei, i ∈ {2, . . . , 5};
high education2 × squared experiencei, i ∈ {2, . . . , 5};
high education2 × full-time employedi, i ∈ {2, . . . , 5};
high education2 × part-time employedi, i ∈ {2, . . . , 5};
high education2 × marginally employedi, i ∈ {2, . . . , 5};
high education2 × daily wagei, i ∈ {2, . . . , 5};
high education2 × years since last change of establishmenti, i ∈ {2, . . . , 5};
high education2 × change of establishmenti, i ∈ {2, . . . , 5};
high education2 × strong negative wage growthi, i ∈ {2, . . . , 5};
high education2 × strong positive wage growthi, i ∈ {2, . . . , 5};
high education2 × unemployment benefit daysi, i ∈ {2, . . . , 5};
high education2 × registered job search days while not employedi, i ∈ {2, . . . , 5};
high education2 × unemployment benefiti, i ∈ {2, . . . , 5};
high education2 × registered job search while not employedi, i ∈ {2, . . . , 5};
low education2 × experiencei, i ∈ {2, . . . , 5};
low education2 × squared experiencei, i ∈ {2, . . . , 5};
low education2 × full-time employedi, i ∈ {2, . . . , 5};
low education2 × part-time employedi, i ∈ {2, . . . , 5};
low education2 × marginally employedi, i ∈ {2, . . . , 5};
low education2 × daily wagei, i ∈ {2, . . . , 5};
low education2 × years since last change of establishmenti, i ∈ {2, . . . , 5};
low education2 × change of establishmenti, i ∈ {2, . . . , 5};
low education2 × strong negative wage growthi, i ∈ {2, . . . , 5};
low education2 × strong positive wage growthi, i ∈ {2, . . . , 5};
low education2 × unemployment benefit daysi, i ∈ {2, . . . , 5};
low education2 × registered job search days while not employedi, i ∈ {1, . . . , 3};
low education2 × unemployment benefiti, i ∈ {1, . . . , 5};
high education2 × non-German citizenship2;
high education2 × continuous wage increase;
high education2 × at least 10% wage increase in one year;
low education2 × non-German citizenship2;
low education2 × continuous wage increase;
low education2 × at least 10% wage increase in one year;
experiencei × full-time employedi, i ∈ {2, . . . , 5};
experiencei × part-time employedi, i ∈ {2, . . . , 5};
experiencei × marginally employedi, i ∈ {2, . . . , 5};
experiencei × daily wagei, i ∈ {2, . . . , 5};
experiencei × years since last change of establishmenti, i ∈ {2, . . . , 5};
experiencei × change of establishmenti, i ∈ {2, . . . , 5};
experiencei × strong negative wage growthi, i ∈ {2, . . . , 5};
experiencei × strong positive wage growthi, i ∈ {2, . . . , 5};
experiencei × unemployment benefit daysi, i ∈ {2, . . . , 5};
experiencei × registered job search days while not employedi, i ∈ {2, . . . , 5};
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experiencei × unemployment benefiti, i ∈ {2, . . . , 5};
experiencei × at least 10% wage increase in one year, i ∈ {2, . . . , 5};
experiencei × non-German citizenship1, i ∈ {2, . . . , 5};
squared experiencei × full-time employedi, i ∈ {2, . . . , 5};
squared experiencei × part-time employedi, i ∈ {2, . . . , 5};
squared experiencei × marginally employedi, i ∈ {2, . . . , 5};
squared experiencei × daily wagei, i ∈ {2, . . . , 5};
squared experiencei × years since last change of establishment1, i ∈ {2, . . . , 5};
squared experiencei × change of establishmenti, i ∈ {2, . . . , 5};
squared experiencei × strong negative wage growthi, i ∈ {2, . . . , 5};
squared experiencei × strong positive wage growthi, i ∈ {2, . . . , 5};
squared experiencei × unemployment benefit daysi, i ∈ {2, . . . , 5};
squared experiencei × registered job search days while not employedi, i ∈ {2, . . . , 5};
squared experiencei × unemployment benefiti, i ∈ {2, . . . , 5};
squared experiencei × non-German citizenshipi, i ∈ {2, . . . , 5};
high education2 × age2;
high education2 × squared age2;
low education2 × squared age2;
low education2 × squared age2;}
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Table 3.6.8: Legend of baseline predictor variables

Variable Description

birth (outcome) 1 if birth of the 1st child, 0 otherwise
age age in years
squared age age squared
low education 1 if no post-secondary degree, 0 otherwise
high education 1 if tertiary educated, 0 otherwise
non-German citizenship 1 if with non-German citizenship, 0 otherwise
full-time employed 1 if working full-time for at least 50% of the year, 0 other-

wise
part-time employed 1 if working part-time for at least 50% of the year, 0 oth-

erwise
marginally employed 1 if having a mini-job for at least 50% of the year, 0 oth-

erwise
years since last change of
establishment

how many years have passed since last change of establish-
ment (in years)

experience general labor market experience in years
squared experience general labor market experience squared
unemployment benefit
days

unemployment benefit days per year

registered job search
days while not employed

days of being not unemployed and job seeking per year

unemployment benefit 1 if receiving unemployment benefits for at least 50% of
the year, 0 otherwise

registered job search
while not employed

1 if being not unemployed and job seeking for at least 50%
of the year

fisher & breeder 1 if plant breeders, animal breeders, fishery professions, 0
otherwise

miner & manufacturer 1 if miners, stone workers, manufacturers of building ma-
terials, 0 otherwise

chemical worker 1 if chemical worker, plastic processor, 0 otherwise
paper manufacturer 1 if paper manufacturer, printer , 0 otherwise
metal producer 1 if metal producer, 0 otherwise
locksmith & mechanic 1 if locksmith, mechanic, 0 otherwise
electrician 1 if electrician, 0 otherwise
technician 1 if technician, 0 otherwise
textiles & clothing
professions

1 if textiles, and clothing professions, 0 otherwise

nutrition professionals 1 if nutrition professionals, 0 otherwise
interior designer &
upholsterer

1 if exterior/interior designer, upholsterer, 0 otherwise

carpenter & modeler 1 if carpenter, modeler, 0 otherwise
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Table 3.6.8: Continued

painter 1 if painter, 0 otherwise
goods inspector 1 if goods inspector, 0 otherwise
auxiliary worker 1 if auxiliary worker, 0 otherwise
engineers & chemists &
physicists &
mathematicians

1 if engineers, chemists, physicists, mathematicians, 0 oth-
erwise

were merchants 1 if were merchants, 0 otherwise
services consultants 1 if services consultants, 0 otherwise
traffic professions 1 if traffic professions, 0 otherwise
administrative office
professions

1 if organizational or administrative office occupations, 0
otherwise

security professions 1 if regulatory or security occupations, 0 otherwise
writers & artistic
professions

1 if writers and artistic professions, 0 otherwise

health care professions 1 if health care professionals, 0 otherwise
social and educational
professions

1 if social and educational occupations, 0 otherwise

general service
professions

1 if general service occupations, 0 otherwise
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A Pipeline for Variable Selection and False Discovery

Rate Control With an Application in Labor

Economics ∗

Abstract

This paper introduces tools for controlled variable selection to economists. We implement a
recently introduced aggregation scheme for false discovery rate (FDR) control within a logistic
regression model by leveraging the recently proposed model-X (MX) knockoff filter. We apply
the introduced tools to German administrative data to determine the parts of the individual
employment histories that are relevant for females’ top-earner status. Our results reveal that the
FDR pipeline outperforms conventional `1-penalized logistic regression in terms of prediction
accuracy, and that top-earners can be predicted based on a small set of variables, such as
general labor market experience, age, employment status, working weeks, certain occupations
and industries, and interactions of these with high educational attainment.

Keywords: Variable selection, aggregated FDR control, MX knockoff-filter, inference,
`1-penalized logistic regression, female employment careers

JEL codes: C52, C55, C12, J21

∗This chapter is co-authored with Johannes Lederer. The authors sincerely thank Fang Xie for
generously sharing the coding material used for implementing the aggregated FDR control into the
knockoff-filter. We thank Marie Paul for her valuable input.
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4.1 Introduction

Titles like “Economics in the age of big data” [Einav and Levin, 2014], “Big data: New

tricks for econometrics” [Varian, 2014], and “Beyond prediction: Using big data for policy

problems” [Athey, 2017] highlight a shift in the scale of economic data towards Big Data.

In economics, the term Big Data refers to situations where we observe information on

a large number of samples, or many pieces of information on each sample, or both, and

often in a complex setting with several cross-sections per sample [Athey and Imbens,

2019]. Nowadays, empirical research in economics increasingly relies on newly available

large-scale administrative data sets [Einav and Levin, 2014], which offer new possibilities

for fitting models, and have already been successfully processed in the empirical analysis

(e.g., Chetty et al. [2014]; Wan et al. [2017]).

In particular, Big Data applications bring the opportunity to fit high-resolution mod-

els. High-resolution models emerge naturally in Big Data, where the total number of mea-

surements is tremendous such that models can and often do quickly become very complex.

In the extreme case, fitting sophisticated models can mean dealing with parameter spaces

comparable to the sample size (p ≈ n) or even larger (p� n). Parameter spaces that are

too high-dimensional (p ≈ n or p � n) can not be examined with standard estimation

methods such as ordinary least squares and therefore rely on tools from high-dimensional

statistics.69 In high-dimensional settings, the number of variables is substantial, but there

is often a feeling that many of the variables are of minor relevance or completely irrelevant.

The key idea is to concentrate on the most relevant parts of the parameter vector, which

are identified by incorporating prior information. High-dimensional statistics complement

classical estimators with the so-called penalty or prior functions that mathematically for-

mulate how ‘likely’ or ‘promising’ certain models are. The data-driven calibrated tuning

parameters weigh the prior function and thus determine the degree of regularization, i.e.,

the degree of feeding the mere measurements with additional information.

The notion most commonly imposed on the prior functions in high-dimensional statis-

tics is sparsity.70 Sparsity means that the data generating process (DGP) can be modeled

precisely by considering only a small number of variables, even though the actual num-

ber of variables at hand is large. The `1-prior, on which we focus, is probably the most

discussed and prominent sparsity-inducing penalty function in the literature, such as the

69General books and lecture notes on high-dimensional statistics and its embedded concepts that we
rely on in the next four paragraphs, include Bühlmann and van de Geer [2011], Giraud [2014], Hastie
et al. [2015], and Lederer [2018a]. Since most of the following are general knowledge in this research
area, we avoid excessive citations in the next paragraphs and refer to the general literature cited in this
footnote.

70The sparsity concept is based on ideas of an entire community of researchers in statistics and machine
learning. See, e.g., Friedman et al. [2001] and Hastie et al. [2015].
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Lasso literature [Tibshirani, 1996]. If a sparse model can approximate the underlying

DGP, it makes sense to speak of variable selection71 and false discovery rate (FDR) con-

trol [Benjamini and Hochberg, 1995]. Variable selection means that we are interested in

disentangling the ‘relevant variables’ (variables with non-zero-valued entries in the pa-

rameter vector) from the ‘irrelevant variables’ (variables with zero-valued entries in the

parameter vector), i.e., we want to select the important predictor variables (e.g., George

[2000]). Controlling FDR means that we want to ensure that the expected fraction of false

discoveries among all discoveries is not too high to guarantee that the selected variables

are indeed truly associated with the outcome.

It is impossible to recover the true subset S of variables with no error in most cases.

Hence, we are obviously interested in procedures that keep the resulting error as small as

possible. This is usually quantified in terms of false positives and false negatives. It is

also known as Type I and Type II errors, respectively. False positives are falsely selected

variables, and false negatives are falsely omitted variables. A suitable measure to evaluate

the estimator’s variable selection accuracy is, for instance, the Hamming distance, the sum

of false positives and false negatives – the smaller this number, the better the estimator’s

performance.72

How do variable selection and FDR control work?73 In classic hypothesis testing we

are commonly interested in controlling the Type I error at a certain significance level α

by individually testing p null-hypotheses of the form H0,j : β∗j = 0, for j ∈ {1, . . . , p}. By

extending the Type I error control to multiple testing, we are able to control the FDR.

The FDR is the expected fraction of false discoveries and total discoveries. However,

precise hypothesis testing also requires that the statistical power – the fraction of correctly

selected hypotheses and the total number of true hypotheses – is large. The power is

typically assessed in terms of true positives. True positives are truly selected variables.

Accordingly, the number of true positives is tp:= |{j ∈ {1, . . . , p} : β̂j 6= 0 and β∗j 6= 0}|.
Therefore, in addition to the FDR, we also control the aggregated false discovery rate

(AFDR) recently proposed by Xie and Lederer [2019].74 It maximizes power while simul-

taneously guaranteeing FDR control. This aggregation scheme is capable of improving

the original FDR and has the advantage of maintaining the same theoretical guarantees

71Variable selection is essential to high-dimensional statistical modeling. The term has a long tradition
in the field of statistics. It refers to approaches for selecting the important predictor variables in a model
to increase the estimation accuracy and enhance the model interpretability. An early example with the
fundamental developments in variable selection is Akaike [1973]. Recent overviews of the existing variable
selection methods for linear and generalized models are provided in Desboulets [2018] and Fan and Lv
[2010].

72The Hamming distance is defined as hd := fp+fn, where fp := |{j ∈ {1, . . . , p} : β̂j 6= 0 and β∗j = 0}|
and fn := |{j ∈ {1, . . . , p} : β̂j = 0 and β∗j 6= 0}|.

73In this paragraph we refer to Barber and Candès [2015] and Xie and Lederer [2019].
74A later version of this paper is available as Xie and Lederer [2021].
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as for the FDR. Consequently, we can use the same methods as for the FDR to control

the AFDR.

We focus here on controlling the (A)FDR with the knockoff filter [Barber and Candès,

2015], a data-driven procedure. There is a variety of other procedures to control the

(A)FDR, but the generality and the flexibility of the knockoff filter make it worthwhile

to introduce and prepare this procedure for economists.75 The so-called knockoffs are

designed to mimic the correlation structure of the design matrix X in a way that allows

for accurate (A)FDR control.

The knockoff filter can be adapted for a broad class of models and a variety of test

statistics [Candès et al., 2016; Romano et al., 2020]. High-dimensional tools often have to

limit the correlations between the covariates (e.g., Ravikumar et al. [2010]). Typically the

irrepresentability condition [Zhao and Yu, 2006] is also required, which limits the corre-

lations between the ‘relevant’ and ‘irrelevant’ variables. However, the knockoff procedure

does not impose these limiting assumptions. It works under any fixed design matrix X.

Why are variable selection and (A)FDR control of interest for economists? Variable

selection and (A)FDR control answer a simple but very fruitful question: With which

variables is an outcome of interest related? Economists often want to know which de-

mographic or socioeconomic variables at hand affect economic outcomes, such as income.

Answering this type of question is not easy, especially because economic data sources

become more and more detailed, providing a flood of variables. In longitudinal adminis-

trative data, for instance, there is a deluge of explanatory variables possibly interacting

in many different ways.

So far, many economic papers have shied away from including many explanatory vari-

ables.76 They implicitly assumed that only a few variables that matter for the outcome

of interest characterize the DGP. Important covariates are often included based on eco-

nomic reasoning. Consequently, relevant explanatory variables that possibly enter the

model with complex and flexible functional forms might not be accounted for. Especially

reduced-form applications in the applied research often carry the risk of having a priori

little knowledge about which variables are relevant. For instance, researchers who apply

the widely used propensity score matching estimators [Rosenbaum and Rubin, 1985] face

a propensity score that is unknown and thus has to be estimated [Millimet and Tchernis,

2009]. This common practice confronts the specification issues regarding the variables to

be included in the propensity score model and the included variables’ functional-form spec-

75Hints and corresponding references for a couple of competing procedures can be found in Xie and
Lederer [2019].

76As Athey [2018] pointed out, this will certainly change as economists nowadays “more frequently
encounter datasets with many covariates” and see especially the advantages of ML tools suggested for
systematic variable selection.
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ification [Sant’Anna and Song, 2019]. In the worst scenario, misspecifying the propensity

score can lead to unreliable treatment effect estimates (e.g., Busso et al. [2014]). Modern

high-dimensional tools aimed at controlled variable selection can help economists in such

scenarios to disentangle the relevant from irrelevant variables, consider a wider range of

functional-form specifications of those variables, and achieve a correct specification with

higher probability.

As Athey and Imbens [2019] highlight, in empirical research, economists traditionally

limit the number of covariates by hand instead of selecting them in a data-driven way.

Only for prediction tasks we already have many insights from the economic literature on

data-driven techniques. Indeed, most recent influential reviews of ML methods aimed

at economists (e.g., Athey [2017]; Athey and Imbens [2019]; Mullainathan and Spiess

[2017]) introduce ML as a powerful tool to solve problems around prediction. There have

been successful applications of the prediction methodology to policy problems, where ML

methods have been integrated into the context of economic decision-making [Kleinberg

et al., 2015, 2018]. In recent years, scholars adopted machine learning (ML) tools in

economics and combined them with econometric methods, such that most recent advances

also address research questions related to causal inference (see, e.g., Athey [2018] for

several examples). However, there is less knowledge about the variable selection in the

economic literature and certainly none about (A)FDR control.

In this paper, we demonstrate the potentials of model-X (MX) knockoffs [Candès

et al., 2016] in the field of economics based on an empirical application towards the

labor market. MX knockoffs is a data-driven tool that allows linking a large number of

potential covariates to an outcome of interest in a non-linear fashion. It can identify a

subset of important variables from a large set of variables while controlling the (A)FDR.

In particular, we are interested in which variables from individual employment and work

histories affect female top-earners’ status. As our data set, we use administrative data

extracted from the Institute for Employment Research in Germany, which provides precise

employment records. Due to the longitudinal nature of the administrative data, there

is complex information on individual employment histories (e.g., types of employment,

wages, skill level, occupation, age, labor market experience, firm-specific seniority, job

changes) for the workers’ entire career path, possibly interacting in many different ways.

Despite having a large set of potential covariates, we assume that the binary top-earnings

outcome, which we consider, only depends on a small fraction of it. The main challenge

is to search for the few truly important variables linked to the response in a non-linear

fashion. We use a binary choice model within the class of generalized linear models and

apply `1-penalized logistic regression. To achieve valid inference in our setting, we apply

the MX knockoffs to our data. Valid inference in our controlled variable selection problem
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means that we effectively control the false discoveries in non-linear models with a large

set of covariates.

To the best of our knowledge, we are the first to employ the aggregation scheme

of Xie and Lederer [2019] for FDR control in the context of non-linear models.77 The

AFDR control method was originally introduced in the context of high-dimensional linear

models. Its extension to the non-linear case is straightforward due to the generality of

the MX knockoff framework of Candès et al. [2016], yet very useful due to the widespread

application of non-linear models in economics.

Our results reveal that the FDR pipeline outperforms established variable selection

methods such as `1-penalized logistic regression in terms of prediction accuracy, and that

top-earners can be predicted based on a small set of variables, such as general labor market

experience, age, employment status, working weeks, certain occupations and industries,

and interactions of these with high educational attainment.

The remainder of this paper is organized as follows. In Section 4.2, we review the liter-

ature to which our empirical application relates and suggest benefits that labor economists

can have from leveraging the FDR pipeline in the empirical analysis. Section 4.3 intro-

duces the model set-up and methodology. Section 4.4 describes the data, after which

Section 4.5 presents the main empirical results. Section 4.6 concludes the paper.

77The paper by Xie and Lederer [2021] also considers the non-linear case in an application to gut
microbiome data. However, the earlier version of the current work was the first to consider the non-linear
case (see the earlier version in arXiv:2006.12296 [econ.EM]).
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4.2 Literature and perspectives of the FDR pipeline

From the literature on inter-firm mobility, we know that firm-specific seniority and general

labor market experience are important contributors to career progression with regard

to wage growth (e.g., Buchinsky et al. [2010]; Frederiksen et al. [2016]; Topel [1991]).

Further, it is well known from the huge literature on the returns to education that higher

educational attainment is associated with higher earnings (e.g., Böckerman et al. [2019];

Card [1999]; Heckman et al. [2018]). In this context, the literature on wage differentials

points out that part-time employment is harmful in terms of wage growths if it becomes

persistent (e.g., Blundell et al. [2016]; Fernández-Kranz et al. [2015]) and that part-time

workers experience a lower rate of promotion relative to full-time workers (e.g., Russo and

Hassink [2008]). There is also a widely accepted premise in the literature that certain

occupations have more potential for higher earnings (e.g., Weeden [2002]) and that female-

dominated professions pay less (e.g., Grönlund and Magnusson [2013]; Leuze and Strauß

[2014, 2016]). Especially in studies on social inequality, there is evidence that the rise

in wage inequality observed over the past decades can predominantly be found between

occupations (e.g., Mouw and Kalleberg [2010]; Williams [2013]).

Researchers in these fields mostly focus on identifying a causal effect of a certain

job-specific component on earnings. For this purpose, a credible model specification ad-

dressing possible endogeneity issues is crucial. A common practice is to fully endogenize

the job-specific component (e.g., working experience) in a reduced-form equations ap-

proach that can flexibly capture past employment decisions. Buchinsky et al. [2010], for

instance, include in their wage equation a function summarizing the workers’ entire ca-

reer path to account for the endogeneity of labor market experience and its estimated

effect on the returns to seniority and experience. The authors have to rely on this ap-

proximating function since the direct use of the individual’s career history dummies would

require estimating an enormously large set of parameters. This, in turn, would overwhelm

their estimation. A similar practice is used in the literature on wage differentials. When

studying the effects of work experience or part-time work on wages, some studies take

the fully available employment history into account in the wage equation by using linear

spline interpolation (e.g., Light and Ureta [1995]; Paul [2016]). These approaches share in

common the high-dimensionality of the raw employment history data and the reliance on

functional form assumption, which allow them to consider the rich employment histories

in a dimension-reducing manner. However, this approach comes with the risk of having

irrelevant variables (false discoveries) in the model and falsely specified functional forms,

which can lead to a poor inference of the estimate of main interest. In such a situation,

an approach for controlling false discovery rates is highly appealing. The FDR pipeline
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could be used here to select the relevant employment history dummies. It has the advan-

tage that all potentially relevant data discontinuities can be fully included in the model

without pressing them in a functional form specification. Most importantly, it controls

the risk of false discoveries.

Beyond using the proposed FDR pipeline as a preprocessing step to the main model

to be estimated, it can also be used for research questions where causal inference is

not of central interest. In particular, in situations where a researcher wants to gain

insights between features and the response or to construct an improved predictive model,

variable selection with FDR control can be very handy. The literature on top incomes

launched by Piketty [2003], to which we contribute, is interested in the determinants

that could explain women’s and men’s share in the top-earners group (e.g., Bobilev et al.

[2020]; Boschini et al. [2020]). The two papers address the gender aspect in top incomes

and investigate whether there are differences between top income women and men based

on observable characteristics. Their approach explores how the probability of men and

women being in the respective top income groups is associated with educational level,

marriage, and fertility. With regard to the marital status and family composition, the

authors identify important differences between top-income women and men. However,

these papers are primarily interested in who these top-income women and men are in

terms of sociodemographic characteristics. Besides, the top income literature’s common

practice is to study income earners within the top decile separately, which inevitably leads

to small sample sizes. In contrast to this literature, we rely our extensive analysis on a

representative sample including all income groups. We explore the crucial determinants of

the women’s employment histories that are associated with their top-earner status. This

gives further insights into the factors that are associated with top earnings.
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4.3 Methodology

Our empirical application uses a large-scale model that links a large set of potential

explanatory variables to the response variable in a nonlinear fashion. We want to discover

which variables from individual employment histories are truly associated with female

top-earners. The data consist of vector-valued samples, each of them describing the

employment and work situation of women over the past five years. The design matrix X ∈
Rn×p is preprocessed and scaled such that it follows a multivariate normal distribution.

The outcome variable y ∈ Rn is an indicator that takes the value 1 if the woman is a

top-earner in the year under investigation, otherwise 0.

4.3.1 Model and assumptions

We consider data in form of a real-valued deterministic design matrix X ∈ Rn×p and a

binary response y ∈ Rn. We denote the rows of X by x1, . . . ,xn ∈ Rp and the columns of

X by x1, . . . ,xp ∈ Rn . The design matrix X is assumed to be scaled such that (X>X)jj =

n for all j ∈ {1, . . . , p}. Moreover, we assume that the samples (xi,1, . . . , xi,p, yi) are

independently and identically distributed (i.i.d.) for all i ∈ {1, . . . , n}. This is likely to be

fulfilled due to the representativity (drawn from a large population) and cross-sectional

structure of the data sample employed for our empirical analysis.

We define the vector of residuals as u := (u1, . . . , un)> ∈ Rn with entries ui = yi −
P(yi = 1|xi) for i ∈ {1, . . . , n}. The vector u is random noise with mean zero, i.e.,

E(yi − P(yi = 1|xi)) = 0.

The design matrix X and the response vector y are linked to a standard logistic

regression model

P(yi = 1|xi) =
exp(x>i β

∗)

1 + exp(x>i β
∗)

for i ∈ {1, . . . , n}, (4.3.1)

where β∗ ∈ Rp is the unknown target vector.

We assume that our DGP is sparse, i.e., only a small and a priori unknown number of

variables is truly associated with females’ top-earner status (#{j : βj 6= 0} � min{n, p}).
Neither does the recent economic literature on inter-firm mobility (e.g., Frederiksen et al.

[2016]), wage-differentials (e.g., Gallego-Granados [2019]), and returns to education (e.g.,

Heckman et al. [2018]) include several hundred predictor variables to model the relation-

ship between the wage outcome and the explanatory variables. Thus, in line with the

literature, we assume that the DGP is parsimonious, but in contrast to this literature, we

have a priori no idea about which variables are essential, and therefore include them all

110 4.3. METHODOLOGY



CHAPTER 4

to search for the important ones with sparsity-inducing functions.

Although the sparsity concept is prone to biased estimation in general (due to omit-

ting variables) [Fan et al., 2011], it has been shown to be highly beneficial in economic

applications, such as in measuring the effects of monetary policy [Bernanke et al., 2005].

Especially recent advances in high-dimensional modeling have prompted economists to

take advantage of the recent Big Data revolution to deal with large dimensional data sets

(e.g., Belloni et al. [2011]; Fan et al. [2011]).

4.3.2 Estimation

We use penalized techniques to solve the logistic regression and choose the `1-penalty

throughout our estimations.78 The `1-penalty is suitable for sparsity because it forms a

square constraint region for the parameter vector, and the logistic regression contours are

likely to intercept the constraint region at the extremes, such that certain coordinates of

the parameter vector are set to zero. Moreover, the `1-penalty is a convex function, which

makes it convenient to optimize over.

Throughout our estimations, we apply a two-stage estimation procedure to the data.

First, we run `1-penalized logistic regression to screen the important variables. Second,

we complement the first estimation stage by subsequent logistic regression on the set

of selected variables. This method to draw coefficient estimates and determine the se-

lected models’ prediction performance is most common in the high-dimensional linear

regression to reduce the prediction bias induced by `1-type estimators (e.g., Belloni and

Chernozhukov [2013]; Chzhen et al. [2019]; Lederer [2013]).

The goal is to estimate the support set S := supp(β∗) for the model in equation (4.3.1)

with the family of regularized estimators

β̂[r,X,y] ∈ arg min
β∈Rp

{L[β, X,y] + rh[β]}, (4.3.2)

where L[β, X,y] =
∑n

i=1(log(1 + exp(x>i β)) − yix
>
i β)/n is the negative log-likelihood

function, r ∈ [0,∞) is a tuning parameter, and h : Rp → [0,∞] is a prior function which

we specify as sparsity inducing prior function

h[β] := ||β||1,

where ||β||1 :=
∑p

j=1 |βj| is the `1-prior with | · | denoting the absolute value.

Next, to avoid an unwanted overall shrinkage of the estimates imposed by the `1-

penalty [Hastie et al., 2015], we refit the regularized estimators β̂ with subsequent logistic

78`1-penalized logistic regression has been first established in Lokhorst [1999].
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regression estimation on the support Ŝ := supp(β̂) (refitting):79

β̂refit[XŜ ,y] ∈ arg min
β∈Rp

supp[β]⊂Ŝ

L[β, XŜ ,y]. (4.3.3)

4.3.3 Inference

In this paper, we focus on controlling the AFDR [Xie and Lederer, 2019], which we can

define as follows:80 letting S∗ := {j ∈ {1, . . . , p} : β∗j 6= 0} be the true support set and

Ŝq[[X,y], k] an estimate of S∗ operating on data [X,y]. Then, the AFDR at target level

q =
∑k

i=1 qi ∈ [0, 1] is

AFDR := E

[
|Ŝq[[X,y], k]\S∗|
|Ŝq[[X,y], k]| ∨ 1

]
≤ q with Ŝq[[X,y], k] := ∪ki=1Ŝq[X,y], (4.3.4)

where | · | denotes the cardinality of a set. The AFDR scheme applies the FDR control

method [Benjamini and Hochberg, 1995] k times with specific target levels q1, . . . , qk and

combining the results by taking the union. Consequently, for k = 1, we consider the

original FDR control scheme. Because the AFDR scheme is equipped with the same

guarantees as to the original FDR control method, the same procedures that are used to

control the FDR can here be applied.81

Next, we give a quick introduction to the MX knockoff filter, which we use in our

empirical application to control the AFDR within a logistic regression model. The MX

knockoff filter is a method for high-dimensional controlled variable selection in any class of

generalized linear models (GLM) [Candès et al., 2016]. It extends the knockoff procedure

that was initially designed for controlling the FDR in low-dimensional linear models [Bar-

ber and Candès, 2015]. The generated knockoff copies X̃ ∈ Rn×p for the design matrix

X are the key ingredient of the knockoff filter, which mimic the correlation structures

between the variables and therefore serve as a control group to ensure that not too many

irrelevant variables are selected. Hence, both design matrices have a similar correlation

structure, with the difference that X̃ contains additional noise such that the estimator

evaluated on the extended design matrix can compare the selection process of the predic-

tors in the original and imitation matrices accordingly. The final goal is to perform FDR

control on the specific statistics based on both X and X̃.

Denote X := (x1, . . . ,xn)> and X̃ := (x̃1, . . . , x̃n)>. In this paper, we create MX

79For refitting techniques in high-dimensional regression models, see particularly Belloni et al. [2011],
Chzhen et al. [2019], and Lederer [2013].

80In this section, we follow the notational conventions introduced in Barber and Candès [2015], Candès
et al. [2016], and Xie and Lederer [2019].

81For the proof see Xie and Lederer [2019].
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knockoffs X̃ from a multivariate normal distribution complying with

X̃|X d∼ Np(µ, V ), (4.3.5)

where we assume X
d∼ Np(0,Σ) with Σ ∈ Rp×p being positive definite and µ and V satisfy

µ := X −XΣ−1 diag{s}, (4.3.6)

V := 2diag{s} − diag{s}Σ−1diag{s}, (4.3.7)

with s ∈ Rp making V positive definite. This way to construct knockoffs is most common

in the literature (e.g., Barber et al. [2019]; Barber and Candès [2015]; Candès et al. [2016];

Xie and Lederer [2019]).

We consider the following penalized estimator for logistic regression, which is aug-

mented by the knockoffs

β̂[r,X, X̃,y] ∈ arg min
β∈R2p

{L[β, [X X̃],y] + rh[β]}, (4.3.8)

where L[β, [X X̃],y] =
∑n

i=1(log(1 + exp([x x̃]>i β)) − yi[x x̃]>i β)/n is the negative log-

likelihood function, [X X̃] ∈ Rn×2p is an augmented matrix, r ∈ [0,∞) is a tuning

parameter, and h : R2p → [0,∞] is a prior function, which we specify as sparsity inducing

prior function

h[β] :=

2p∑
j=1

|βj|.

We use 10-fold cross-validation (CV)82 for calibrating the tuning parameter in equation

(4.3.8).

We consider here the Lasso Signed Max (LSM) [Barber and Candès, 2015] and the

Lasso coefficient-difference (LCD) [Candès et al., 2016] as knockoff statistics. The LSM

statistic denotes the maximum penalty coefficients of each variable entering the model

in (4.3.8). Thus, it evaluates how much earlier or later the original predictor Xj enters

the model in comparison to its imitation copy X̃j as a function of the tuning-parameter

grid. The LCD statistic denotes the difference between the absolute values of the Lasso

coefficients of the original variables and the knockoff copies. Denote the LSM and LCD

82CV is the most widely used calibration scheme in the ML literature. References and an overview
about the existing theory for cross-validation can be found in Arlot and Celisse [2010].
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statistics by (Z1, . . . , Zp, Z̃1, . . . , Z̃p), that is,

Zj[X,y] := sup{r : β̂j[r,X, X̃,y] 6= 0}, and Zj[X,y] := |β̂j[r,X, X̃,y]|,

Z̃j[X,y] := sup{r : β̂p+j[r,X, X̃,y] 6= 0}, and Z̃j[X,y] := |β̂p+j[r,X, X̃,y]|,

for j ∈ {1, . . . , p}. Then the LSM and LCD statistic vectors W := (W1, . . . ,Wp)
> can be

defined by

Wj[X,y] := max{Zj, Z̃j} · sign(Zj − Z̃j), and Wj[X,y] := Zj[X,y]− Z̃j[X,y],

for j ∈ {1, . . . , p}. In the case of the LSM statistic, a large positive Wj indicates that

the original predictor Xj enters the model earlier as compared to the imitation copy

X̃j at some particular value of r and hence exhibits informational value in describing the

outcome variable. In contrast, a large negative value of Wj indicates the opposite situation

in which the predictor in question does not contain an important signal for the model and

hence should not be selected. Likewise, a large positive value of Wj induced by the LCD

statistic provides evidence that the respective predictor contains an informational value

in explaining the outcome and a large negative value indicates irrelevance of the predictor

for the model.

The goal is to select only those variables that are positive and ‘large enough’ such

that Wj ≥ t with t > 0 is satisfied. To assess which value of Wj is ‘large enough’

for the corresponding predictor to be selected, we utilize the statistic vector containing

the original predictors and knockoff copies to calibrate a data-dependent threshold. The

data-dependent threshold of the knockoff filter method for a given FDR target q ∈ [0, 1]

is defined by

Tq[X,y] := min
{
t ∈ W :

|{j : Wj[X,y] ≤ −t}|
|{j : Wj[X,y] ≥ t}|

≤ q
}
,

where W := {|Wj| : j ∈ {1, . . . , p}}, | · | is the cardinality, and the fraction denotes an

estimate of the false discovery proportion, which is controlled by the user specified FDR

target level q and thus is bounded from above by q. Thus, the corresponding estimated

support recovery set is defined as

Ŝq[X,y] := {j : Wj[X,y] ≥ Tq[X,y]}.

The estimated support Ŝq[X,y] obtained by the knockoff procedure satisfies inequality

(4.3.4) for an approximated FDR which is less or equal to the FDR.83

Note that studying the selection of truly associated variables with the knockoff ap-

83The so-called Knockoff+ procedure (a slightly different version of the knockoff filter) satisfies this
theoretical bound exactly [Xie and Lederer, 2019].
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proach does not tackle endogeneity issues. The objective of controlled variable selection

is to examine which covariates truly correlate with the outcome and estimate the depen-

dencies’ strength.

We use the (A)FDR control methods for variable selection in our high-dimensional

empirical application. To apply (A)FDR control to our data, we use the knockoff filter

for `1-penalized logistic regression. In line with the recommendations in Xie and Lederer

[2019] we simulate k = 3 independent knockoffs X̃1, X̃2, X̃3 from a Gaussian distribution

for the AFDR control method. As target FDR, we choose q = 0.1. Intuitively, this target

level means that if 10 predictor variables were selected by the (A)FDR procedure, there

would be at most 1 false discovery (fp) among them.
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4.4 Data and empirical preparation

Our analysis draws on employment records from German administrative data. In partic-

ular, we use the Sample of Integrated Employment Biographies (SIAB).84 It is provided

by the Research Data Center (RDC) of the German Federal Employment Agency at the

Institute for Employment Research in Nuremberg and draws a 2% random sample from

the population of the Integrated Employment Biographies (IEB). The SIAB has been

used in several studies on women’s career and wage outcomes (e.g., Adda et al. [2017];

Ejrnæs and Kunze [2013]).

The SIAB version considered here covers a 2% random subsample of all German em-

ployees contributing to the social security system between 1975 and 2014 or receiving

transfer payments from the labor agency or being registered job seekers. Civil servants,

including teachers and self-employed, are not included in the sample. The sample provides

detailed weekly anonymized information on, for example, earnings, occupations, change

of establishment, employment, periods of unemployment, unemployment and welfare ben-

efits, as well as basic sociodemographics. An important advantage of the data set is that

because of the large sample size and the longitudinal nature of the administrative data,

employment histories are measured precisely.

4.4.1 Specification

Our goal is to discover which variables from employment records and basic sociodemo-

graphics are truly associated with females’ top-earner status. Women are underrepre-

sented in the top-earners’ group (e.g., Bertrand et al. [2010]; Guvenen et al. [2020]).85

Additionally, those who are in the top-earners’ group have systematic differences in terms

of sociodemographic characteristics in comparison to top-earning men [Bobilev et al.,

2020]. Therefore, it is necessary to focus on women separately. Due to methodological

reasons, we concentrate on one particular year: 2010.86 As a robustness check, we do

the same analysis for two further years: 2009 and 2011. We focus on West Germany and

restrict our sample to birth cohorts of women between 1965 and 1975. The birth cohort

84The data base of this project is the Scientific Use File (SUF) of the SIAB (version SIAB-Regionalfile
1975 - 2014 [Ganzer et al., 2017]). The data was assessed via a guest stay at the Research Data Center
(FDZ) of the German Federal Employment Agency at the Institute for Employment Research and then
via controlled data processing at the FDZ.

85This phenomenon is known as the “glass ceiling” in the literature. The thinning of the proportion
of women along the career ladder is also known as “leaky pipeline” (e.g., Blickenstaff [2005]). In their
analysis of executive managers, Gayle et al. [2012] show that female executives only constitute 5% of the
top-management and have different characteristics than male executives.

86The proposed FDR pipeline requires the design matrix X to have independent and identically dis-
tributed rows.
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restriction corresponds to the age groups between 35 and 45 years. Before age 35, many

women still climb the career ladder and have not yet reached the final top salary, while

few women reach their career peak at an age older than 45. Because we do not predict

when women will reach their top-earnings for the first time, we also leave women who

already had top-earnings before 2010 in the sample. Finally, we drop those women who

do not have any employment, benefit, or job search record in the data, either one or two

years before the prediction year 2010. The idea behind this restriction is that we want to

avoid having women in the sample who have emigrated from Germany or have died and

thus cannot have a top-earning recorded in our data. Overall, the final sample includes

middle-aged West German women with and without German citizenship and some recent

attachment to the labor market. The sample consists of n1 = 1, 567 women with a career

in 2010 and n2 = 78, 214 women with no career in 2010. Thus, the total sample size

covers n = 79, 781 women.

To discover which variables from employment records and basic sociodemographics af-

fect top-earners’ status in 2010, we generate a plethora of separate variables from the SIAB

data to capture the available information on the work and (un-)employment histories in

a very detailed and flexible way. Especially the longitudinal nature of the administrative

employment data allows capturing complex information on individual employment and

earnings histories (e.g., types of employment, experience, skill level, firm-specific senior-

ity) for the entire elapsed working life, possibly interacting in many different ways. To

accurately record time-varying information of the elapsed (un-)employment history, we

consider five lags (information on the years 2005-2009) for each baseline variable. For

time-constant information (e.g., education), we consider the most recent lag (information

on the year 2009). Consequently, we use information from data spells up until 2009.87

We do not use employment records from 2010 for our analysis because of potential endo-

geneity issues. Consider a woman recording a top-earning in July 2010.88 She has most

likely found out about her upcoming promotion in contract negotiations with her employer

shortly before her actual promotion, and her knowledge of the career peak may induce her

to stay with the current employer. Our specification might still have the problem that,

for some women reaching top-earnings, for example, in January 2010, there is information

on employment records that is itself already influenced by the top-earners’ status to be

predicted. On the other hand, by disregarding the information on the whole year 2009, we

might lose tremendous important predictor variables, especially because some important

changes in the individual employment history – without themselves being influenced by

87We apply the same logic for the two other years used for the robustness check.
88Reaching a top-earning in 2010 means, according to our definition, to reach the highest wage level

recorded in the SIAB data and to earn it for at least half a year. The highest wage level corresponds to
the social security ceiling imposed on the SIAB data.
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the top-earning event – might lead to an immediate achievement of the corporate career

ladder’s peak. For this reason, we also take into account the year 2009.

We consider 5 sociodemographic and 121 (un-)employment and work history baseline

predictor variables. The reason for also including sociodemographic variables that do not

explicitly account for the employment histories is that they are strongly associated with

top-earners’ status. For instance, highly educated women are more likely to achieve top-

earnings than their lower-educated peers. This means the skill level might be a powerful

predictor of being a top-earner.

Finally, to select the main effects that are truly associated with top-earners’ status,

it is important to allow for a wide range of plausible interactions between the baseline

variables. Thus, we interact the lagged terms of the associated baseline predictors with

each other in many different ways, such that we end up with 365 sociodemographic and

employment and work history variables. A full list of the included predictor variables

can be found in Table 4.7.7 in the appendix. We only consider those interactions that

make sense from an economic point of view and do not violate the assumptions required

for the analysis or lead to other statistical problems, such as perfect multicollinearity or

separation Albert and Anderson [1984] that would compromise the analysis. Moreover,

our interacted time-varying variables come from the same time period because we want to

avoid modeling complex dynamics between different predictors for ease of interpretation

later on. We also interact time-constant variables with time-varying variables. Further, we

include non-linear effects for women’s age, firm-specific seniority, and working experience

using second-order polynomials.

In our empirical application, we consider a large-scale design matrix X ∈ R79,782×365.

Thus, we consider a setting in which both the sample size and the feature size are large,

but the feature size is much smaller than the sample size (n, p� 1, p� n). Although we

do not consider the case where n, p � 1, p ≈ n or p � n, and high-dimensional statis-

tics become indispensable, our case (p is large) is the typical scope of high-dimensional

statistics.

The outcome variable yi ∈ R is an indicator that takes the value 1 if the woman is

a top-earner in 2010, otherwise 0. Our definition is subject to a narrow framework that

only covers the highest percentage of top-earners. A difficulty of the SIAB data is that

the wage variable is censored from above to ensure that high earners cannot be identified.

Therefore, we define the binary top-earnings outcome variable based on the social security

contribution ceiling imposed on the SIAB data:89 whenever the wage variable coincides

with the social security contribution ceiling, the top-earner dummy takes the value 1, and

0 otherwise.

89Note that the social security contribution ceiling varies for each year.
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4.4.2 Descriptives

Table 4.7.1 in the appendix provides detailed descriptive statistics of all baseline variables

included in the analysis. Among the 126 baseline predictors, 37 are continuous (e.g.,

firm-specific seniority in years), and 89 are binary (e.g., a dummy variable for part-

time employment). The predictors collect information on full-time employment, part-

time employment, marginal employment, years since career entry, firm-specific seniority,

number of job changes, job durations, number of working weeks, general labor-market

experience, unemployment benefits, registered job search, age, education, non-German

citizenship, occupations, and industrial sectors.

Table 4.4.1: Descriptives

Top-earner in 2010 No top-earner in 2010
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

age1 39.766 3.054 34 44 39.579 3.098 34 44
high education1 0.607 0.489 0 1 0.097 0.296 0 1
middle education1 0.386 0.487 0 1 0.792 0.405 0 1
low education1 0.005 0.071 0 1 0.097 0.296 0 1
non-German
citizenship1

0.033 0.179 0 1 0.042 0.200 0 1

full-time
employed1

0.919 0.273 0 1 0.381 0.486 0 1

part-time
employed1

0.063 0.242 0 1 0.297 0.457 0 1

marginally
employed1

0.000 0.000 0 0 0.181 0.385 0 1

experience1 14.149 4.867 0 25 12.527 5.653 0 25
firm-specific
seniority1

6.788 5.239 0 25 6.021 5.494 0 25

# of work weeks1 50.830 5.804 0 52 44.795 15.441 0 52

Note(s): n1 = 1, 567 women with top earnings in 2010 and n2 = 78, 215 women no top-
earnings in 2010. n = 79, 782

Table 4.4.1 provides the descriptive statistics of some key baseline variables. The table

shows the descriptives by the top-earner status in 2010. The summary statistics show that

most women with no top-earnings in 2010 hold a vocational degree (79%), around 10%

are tertiary educated, and 10% hold no post-secondary degree. Unlike these, the majority

of women with a top-earning in 2010 are tertiary educated (61%), followed by women

holding a vocational degree (38%) and no post-secondary degree (0.5%). The average

age one year before the potential top-earning is between 39 and 40 years. Almost all

women with top-earnings in 2010 are full-time employed (92%) one year before potential
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top-earning, followed by a small proportion of part-time working women (6%). None of

these women are marginally employed. On the other hand, only 38% of women with no

top-earnings in 2010 are full-time employed, followed by part-time (30%) and marginal

(18%) employment. In our sample, around 3.3%/4.2% of the women have non-German

citizenship. The average number of working weeks per year in 2009 is higher for top-

earners in 2010 (51 vs. 45). The same pattern applies to the firm-specific seniority and

general labor-market experience: women with top-earnings in 2010 record a higher average

firm-specific seniority (6.8 vs. 6) and more general labor-market experience (14.1 vs. 12.5)

compared to women with no top-earnings in 2010.
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4.5 Results

How important is a woman’s employment history for her professional career? The answer

to this question can show whether the event of a female becoming a top-earner is deter-

mined within a short time-frame or rather by some factors which are present throughout

the entire history of employment. It can also answer whether the selection in certain

occupations or educational levels matters for the female top-earning status. To approach

this question, we establish an FDR pipeline based on Barber and Candès [2015], Candès

et al. [2016], and Xie and Lederer [2019] to identify among a plethora of predictors derived

from employment records those that are most predictive for female top-earners’ status.

In particular, we want to increase the estimation accuracy by effectively identifying the

important predictor variables and improving model interpretability.

4.5.1 Main findings

Our main findings suggest that a small set of variables, such as employment status, general

working experience, age, working weeks, certain occupations and industries, and interac-

tions of these with high educational attainment is associated with top-earnings. Thus,

both certain determinants of the individual employment history and occupational and ed-

ucational choices matter for female top-earners. In particular, the (A)FDR methods with

the LCD statistics show a considerable improvement in classification accuracy compared

to conventional variable selection methods such as the `1-penalized logistic regression.

4.5.2 Prediction and variable selection performance

Our objective is to establish the FDR pipeline for variable selection in modern Big Data

applications in economics. In doing so, we apply the proposed pipeline to labor market

data and identify those variables from individual employment histories that are truly

important for female top-earners’ status. Since there are no ground truths available for

our application, that is, the true support S := supp[β] is unverifiable, we cannot measure

variable selection accuracy directly. However, the ground truth is almost never available

in empirical research. Therefore, we infer the methods’ performance from the number of

selected variables and the prediction accuracy. We apply the knockoff procedure with the

different statistics for the augmented `1-penalized logistic regression and the subsequent

logistic regression on the support (refitting) as described in the methodology section (FDR

LSM, AFDR LSM, FDR LCD, AFDR LCD). Moreover, we apply this two-step estimation

procedure to conventional `1-penalized logistic regression (CV), where we use 10-fold CV

for calibrating the tuning parameter. Besides, we estimate conventional logistic regression
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with the full set of variables and without any variable (only intercept) (FULL, EMPTY).

These two latter estimations mark the two extreme scenarios in which all variables or no

variable is relevant for predicting female top-earners’ status and thus are intended – next

to the conventional `1-penalized logistic regression model – to provide information on how

far the FDR pipeline can provide a better prediction performance than these reference

specifications or whether it can perform better at all.

We typically seek methods that yield a sparse model with a small number of variables

for ease of interpretation. Moreover, we search for models with small prediction errors (a

good fit to the data). On the one hand, the model size is crucial here since our primary

goal is variable selection. A small prediction error means in our setting, on the other hand,

obtaining a high classification accuracy since we are interested in discriminating between

women with and without top-earnings. We report the power, the Hamming distance, and

the FDR for classification accuracy. These measures are closely related to each other.

The power is the proportion of correctly classified top-earning women in the total number

of true top-earning women in the sample and ranges between 0% (no power) and 100%

(full power). The Hamming distance is the sum of false positives (fp) and false negatives

(fn), that is, the sum of falsely identified women with top-earnings in 2010 and falsely

identified women with no top-earnings in 2010. The FDR is the proportion of falsely

classified women in the total number of women classified as top-earners and also takes

values between 0% and 100%. The higher the power, the lower the Hamming distance,

and the lower the FDR, the better the prediction performance of the respective model.

These three measures and the model size give us indirect information about the FDR

pipeline’s variable selection accuracy.

To determine the classification accuracy of the FDR pipeline and the reference point

models (CV, FULL, EMPTY) in terms of the power, the Hamming distance, and the

FDR, we apply a recent proposed Monte-Carlo cross-validation (MCCV) algorithm with

data-dependent threshold moving [Klose and Paul, 2020] to the logistic regression refit-

ting step (second estimation step).90 The basic concept of this algorithm is to perform

repeated random sub-sampling validation based on an adjusted quantile threshold, which

can handle classification problems with extremely class imbalanced samples as in our em-

pirical application.91 The goal of this threshold moving is to optimize the classification

accuracy by transforming the unbalanced class label problem into a balanced class label

problem, thus balancing the probabilities of making false negative and false positive mis-

takes. As a result, the MCCV algorithm gives the classifier the best chances to reach its

best theoretical performance: a Hamming distance of zero.

90For FULL and EMPTY, only the second step – the simple logistic regression on the support – of
the two-step procedure is applied (see the methodology section).

91Indeed, in our sample there are 79,782 women, among which only 1,567 record top-earnings in 2010.
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We follow the recommendations of Klose and Paul [2020] and generate k = 10 splits

uniformly at random into training sets T1, . . . , T10 of size nt = 9
10
∗ n and validation

sets V1, . . . ,V10 of size nv := n − nt and then compute the Hamming distance hd :=∑k
j=1 |ĈVj \ C∗Vj |+ (|C∗Vj | − |ĈVj ∩ C

∗
Vj |), the average power power := 1

k

∑k
j=1

|ĈVj ∩ C
∗
Vj
|

|C∗Vj | ∨ 1
and

the average FDR fdr := 1
k

∑k
j=1

|ĈVj \C
∗
Vj
|

|ĈVj \C
∗
Vj
|+|ĈVj ∩ C

∗
Vj
| over the repeated random sub-sampling

validation sets, where C∗ and Ĉ denote the true set and the estimated set of women with

top-earnings in 2010.

Table 4.5.1: Results. The FDR pipeline provides an accurate classification based on only 24
predictors.

Classification accuracy (MCCV refit)

Model
size

power in % Hamming
distance hd:=

fp+fn

fdr in % Σ of true
top-earners in the

validation sets

CV 12 29.0 2 217
(1 121+1 096)

71.6 1 542 (79 790)

FDR LSM 24 24.0 2 357
(1 185+1 172)

76.2 1 542

AFDR LSM 12 21.5 2 465
(1 253+1 212)

79.1 1 542

FDR LCD 23 34.1 2 070
(1 054+1 016)

66.7 1 542

AFDR LCD 24 34.7 2 057
(1 050+1 007)

66.3 1 542

FULL 365 35.9 2 137
(1 147+990)

67.5 1 542

EMPTY 0 2.6∗ 3 054∗

(1 527+1 527)
97.4∗ 1 567∗∗

Prediction and variable selection performance.
∗ Performance measures are based on the expected value because the MCCV method
requires a variation in the predicted probabilities that is not met in the case of the empty
model.
∗∗ indicates the number of top-earners in the 2010 sample.

Table 4.5.1 reports the model size and the classification accuracy of the different

approaches. First, it is noticeable that the empty model (only intercept) has by far

the lowest classification accuracy since it reports the lowest power (2.6%), the highest

Hamming distance (3 054), and the highest FDR (97.4%) among all considered model

specifications. The large-scale model with the full set of variables – except for one measure

– does not lead to a better fit of the data than the models selected by our proposed
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FDR pipeline. Thus, it is worthwile to search for the main variables, which improve the

classification accuracy and model interpretability.

Second, we observe that the (A)FDR model with the LCD statistic considerably out-

performs the conventional `1-penalized logistic regression method in terms of classifica-

tion accuracy. It provides an accurate classification based on only 24 (23) predictors and

achieves a power of 34.7% (34.1%). Moreover, it reaches the lowest Hamming distance

(2 057/2 070) and the lowest FDR (66.3%/66,7%) among all model specifications. To put

the outperformance in relation, note that the power of (A)FDR model with the LCD

statistic is 5.7 (5.1) percentage points higher than that of the conventional CV model,

and the Hamming distance is reduced by 160 (147) fp and fn. This is expected, in view of

`1-type estimators calibrated by cross-validation being exclusively designed for prediction

(and not for variable selection) and hence bearing the risk of false discoveries, which can

result in deterioration of the prediction performance. What is added to the knockoff filter

over the usual `1-penalized logistic regression method are the generated knockoff copies

and the data-driven test statistics to control the FDR. This additional feature typically

results in a larger increase in accuracy after refitting.

Third, by comparing the (A)FDR methods with each other, it is evident that the

knockoff procedure with (A)FDR control and the LCD statistic also considerably outper-

forms the (A)FDR control methods with LSM statistic in terms of classification accuracy.

When evaluating the advantage of the ADFR model with LCD statistics over the (A)FDR

models with LSM statistics, we observe that the former model’s power is 10.7 (13.2) per-

centage points higher than that of the latter ones. This advantage is about twice as large

compared to the advantage of the AFDR model with the LCD statistic over the con-

ventional `1-penalized logistic regression model. Moreover, the (A)FDR control methods

with the LCD statistics also outperform those with the LSM statistics in terms of the

FDR target level. While we can achieve our proposed target FDR of q = 0.1 for the for-

mer methods, for the latter methods, we can only choose q = 0.33 as this is the smallest

possible target FDR, where a non-zero number of predictor variables is selected. The in-

crease in the FDR target level is likely the reason for the deterioration in the classification

accuracy recorded by the (A)FDR models with LSM statistics. Our finding is in line with

the results of Candès et al. [2016], who find that the LCD statistic outperforms the LSM

statistic across a wide scope of simulations, particularly under covariate dependence like

in our empirical application.

Next, we provide the variables selected by the different applied methods. Table 4.7.2

and Table 4.7.3 in the appendix display the results for the (A)FDR control estimations

based on the LCD statistics and the LSM statistics, respectively, and Table 4.7.4 in the

appendix displays the results for the `1-penalized logistic regression estimation.

124 4.5. RESULTS



CHAPTER 4

We observe that variables that appear multiple times across methods are services

consultants1, administrative office professions1, high educated1 × health care industry1,

high educated1 × wood industry & coking plant1, high educated1 × # of work weeks1, full-

time employed i, experience i × full-time employed j, with i ∈ {1, 3, 5} and j ∈ {2, 3, 5}.
Overall, either variables are selected that relate to occupations and industries in combi-

nation with high educational attainment or variables that relate to general working expe-

rience, full-time employment, and working weeks in combination with high education. On

the other hand, the proposed methods rarely select predictors related to unemployment

benefits and welfare benefits.

This finding is in line with our intuition: high-educated individuals working in the

health care industry, such as doctors, are typically belonging to the group of top-earners.

The fact that several full-time employment variable delays are selected has to do with

the prediction signal inherent in this variable. Continuous full-time employment is almost

indispensable for reaching a top-earning.92 Finally, it is also not surprising that high

educational attainment in combination with the number of working weeks per year is

selected, given that both determinants are often associated with top-earnings.

Tables 4.7.5 and 4.7.6 in the appendix contain the selected variables of the two robust-

ness checks. To check the robustness, we carried out the same analysis for the knockoff

procedure with LCD statistics for the years 2009 and 2011. The results show that the

same variables as in the 2010 sample are selected.

In our empirical application, the primary objective is accurate variable selection, i.e.,

the estimated support Ŝ should be a good approximation of the true support S. Below

(Section 4.5.3), we focus on the AFDR control method with the LCD statistics for two

main reasons. First, we showed empirically that this procedure identifies an interpretable

model and achieves the highest classification accuracy among the competing methods con-

sidered here. The model size and the classification accuracy serve us as indirect measures

for the variable selection accuracy since feature selection cannot be measured directly.

Indeed, a model with 24 predictors seems ideal for our purpose since it leaves enough

room for interpretation and is not too large such that it could potentially be difficult to

interpret it, or it could harbor the risk of noise variables. Second – next to the outperfor-

mance of the AFDR control method in the empirical work shown by us – Xie and Lederer

[2019] have confirmed in simulations that the aggregated knockoff filter can simultane-

ously decrease the FDR and increase the power while maintaining the original method’s

theoretical FDR guarantees.

92Part-time work is often perceived as work with little career prospects (e.g., Blank [1990]).
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4.5.3 Inference

The previous section showed that the (A)FDR control, which was originally designed for

multiple testing, is useful for variable selection in empirical applications where a plethora

of predictor variables is available. The final goal of variable selection with (A)FDR control

is to obtain coefficient estimates of the selected variables. Therefore, in this small sec-

tion, we focus on the inference and interpretation of the best-performing model’s refitted

coefficient estimates β̂refit (AFDR LCD). Besides, we calculate the marginal effects of the

logistic regression estimates to give a reasonable interpretation.

In Table 4.5.2, we provide the estimation results for the logistic regression refit of the

AFDR control method with the LCD statistics. Column (1) reports the refitted coefficient

estimates for the non-standardized support set, and Column (2) reports the corresponding

marginal effects. The standard errors are given under the respective estimates. A first look

at the results reveals that most of the coefficient estimates have the expected signs and are

statistically significant. Since we can interpret just the signs of the coefficient estimates

in Column (1) (due to the non-linear model), we concentrate on the interpretation of

the statistically significant marginal effects in Column (3). Besides, we only provide an

exemplary interpretation of a few variables.

Table 4.5.2: Inference

LCD (1) (2)

ŜAFDR Coefficient Marginal effect
(with refit) (with refit)

full-time employed1 0.6501∗∗∗ 0.0214∗∗∗

(0.0614) (0.0020)
full-time employed3 0.2624∗∗∗ 0.0087∗∗∗

(0.0580) (0.0019)
full-time employed5 0.4242∗∗∗ 0.0141∗∗∗

(0.0465) (0.0016)
marginally employed5 −0.4944∗∗∗ −0.0219∗∗∗

(0.1883) (0.0083)
locksmith & mechanic1 −1.0530 −0.2232

(12.3820) (2.6248)
electrician1 −0.2342∗∗∗ −0.0470∗∗∗

(0.0807) (0.0162)
technician1 −1.1231 −0.2194

(12.8059) (2.5022)
services consultants1 0.1525∗∗∗ 0.0139∗∗∗

(0.0205) (0.0019)
administrative office professions1 0.1574∗∗∗ 0.0057∗∗∗
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(0.0301) (0.0011)
health care professions1 0.2942∗∗∗ 0.0149∗∗∗

(0.0419) (0.0021)
social and educational professions1 −0.2513∗∗∗ −0.0147∗∗∗

(0.0477) (0.0028)
general service professions1 −0.7313∗∗∗ −0.0342∗∗∗

(0.1551) (0.0073)
manufacture of office machines1 0.1757∗∗∗ 0.0159∗∗∗

(0.0175) (0.0016)
building industry1 −0.1734∗∗∗ −0.0209∗∗∗

(0.0459) (0.0055)
credit & insurance industry1 0.0479∗ 0.0019∗

(0.0287) (0.0012)
education & health care industry1 −1.3116∗∗∗ −0.0512∗∗∗

(0.1450) (0.0057)
public administrative industry1 −0.4557∗∗∗ −0.0324∗∗∗

(0.0581) (0.0042)
highly educated1 ×# of work weeks1 0.4281∗∗∗ 0.0005∗∗∗

(0.0661) (0.0001)
low educated1 × full-time employed5 −0.1997∗∗∗ −0.0244∗∗∗

(0.0594) (0.0073)
experience2 × full-time employed2 0.0553 0.0001

(0.0694) (0.0002)
experience4 ×marginally employed4 −0.9601∗∗∗ −0.0040∗∗∗

(0.3320) (0.0014)
experience1 ×# of work weeks1 0.1972∗∗∗ 0.0000∗∗∗

(0.0603) (0.0000)
highly educated1 × age1 0.2784∗∗∗ 0.0000∗∗∗

(0.0673) (0.0000)
highly educated1× 0.4844∗∗∗ 0.0447∗∗∗

education & health care industry1 (0.0612) (0.0057)
Intercept −6.8329∗∗∗ −0.1106∗∗∗

(1.4283) (0.0027)
Design matrix is not standardized. Estimation with intercept.
∗, ∗∗, ∗∗∗ statistically significant at the 10%, 5%, and 1% levels, respectively.

Starting to interpret the marginal effect of full-time employed1 in Table 4.5.2, we find

that by holding all other factors constant, being full-time employed in 2009 instead of

being part-time, marginally, or non-employed in 2009 increases the probability of reach-

ing a top-earning in 2010 on average by 2.1 percentage points. Another 1.4 percentage

point increase is associated with full-time employment in 2005. This effect is reduced

for low levels of educational attainment as the coefficient of the interaction term of low

education and full-time employment in 2005 is negative. In contrast, marginal employ-

ment (marginally employed5) instead of a non-employment or part-time employment in
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2005 reduces the probability of getting a top-earning in 2010 on average 2.2 percentage

points, holding all other factors constant. The role of the employment status on wages is

studied in detail by the literature on wage-differentials. The literature on wage differen-

tials observes a substantial raw wage gap between full-time and part-time working women

(e.g., Connolly and Gregory [2008]; Gallego-Granados [2019]; Paul [2016]). In particular,

Russo and Hassink [2008] find that full-time workers experience a higher rate of promo-

tion compared to part-time workers. Moreover, the literature points out that part-time

work is harmful in terms of wage growth if it becomes persistent. That is known as the

second-order part-time wage effect (e.g., Blundell et al. [2016]; Connolly and Gregory

[2010]; Fernández-Kranz et al. [2015]).

Moving on to the selected occupations, we find that electricians, social and educa-

tional professions, and general service professions are associated with a lowered prob-

ability of a top-earning in 2010. In contrast, service consultants, administrative office

professions, health care professions, and manufacturers of office machines are associated

with an increased probability of a top-earning in 2010. Working as an electrician in 2009

(electrician1), for instance, instead of working in professions listed in the omitted refer-

ence group in 2009 reduces the probability of being a top-earner in 2010 on average by

4.7 percentage points (holding all other factors constant). Working in health care profes-

sions (health care professions1), on the other hand, delivers a 1.5 percentage points higher

probability on average. From the variable selection point of view, it is interesting that

the AFDR method selects occupations and industries predominantly. This suggests that

the occupational choice may be of central importance to paving the way to female top-

earnings. Previous studies show that the sex segregation by occupations plays a central

role in explaining the gender wage-gap (e.g., Grönlund and Magnusson [2013]; Triventi

[2013]). Leuze and Strauß [2014] have shown that female-‘typical’ occupations, such as

social and educational subjects, are associated with higher-wage penalties than male-

dominated professions among German higher education graduates. When analyzing why

this is the case, Leuze and Strauß [2016] find that female-dominated occupations pay a

lower wage due to their female-‘typical’ working-time arrangements. In line with the find-

ings of Guvenen et al. [2020], who analyzed the industry composition of top-earners since

the 1980s in the US, we find that the finance and insurance industry is associated with

an increased probability of a top-earning in 2010. Our results further indicate that male-

‘typical’ occupations, which commonly require an apprenticeship, such as electricians or

building professions, are associated with lowered female top-earner status probabilities. In

summary, the selection with the proposed ADFR method indicates that the working-time

arrangements (in particular the employment status), working experience, age, education,

and certain occupations and industries are related to female top-earnings.
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4.6 Conclusion

Exemplified by an empirical application towards the labor market, this paper introduces

economists the potentials of high-dimensional tools aimed for controlled variable selection.

More specifically, we apply a new aggregation scheme for FDR control [Xie and Lederer,

2019] to economic data within a high-dimensional logistic regression model, which dis-

entangles relevant from irrelevant variables while maximizing the statistical power and

guaranteeing sharp control over false discoveries. The aggregated FDR control method

has originally been introduced in the context of high-dimensional linear regression models

[Xie and Lederer, 2019]. However, we can easily extend the aggregation scheme for the

non-linear case by exploiting the framework of MX knockoffs [Candès et al., 2016]. The

MX knockoff-filter effectively controls the aggregated FDR and performs valid inference

in our high-dimensional logistic regression model by mimicking the correlation structure

found within the potential covariates.

In particular, we apply the MX knockoff-filter to the SIAB data to discover which vari-

ables from individual employment histories are truly associated with female top-earning

status. We assume that the binary top-earning outcome variable can be modeled accu-

rately using a sparse representation of the covariates. However, unlike the traditional

economic literature, we are unsure about the identity of the relevant covariates and there-

fore select them in a data-driven manner. To reach a parsimonious model, we use the

`1-penalized logistic regression throughout our estimations. Further, we augment the

design matrix with the knockoff copies to perform valid feature selection via (A)FDR

control.

Our main results suggest that the (A)FDR methods with the LCD statistics show

a noticeable improvement in classification accuracy compared to conventional variable

selection methods such as `1-penalized logistic regression. Overall, the relatively small

subset of the employment history variables genuinely related to female top-earners in-

cludes general labor market experience, age, employment status, working weeks, certain

occupations and industries, and interactions of these with high educational attainment.

Our results provide new insights for the empirical work in the economic discipline.

First, the high-dimensional tools presented here enable economists to fit high-dimensional

models. Due to the newly available large-scale data-sets, these high-dimensional models

will become a new important workhorse in empirical economic research alongside the

conventional econometric toolbox. Second, based on the empirical application towards

the labor market, we have shown that data-driven (A)FDR control, which was originally

designed for multiple testing, is also useful for variable selection and sharp control over

false discoveries. This is particularly an important insight given that in the economic
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literature there is less knowledge about the variable selection and certainly none about

(A)FDR control. Third, the tools for controlled variable selection introduced here enable

economists to limit the number of explanatory variables in a data-driven fashion in a way

that the interpretability of economic models is preserved.
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4.7 Appendix

Table 4.7.1: Descriptives of baseline predictors

Top-earner in 2010 No top-earner in 2010
Mean Std. Dev. Min Max Mean Std. Dev. Min Max

full-time
employed 1

0.919 0.273 0 1 0.381 0.486 0 1

2 0.905 0.293 0 1 0.387 0.487 0 1
3 0.896 0.305 0 1 0.373 0.484 0 1
4 0.875 0.331 0 1 0.363 0.481 0 1
5 0.878 0.327 0 1 0.358 0.479 0 1

part-time
employed 1

0.063 0.242 0 1 0.297 0.457 0 1

2 0.064 0.245 0 1 0.276 0.447 0 1
3 0.062 0.241 0 1 0.248 0.432 0 1
4 0.066 0.248 0 1 0.223 0.416 0 1
5 0.059 0.236 0 1 0.203 0.402 0 1

marginally
employed 1

0.000 0.000 0 0 0.181 0.385 0 1

2 0.003 0.050 0 1 0.186 0.389 0 1
3 0.003 0.050 0 1 0.179 0.383 0 1
4 0.003 0.056 0 1 0.168 0.374 0 1
5 0.003 0.050 0 1 0.159 0.366 0 1

years since
career entry 1

15.619 5.040 0 25 16.387 5.857 0 25

2 14.620 5.038 0 24 15.401 5.818 0 24
3 13.622 5.031 0 23 14.422 5.765 0 23
4 12.630 5.011 0 22 13.453 5.689 0 22
5 11.641 4.984 0 21 12.494 5.596 0 21

firm-specific
seniority 1

6.788 5.239 0 25 6.021 5.494 0 25

2 6.385 4.964 0 24 5.642 5.252 0 24
3 6.064 4.791 0 23 5.152 5.040 0 23
4 5.665 4.596 0 22 4.722 4.804 0 22
5 5.263 4.331 0 21 4.332 4.560 0 21

# of job
changes 1

4.234 2.077 1 17 4.496 2.338 0 19

2 4.102 2.012 1 16 4.333 2.259 0 18
3 3.937 1.952 0 15 4.118 2.188 0 17
4 3.781 1.907 0 15 3.917 2.119 0 17
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Table 4.7.1: Continued

5 3.628 1.853 0 14 3.731 2.052 0 16
job lasted less
than one
year 1

0.125 0.331 0 1 0.152 0.359 0 1

2 0.151 0.358 0 1 0.170 0.375 0 1
3 0.136 0.343 0 1 0.156 0.363 0 1
4 0.138 0.345 0 1 0.140 0.347 0 1
5 0.154 0.361 0 1 0.140 0.347 0 1

job lasted
between 2
and 5 years 1

0.376 0.485 0 1 0.328 0.470 0 1

2 0.360 0.480 0 1 0.315 0.465 0 1
3 0.369 0.483 0 1 0.304 0.460 0 1
4 0.386 0.487 0 1 0.309 0.462 0 1
5 0.420 0.494 0 1 0.319 0.466 0 1

job lasted
between 6
and 10
years 1

0.278 0.448 0 1 0.224 0.417 0 1

2 0.290 0.454 0 1 0.235 0.424 0 1
3 0.298 0.458 0 1 0.223 0.417 0 1
4 0.287 0.452 0 1 0.208 0.406 0 1
5 0.251 0.434 0 1 0.189 0.392 0 1

job lasted
more than
10 years 1

0.215 0.411 0 1 0.204 0.403 0 1

2 0.189 0.392 0 1 0.176 0.381 0 1
3 0.167 0.373 0 1 0.157 0.364 0 1
4 0.145 0.352 0 1 0.139 0.346 0 1
5 0.126 0.332 0 1 0.122 0.328 0 1

# of work
weeks 1

50.830 5.804 0 52 44.795 15.441 0 52

2 50.278 6.975 0 52 44.252 15.771 0 52
3 49.678 9.084 0 52 41.648 18.529 0 52
4 48.766 10.999 0 52 39.243 20.316 0 52
5 48.191 11.597 0 52 37.462 21.300 0 52

experience 1 14.149 4.867 0 25 12.527 5.653 0 25
2 13.167 4.854 0 24 11.659 5.537 0 24
3 12.195 4.827 0 23 10.801 5.409 0 23
4 11.233 4.791 0 22 9.993 5.248 0 22
5 10.288 4.740 0 21 9.231 5.068 0 21

unemployment
benefit days 1

1.378 14.112 0 350 15.678 55.186 0 365

2 1.068 12.133 0 291 14.863 53.283 0 366
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Table 4.7.1: Continued

3 1.588 14.779 0 273 20.761 69.120 0 365
4 2.149 20.287 0 363 5.104 29.957 0 365
5 2.383 17.683 0 244 7.837 37.985 0 365

registered job
search days
while not
employed 1

0.114 2.884 0 97 4.838 28.582 0 365

2 0.208 3.702 0 105 5.010 29.265 0 366
3 0.035 0.870 0 31 6.011 34.973 0 365

unemployment
benefit 1

0.001 0.036 0 1 0.037 0.189 0 1

2 0.001 0.036 0 1 0.033 0.179 0 1
3 0.002 0.044 0 1 0.051 0.220 0 1
4 0.004 0.067 0 1 0.010 0.099 0 1
5 0.003 0.050 0 1 0.016 0.127 0 1

registered job
search while
not
employed 1

0.000 0.000 0 0 0.009 0.094 0 1

2 0.000 0.000 0 0 0.009 0.095 0 1
3 0.000 0.000 0 0 0.012 0.109 0 1

low
education 1

0.005 0.071 0 1 0.097 0.296 0 1

high
education 1

0.607 0.489 0 1 0.097 0.296 0 1

non-German
citizenship 1

0.033 0.179 0 1 0.042 0.200 0 1

fisher &
breeder 1

0.000 0.000 0 0 0.010 0.098 0 1

miner &
manufacturer 1

0.000 0.000 0 0 0.000 0.022 0 1

glazier 1 0.000 0.000 0 0 0.001 0.031 0 1
chemical
worker 1

0.003 0.050 0 1 0.006 0.077 0 1

paper
manufacturer 1

0.000 0.000 0 0 0.004 0.066 0 1

wood
worker 1

0.000 0.000 0 0 0.000 0.021 0 1

metal
producer 1

0.000 0.000 0 0 0.003 0.052 0 1

locksmith &
mechanic 1

0.000 0.000 0 0 0.006 0.076 0 1

electrician 1 0.001 0.025 0 1 0.007 0.081 0 1
technician 1 0.000 0.000 0 0 0.007 0.083 0 1
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Table 4.7.1: Continued

textiles &
clothing
professions 1

0.000 0.000 0 0 0.004 0.066 0 1

nutrition
professionals 1

0.001 0.036 0 1 0.025 0.156 0 1

building
professions 1

0.000 0.000 0 0 0.001 0.023 0 1

interior
designer &
upholsterer 1

0.000 0.000 0 0 0.001 0.028 0 1

carpenter &
modeler 1

0.000 0.000 0 0 0.000 0.021 0 1

painter 1 0.000 0.000 0 0 0.001 0.029 0 1
goods inspec-
tor 1

0.001 0.025 0 1 0.015 0.120 0 1

auxiliary
worker 1

0.000 0.000 0 0 0.014 0.119 0 1

machinists 1 0.000 0.000 0 0 0.000 0.019 0 1
engineers &
chemists &
physicists &
mathematicians 1

0.064 0.246 0 1 0.007 0.083 0 1

technicians 1 0.032 0.176 0 1 0.016 0.127 0 1
were
merchants 1

0.082 0.275 0 1 0.116 0.320 0 1

services
consultants 1

0.108 0.310 0 1 0.030 0.172 0 1

traffic
professions 1

0.029 0.169 0 1 0.045 0.206 0 1

administrative
office
professions 1

0.477 0.500 0 1 0.269 0.444 0 1

security
professions 1

0.020 0.141 0 1 0.010 0.099 0 1

writers and
artistic
professions 1

0.033 0.178 0 1 0.010 0.101 0 1

health care
professions 1

0.108 0.311 0 1 0.113 0.317 0 1

social and
educational
professions 1

0.031 0.172 0 1 0.083 0.275 0 1
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Table 4.7.1: Continued

general
service
professions 1

0.003 0.056 0 1 0.139 0.346 0 1

agriculture
and forestry
industry 1

0.004 0.062 0 1 0.008 0.088 0 1

wood indus-
try & coking
plant 1

0.076 0.265 0 1 0.019 0.137 0 1

metal produc-
tion 1

0.043 0.202 0 1 0.027 0.162 0 1

manufacture
of office
machines 1

0.117 0.321 0 1 0.031 0.172 0 1

food
industry 1

0.055 0.228 0 1 0.053 0.223 0 1

hotel &
restaurant
industry 1

0.003 0.050 0 1 0.045 0.208 0 1

building
industry 1

0.006 0.076 0 1 0.018 0.134 0 1

trade &
maintenance
& repair in-
dustry 1

0.140 0.348 0 1 0.174 0.379 0 1

communications
and informa-
tion trans-
mission
industry 1

0.029 0.169 0 1 0.036 0.185 0 1

credit & in-
surance
industry 1

0.352 0.478 0 1 0.193 0.395 0 1

energy & wa-
ter
supply indus-
try 1

0.060 0.238 0 1 0.066 0.248 0 1

education &
health care
industry 1

0.105 0.307 0 1 0.218 0.413 0 1

public
administration
industry 1

0.010 0.101 0 1 0.055 0.227 0 1

age 1 39.766 3.054 34 44 39.579 3.098 34 44
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Table 4.7.1: Continued

squared age 1 1590.6 239.8 1156 1936 1576.1 242.984 1156 1936
squared
experience 1

223.860 141.527 0 625 188.877 141.047 0 625

squared
firm-specific
seniority 1

73.513 103.363 0 625 66.436 102.919 0 625

Note(s): N1 = 1, 567 women with top-earnings and N2 = 78, 215 women with no top-
earnings in 2010.
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Table 4.7.2: Selected variables with (A)FDR control

LCD statistic

ŜFDR ŜAFDR

full-time employed1 full-time employed1

full-time employed3 full-time employed3

full-time employed5 full-time employed5

marginally employed5 marginally employed5

locksmith & mechanic1 locksmith & mechanic1

– electrician1

technician1 technician1

goods inspector1 –
services consultants1 services consultants1

administrative office professions1 administrative office professions1

health care professions1 health care professions1

social and educational professions1 social and educational professions1

general service professions1 general service professions1

manufacture of office machines1 manufacture of office machines1

building industry1 building industry1

credit & insurance industry1 credit & insurance industry1

education & health care industry1 education & health care industry1

public administration industry1 public administration industry1

high education1 ×# of work weeks1 high education1 ×# of work weeks1

high education1 ×
days of unemployment benefits1

–

low education1 × full-time employed5 low education1 × full-time employed5

experience2 × full-time employed2 experience2 × full-time employed2

– experience4 ×marginally employed4

experience1 ×# of work weeks1 experience1 ×# of work weeks1

– high education1 × age1

high education1 ×
education & health care industry1

high education1 ×
education & health care industry1

Note(s): Target level q = 0.10.
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Table 4.7.3: Selected variables with (A)FDR control

LSM statistic

ŜFDR ŜAFDR

locksmith & mechanic1 –
electrician1 –
technician1 –
engineers & chemists & physicists & engineers & chemists & physicists &
mathematicians1 mathematicians1

services consultants1 services consultants1

administrative office professions1 administrative office professions1

security professions1 –
high education1 × marginally employed3 –
high education1 × job lasted less than one
year5

–

high education1 × job lasted more than –
10 years2 –
high education1 × unemployment benefit
days2

–

high education1 × unemployment benefit
days3

high education1 × unemployment benefit
days3

high education1 × unemployment benefit
days5

high education1 × unemployment benefit
days5

low education1 × full-time employed1 –
low education1 × full-time employed5 –
high education1 × non-German citizenship1 high education1 × non-German citizenship1

experience2 × full-time employed2 experience2 × full-time employed2

experience3 × full-time employed3 experience3 × full-time employed3

experience5 × full-time employed5 experience5 × full-time employed5

high education1 × wood industry & high education1 × wood industry &
coking plant1 coking plant1

high education1 × metal production1 high education1 × metal production1

high education1 × high education1 ×
manufacture of office machines1 manufacture of office machines1

high education1 × hotel & restaurant
industry1

–

high education1 × building industry1 –

Note(s): Target level q = 0.33.
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Table 4.7.4: Selected variables with `1-penalized logistic regression

No statistic

ŜCV

full-time employed5

high education1 × full-time employed1

high education1 × full-time employed3

high education1 × full-time employed5

high education1 × firm-specific seniority5

high education1 × squared experience1

experience1 × full-time employed1

experience2 × full-time employed2

experience3 × full-time employed3

experience5 × full-time employed5

high education1 × wood industry & coking plant1

high education1 × manufacture of office machines1

Table 4.7.5: Robustness check 1: Selected variables with (A)FDR control

LCD statistic

ŜFDR ŜAFDR

full-time employed1 full-time employed1

full-time employed2 full-time employed2

full-time employed5 full-time employed5

services consultants1 services consultants1

administrative office professions1 administrative office professions1

health care professions1 health care professions1

education & health care industry1 education & health care industry1

public administration industry1 public administration industry1

Note(s): Target level q = 0.10. 2009 Sample
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Table 4.7.6: Robustness check 2: Selected variables with (A)FDR control

LCD statistic

ŜFDR ŜAFDR

full-time employed1 full-time employed1

full-time employed2 full-time employed2

full-time employed5 full-time employed5

marginally employed5 marginally employed5

year since career entry3 year since career entry3

locksmith & mechanic1 locksmith & mechanic1

electrician1 electrician1

auxiliary worker1 auxiliary worker1

services consultants1 services consultants1

administrative office professions1 administrative office professions1

health care professions1 health care professions1

social and educational professions1 social and educational professions1

general service professions1 general service professions1

manufacture of office machines1 manufacture of office machines1

credit & insurance industry1 credit & insurance industry1

education & health care industry1 education & health care industry1

public administration industry1 public administration industry1

high education1 ×# of work weeks1 high education1 ×# of work weeks1

high education1 ×
days of unemployment benefits4

high education1 ×
days of unemployment benefits4

experience3 × full-time employed3 experience3 × full-time employed3

experience1 ×# of work weeks1 experience1 ×# of work weeks1

experience3 ×
days of unemployment benefits3

experience3 ×
days of unemployment benefits3

high education1 × squared age1 high education1 × squared age1

high education1 ×
education & health care industry1

high education1 ×
education & health care industry1

Note(s): Target level q = 0.10. 2011 Sample
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Table 4.7.7: Full list of predictor variables

Afull =
{

full-time employedi, i ∈ {1, . . . , 5};
part-time employedi, i ∈ {1, . . . , 5};
marginally employedi, i ∈ {1, . . . , 5};
years since career entryi, i ∈ {1, . . . , 5};
firm-specific seniorityi, i ∈ {1, . . . , 5};
# of job changesi, i ∈ {1, . . . , 5};
job lasted less than one yeari, i ∈ {1, . . . , 5};
job lasted between 2 and 5 yearsi, i ∈ {1, . . . , 5};
job lasted between 6 and 10 yearsi, i ∈ {1, . . . , 5};
job lasted more than 10 yearsi, i ∈ {1, . . . , 5};
# of work weeksi, i ∈ {1, . . . , 5};
experiencei, i ∈ {1, . . . , 5};
unemployment benefit daysi, i ∈ {1, . . . , 5};
registered job search days while not employedi, i ∈ {1, . . . , 3};
unemployment benefiti, i ∈ {1, . . . , 5};
registered job search while not employedi, i ∈ {1, . . . , 3};
low education1;
high education1;
non-German citizenship1;
fisher & breeder1;
miner & manufacturer1;
glazier1;
chemical worker1;
paper manufacturer1;
wood worker1;
metal producer1;
locksmith & mechanic1;
electrician1;
technician1;
textiles & clothing professions1;
nutrition professionals1;
building professions1;
interior designer & upholsterer1;
carpenter & modeler1;
painter1;
goods inspector1;
auxiliary worker1;
machinists1;
engineers & chemists & physicists & mathematicians1;
technician1;
were merchants1;
services consultants1;
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traffic professions1;
administrative office professions1;
security professions1;
writers & artistic professions1;
health care professions1;
social and educational professions1;
general service professions1;
agriculture & forestry industry1;
wood industry & coking plant1;
metal production1;
manufacture of office machines1;
food industry1;
hotel & restaurant industry1;
building industry1;
trade & maintenance & repair industry1;
communications & information transmission industry1;
credit & insurance industry1;
energy & water supply industry1;
education & health care industry1;
public administration industry1;
age1;
squared age1;
squared experience1;
squared seniority1;
high education1 × experiencei, i ∈ {1, . . . , 5};
high education1 × full-time employedi, i ∈ {1, . . . , 5};
high education1 × part-time employedi, i ∈ {1, . . . , 5};
high education1 × marginally employedi, i ∈ {1, . . . , 5};
high education1 × years since career entryi, i ∈ {1, . . . , 5};
high education1 × firm-specific seniorityi, i ∈ {1, . . . , 5};
high education1 × # of job changesi, i ∈ {1, . . . , 5};
high education1 × job lasted less than one yeari, i ∈ {1, . . . , 5};
high education1 × job lasted between 2 and 5 yearsi, i ∈ {1, . . . , 5};
high education1 × job lasted between 6 and 10 yearsi, i ∈ {1, . . . , 5};
high education1 × job lasted more than 10 yearsi, i ∈ {1, . . . , 5};
high education1 × # of work weeksi, i ∈ {1, . . . , 5};
high education1 × unemployment benefit daysi, i ∈ {1, . . . , 5};
high education1 × registered job search days while not employedi, i ∈ {1, . . . , 3};
high education1 × unemployment benefiti, i ∈ {1, . . . , 5};
high education1 × registered job search while not employedi, i ∈ {1, . . . , 3};
low education1 × experiencei, i ∈ {1, . . . , 5};
low education1 × full-time employedi, i ∈ {1, . . . , 5};
low education1 × part-time employedi, i ∈ {1, . . . , 5};
low education1 × marginally employedi, i ∈ {1, . . . , 5};
low education1 × years since career entryi, i ∈ {1, . . . , 5};
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low education1 × firm-specific seniorityi, i ∈ {1, . . . , 5};
low education1 × # of job changesi, i ∈ {1, . . . , 5};
low education1 × job lasted less than one yeari, i ∈ {1, . . . , 5};
low education1 × job lasted between 2 and 5 yearsi, i ∈ {1, . . . , 5};
low education1 × job lasted between 6 and 10 yearsi, i ∈ {1, . . . , 5};
low education1 × job lasted more than 10 yearsi, i ∈ {1, . . . , 5};
low education1 × # of work weeksi, i ∈ {1, . . . , 5};
low education1 × unemployment benefit daysi, i ∈ {1, . . . , 5};
low education1 × registered job search days while not employedi, i ∈ {1, . . . , 3};
low education1 × unemployment benefiti, i ∈ {1, . . . , 5};
low education1 × registered job search while not employedi, i ∈ {1, . . . , 3};
high education1 × non-German citizenship1;
high education1 × squared experience1;
high education1 × squared firm-specific seniority1;
low education1 × non-German citizenship1;
low education1 × squared experience1;
low education1 × squared firm-specific seniority1;
experiencei × full-time employedi, i ∈ {1, . . . , 5};
experiencei × part-time employedi, i ∈ {1, . . . , 5};
experiencei × marginally employedi, i ∈ {1, . . . , 5};
experiencei × years since career entryi, i ∈ {1, . . . , 5};
experiencei × # of job changesi, i ∈ {1, . . . , 5};
experiencei × # of work weeksi, i ∈ {1, . . . , 5};
experiencei × unemployment benefit daysi, i ∈ {1, . . . , 5};
experiencei × registered job search days while not employedi, i ∈ {1, . . . , 3};
experiencei × unemployment benefiti, i ∈ {1, . . . , 5};
experiencei × registered job search while not employedi, i ∈ {1, . . . , 3};
squared experience1 × full-time employed1;
squared experience1 × part-time employed1;
squared experience1 × marginally employed1;
squared experience1 × years since career entry1;
squared experience1 × # of job changes1;
squared experience1 × # of work weeks1;
squared experience1 × unemployment benefit days1;
squared experience1 × registered job search days while not
employed1;
squared experience1 × unemployment benefit1;
squared experience1 × registered job search while not employed1;
experience1 × non-German citizenship1;
squared experience1 × non-German citizenship1;
high education1 × age1;
high education1 × squared age1;
low education1 × age1;
low education1 × squared age1;
high education1 × agriculture & forestry industry1;
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high education1 × wood industry & coking plant1;
high education1 × metal production industry1;
high education1 × manufacture of office machines1;
high education1 × food industry1;
high education1 × hotel & restaurant industry1;
high education1 × building industry1;
high education1 × trade & maintenance & repair industry1;
high education1 × communications & information transmission
industry1;
high education1 × credit & insurance industry1;
high education1 × energy & water supply industry1;
high education1 × education & health care industry1;
high education1 × public administration industry1;
low education1 × agriculture & forestry industry1;
low education1 × wood industry & coking plant1;
low education1 × metal production industry1;
low education1 × manufacture of office machines1;
low education1 × food industry1;
low education1 × hotel & restaurant industry1;
low education1 × building industry1;
low education1 × trade & maintenance & repair industry1;
low education1 × communications & information transmission
industry1;
low education1 × credit & insurance industry1;
low education1 × energy & water supply industry1;
low education1 × education & health care industry1;
low education1 × public administration industry1.

}
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Table 4.7.8: Legend of baseline predictor variables

Variable Description

top-earner (outcome) 1 if top-earner, 0 otherwise
age age in years
squared age age squared
low education 1 if no post-secondary degree, 0 otherwise
high education 1 if tertiary educated, 0 otherwise
non-German citizenship 1 if with non-German citizenship, 0 otherwise
full-time employed 1 if working full-time for at least 50% of the year, 0

otherwise
part-time employed 1 if working part-time for at least 50% of the year, 0

otherwise
marginally employed 1 if having a mini-job for at least 50% of the year, 0

otherwise
years since career entry how many years have passed since career entry (in years)
firm-specific seniority firm-specific seniority of current job in years
squared firm-specific
seniority

firm-specific seniority squared

# of job changes number of job/establishment changes
job lasted less than one year 1 if current job lasts less than a year
job lasted between 2 and 5
years

1 if current job lasts between 2 and 5 years

job lasted between 6 and 10
years

1 if current job lasts between 6 and 10 years

job lasted more than 10
years

1 if current job lasts more than 10 years

# of work weeks number of working weeks per year
experience general labor market experience in years
squared experience general labor market experience squared
unemployment benefit
days

unemployment benefit days per year

registered job search
days while not employed

days of being not unemployed and job seeking per year

unemployment benefit 1 if receiving unemployment benefits for at least 50% of
the year, 0 otherwise

registered job search
while not employed

1 if being not unemployed and job seeking for at least
50% of the year

fisher & breeder 1 if plant breeders, animal breeders, fishery professions,
0 otherwise

miner & manufacturer 1 if miners, stone workers, manufacturers of building
materials, 0 otherwise

glazier 1 if ceramist, glassmaker, 0 otherwise
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Table 4.7.8: Continued

chemical worker 1 if chemical worker, plastic processor, 0 otherwise
paper manufacturer 1 if paper manufacturer, printer , 0 otherwise
wood worker 1 if woodworker, 0 otherwise
metal producer 1 if metal producer, 0 otherwise
locksmith & mechanic 1 if locksmith, mechanic, 0 otherwise
electrician 1 if electrician, 0 otherwise
technician 1 if technician, 0 otherwise
textiles & clothing
professions

1 if textiles, and clothing professions, 0 otherwise

nutrition professionals 1 if nutrition professionals, 0 otherwise
building professions 1 if building jobs, 0 otherwise
interior designer &
upholsterer

1 if exterior/interior designer, upholsterer, 0 otherwise

carpenter & modeler 1 if carpenter, modeler, 0 otherwise
painter 1 if painter, 0 otherwise
goods inspector 1 if goods inspector, 0 otherwise
auxiliary worker 1 if auxiliary worker, 0 otherwise
machinists 1 if machinists, 0 otherwise
engineers & chemists &
physicists &
mathematicians

1 if engineers, chemists, physicists, mathematicians, 0
otherwise

technician 1 if technician, 0 otherwise
were merchants 1 if were merchants, 0 otherwise
services consultants 1 if services consultants, 0 otherwise
traffic professions 1 if traffic professions, 0 otherwise
administrative office
professions

1 if organizational or administrative office occupations,
0 otherwise

security professions 1 if regulatory or security occupations, 0 otherwise
writers & artistic
professions

1 if writers and artistic professions, 0 otherwise

health care professions 1 if health care professionals, 0 otherwise
social and educational pro-
fessions

1 if social and educational occupations, 0 otherwise

general service
professions

1 if general service occupations, 0 otherwise

agriculture & forestry
industry

1 if agriculture & forestry industry, 0 otherwise

wood industry & coking
plant

1 if wood industry & coking plant, 0 otherwise

metal production 1 if metal production, 0 otherwise
manufacture of office ma-
chines

1 if manufacture of office machines, 0 otherwise

food industry 1 if food industry, 0 otherwise
hotel & restaurant industry 1 if hotel & restaurant industry, 0 otherwise
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Table 4.7.8: Continued

building industry 1 if building industry, 0 otherwise
trade & maintenance & re-
pair industry

1 if trade & maintenance & repair industry, 0 otherwise

communications &
information transmission
industry

1 if communications & information transmission indus-
try, 0 otherwise

credit & insurance
industry

1 if credit & insurance industry, 0 otherwise

energy & water supply in-
dustry

1 if energy & water supply industry, 0 otherwise

education & health care in-
dustry

1 if education & health care industry, 0 otherwise

public administration
industry

1 if public administration industry, 0 otherwise
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Chapter A

Supplementary Appendix to Chapter 2

This supplementary appendix is composed of three main parts. The first part provides

further insights into the sample restriction, the descriptives, and the data preprocessing.

The second part gives further insights into the underpinning principles of this paper’s

methodology and estimation. The third part provides further estimation results.

A.1 More on the data

A.1.1 Restriction of the sample

The C-Lasso method of Su et al. [2016] does not perform well if T is fixed and N →∞,

i.e., the number of cross-sectional samples is much larger than the number of time periods.

In my dataset, there are 57, 453 women for the considered period. So N is approximately

T 3/7 (T = 73), making it hard for the C-Lasso to work well. Furthermore, I do not want

to unnecessarily complicate the interpretation of group-specific coefficients by mixing

mothers and non-mothers in my analysis. For these reasons, and because I want to

identify the reform effect within a regression discontinuity framework, I only focus on

mothers with a first child born between October 1, 2006, and March 31, 2007, which

drastically reduces my sample size. In total, I consider sample sizes of N = 329 and

N = 333 for pre- and post-reform samples, respectively.93 At the same time, I construct a

monthly balanced panel to increase the number of time periods and achieve more precise

estimates.94 For the same reasons, I run C-Lasso separately for the pre- and post-reform

samples.

The next difficulty is that I cannot include mothers who have never worked or who

have always worked over the considered period of T = 73 months (I consider T = 72

months after first birth) since they are associated with infinite (±∞) fixed effects in a

fixed effect probit model. Mothers who have always worked after first birth are missing

93The numbers indicate the final sample sizes after preprocessing.
94Like Su et al. [2016] and Wange et al. [2019], I generate a balanced panel to simplify the coding.
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in my sample because mothers are not allowed to work for two months after birth due to

mandatory maternity leave. Mothers who have never worked over the considered period

are a bigger issue. My full sample (pre- and post-reform samples) contains 123 (out of

785) mothers who have never worked over the 72 months after the first birth, which is

15.7%. Conversely, this means that I do not look at mothers who completely concentrate

on the family work and are never employed after birth. The mothers I look for have a

certain attachment to the labor market and take up employment at some point, i.e., I

examine the heterogeneous dynamics of when women take up work (or return to work)

after birth.

Descriptives Table A.1.1 shows the average employment rate in % and the percentage

of mothers never employed for the respective phases up to six years after childbirth. A

graphical illustration of the average employment rate can be found in Section 2.4. It can

be already seen descriptively that a larger share of mothers is employed in the medium-

run (childm25-m59it) post-reform. Indeed, Kluve and Schmitz [2018] have found that the

parental benefit reform caused a relatively large share of mothers to move from non-

participation to employment in the medium run. Moreover, the descriptive statistics

show that a lower percentage of women are ‘never employed’ during the period under

consideration.

Table A.1.1: Descriptives

Pre-Reform Sample Post-Reform Sample

Average
employment

rate in %

% of women
never

employed

Average
employment

rate in %

% of women
never

employed

childm1-m14it 20.9 56.5 12.4 54.5

childm15-m24it 39.6 50.8 38.2 49.6

childm25-m59it 49.1 25.4 50.6 22.0

childm60-m72it 59.6 30.0 57.4 30.0

Σ 43.9 17.3 42.3 14.0

Notes: Descriptives based on data without the preprocessing step.

A.1.2 Covariates

Stationarity A major concern in the model is the underlying assumption of stationarity.

One may cast doubt that the covariates are stationary. The cross-sectional distribution

of the child age dummies of the first child changes over time, but also the age of the

second child is clearly trending upwards over the sampling period. Controlling for the
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second child’s age shows up in the form of diverging estimates across the two subpanels

and leads to a huge bias estimated by the split-panel jackknife. To reduce the second

child age variable’s strong upward trend, I have decided to control for a second child with

a dummy variable.

Another problem is the assumption that the initial observations on employment are

drawn from a steady-state distribution (In my data preparation, all women give birth to a

first child at time t = 0, that is, no women are employed at t = 0.). Therefore it is unlikely

that the initial observations on employment are drawn from a steady-state distribution.

Exogeneity One advantage of my data preparation is that I do not have to worry

about the exogeneity assumption of the first child. Nevertheless, I assume exogeneity for

the second child. However, in his seminal paper on the interaction between labor-market

and fertility decisions, Hyslop [1999] cannot reject the exogeneity of fertility decisions

when lagged employment decisions are taken into account. This finding suggests that the

assumption of exogeneity in my model should not be a cause for concern.

A.2 More on the methodology

A.2.1 General

All fixed effects are included in the FE estimation, and therefore the constant is left out.

A.2.2 Group comparisons

Since I run C-Lasso separately for the pre- and post-reform samples, I have to make

assumptions and formulate criteria to compare the different groups appropriately. Ap-

plying C-Lasso on the dataset, I find three latent groups for both samples. This has

the advantage that I can find an associated control group for each treatment group. I

apply a distance-based method to find the appropriate treatment and control groups for

comparison.95 The aim is to compare those control and treatment groups that are most

similar in terms of the number of individuals classified into the different groups and the

predicted average employment probabilities. Thus, the pair (ĜkT , ĜkC ) of treatment and

control groups to be compared obey the following minimization rule:

A := min
o1,...,o3!

{||NT
oj [Ĝk]

−NC
oj [Ĝk]
||1} ∧

B := min
o1,...,o3!

{||employToj [Ĝk] − employ
C

oj [Ĝk]||1}, k = 1, . . . , 3, j = 1, . . . , 3!,

95I choose the Minkowski-distance as a suitable measure d(x,x′) = (
∑n
i=1 |xi − x′i|p)1/p = ||x − x′||p

and set p = 1.
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where o1, . . . , o3! are permutations on {Ĝ1
T , Ĝ2

T , Ĝ3
T , Ĝ1

C , Ĝ2
C , Ĝ3

C}, N is a vector contain-

ing the number of mothers in each group, employ is a vector containing the predicted

average employment probabilities over the different phases of child age, and the rest of

the notation is defined as above. Table A.2.1 shows that the first permutation o1 is the

optimal choice for finding the treatment and control group pairs. This permutation also

corresponds to the order of the group classification of the C-Lasso, i.e., we receive the

pairs (Ĝ1T , Ĝ1C ), (Ĝ2T , Ĝ2C ), (Ĝ3T , Ĝ3C ).

Table A.2.1: Results for group comparisons

A B

o1 28 0.8626

o2 58 2.1606

o3 230 2.5724

o4 176 1.7588

o5 230 3.0338

o6 206 2.5954

A.2.3 Half-panel jackknife

In this subsection, I introduce the basic idea of the half-panel jackknife [Dhaene and

Jochmans, 2015] method to reduce the bias in fixed-effect models. It is well known that, in

particular, maximum-likelihood estimates of nonlinear dynamic models with fixed effects

are subject to the incidental parameter problem [Neyman and Scott, 1948]. I follow

Su et al. [2016] and use the half-panel jackknife to correct the bias in the post-C-Lasso

estimates. The jackknife-correction method is explicitly developed to handle dynamics

in the data and results in estimators that are simple to implement, requiring only a few

maximum-likelihood estimates.

In my empirical application, I consider T = 73 and partition the panel into two half-

panels. As T is odd, I split the panel into non-overlapping half-panels of the form

S = {S1, S2}, where S1 := {1, 2, . . . , b73/2c}, S2 := {b73/2c+ 1, . . . , 73}.

The half-panel estimator θ̃1/2 proposed by Dhaene and Jochmans [2015] is then defined

as follows

θ̃1/2 := 2θ̂ − θ̄1/2, θ̄1/2 :=
1

2
(θ̄S1 + θ̄S2),

with θ̄S1 :=
∑

S1∈S1
|S1|
36
θ̂S1 and θ̄S2 :=

∑
S2∈S2

|S2|
37
θ̂S2 .
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A.2.4 Plug-in estimation

In this subsection, I introduce the plug-in estimators for the mean and variance. Plug-in

estimation is a general scheme to estimate parameters. I follow Dhaene and Jochmans

[2015] and use this estimation scheme for computing average marginal effects (AME) and

its standard error estimates, the parameters of main interest in my empirical approach.

An introduction of the plug-in estimation can be found, for instance, in Lederer [2018b].96

First, I examine the population mean

γ := Ex

of a random variable x : (A,A,P) → (R,B). Setting f [µ] :=
∫

id dµ, id[a] = a the

identity function, for every probability measure µ on B, we find

γ = f [x[P]],

which brings me into the plug-in framework. Given data x1, . . . , xn, estimating x[P] by

the empirical measure yields the empirical mean

γ = f [P̂n] =

∫
id dP̂n =

1

n

n∑
i=1

xi.

I consider fixed-effect plug-in estimates of the AME for continuous and discrete variables.

Assume that x1it is a binary variable and x2it is a continuous variable. The AME for x1it

is obtained by

AMEx1it =
1

NT

N∑
i=1

T∑
t=1

[G(β̂1 + x2it β̂2 + · · ·+ x5it β̂5 + µ̂i)

−G(x2it β̂2 + · · ·+ x5it β̂5 + µ̂i)], (A.2.1)

where G(·) denotes the standard normal CDF. The AME for the continuous variable x2it

is obtained by

AMEx2it =
1

NT

N∑
i=1

T∑
t=1

g(x1it β̂1 + x2it β̂2 + · · ·+ x5it β̂5 + µ̂i)β̂2, (A.2.2)

where g(·) denotes the standard normal probability density function (PDF). Thus, for

computing AME, I simply use the plug-in estimate of the population mean.

96cf. Chapter 3 on Pages 43ff. In the following, reference is made to this literature.
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Second, I consider the population variance

σ2 := E[(x− Ex)2]

of a random variable x : (A,A,P) → (R,B). Setting f [µ] :=
∫

id dµ, id[a] = a the

identity function, for every probability measure µ on B, we find

σ2 = f [x[P]],

which brings me into the plug-in framework. Given data x1, . . . , xn, estimating x[P] by

the empirical measure yields the empirical variance

σ2 = f [P̂n] =

∫
id dP̂n =

1

n

n∑
i=1

(xi − x̄)2,

with x̄ =
∑n

i=1 x
i.

Because the population mean is not known in practice, I replace the population vari-

ance with the sample variance. The standard error estimates are finally obtained by

taking the square root of the sample variance. Thus, I look at plug-in estimates of the

cross-sectional variance of the within-group AME:

s2 :=
1

N − 1

N∑
i=1

(AMEi − AME)2, with AME =
1

N

N∑
i=1

AMEi. (A.2.3)

Dhaene and Jochmans [2015] notice that the estimators in (A.2.1) and (A.2.2) are subject

to two sources of bias, even if a bias-corrected estimator (here I use the half-panel jackknife

estimator) is used instead of the maximum-likelihood estimator. The first arises from using

µ̂i instead of µi, and the second stems from using (γ̂, β̂i) instead of (γ,βi). Combined

with the bias in the AME, this leads to confidence intervals with poor coverage. However,

the authors show both analytically and with simulations that this is a problem when

T is relatively small compared to N . Under rectangular-array asymptotics, when N is

fixed and T →∞, the correct inference is obtained even without bias correction. Since I

consider a relatively large T compared to my sample size N in my empirical application,

the bias is almost negligible, and I refer to the asymptotic equivalence of the estimated

AME with and without bias-correction. Therefore, I do not perform some bias correction

when estimating the AME and its standard errors.
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A.3 More on the results

In this subsection, I provide further baseline estimates for maternal employment rates

from the standard linear probability model (LPM) with fixed effects.97

[Insert Table A.3.1 here.]

As columns (1), (2), (4), and (5) of Table A.3.1 show, the results for Phases 1, 2, and

3 show the same pattern identified in previous research (e.g., Greyer et al. [2015]; Kluve

and Schmitz [2018]): once for individual-specific effects, lagged employment and a po-

tential second child is controlled, mothers in the treatment sample display a statistically

significant lower average probability of being employed during the first 14 months after

childbirth compared to the control sample.98 Indeed, having a child aged between 1 and

14 months instead of a child aged between 60 and 72 months reduces the probability

of maternal employment on average by 11.4 percentage points for the treatment sample

holding constant all other factors. In contrast, the control sample displays an 8.4 percent-

age points lower employment probability on average. For Phases 2 and 3, I cannot find

statistically significant differences between the control and treatment samples. In fact, for

mothers of the treatment sample, having a child aged between 25 and 59 months instead

of a child aged between 60 and 72 months reduces the probability of employment on av-

erage by 2.2 percentage points holding constant all other factors. I find a 2.3 percentage

points lower employment probability on average for corresponding mothers of the control

sample. For an ‘in-group’ comparison, I additionally test whether the three child age

estimates within the pre-/post-reform sample are statistically different from each other.

In the upper part of Table A.3.1, columns (3)-(5) provide the null hypothesis and the re-

spective p-value for testing the linear combinations. The p-values show that all estimates

are statistically different from each other.

Overall, the coefficient estimates are similar to the marginal effects obtained by the

Probit FE and Probit FE JK and thus confirm the robustness across the respective spec-

ification.

97In Table A.3.2, I also provide baseline estimates from standard LPM without fixed effects.
98Testing H0: childm1-m14itT− childm1-m14itC = 0 results in a small p-value. cf. Columns (4) and (5)

of the lower part of Table A.3.1.

A.3. MORE ON THE RESULTS 165



S
op

h
ie-C

h
arlotte

K
lose

Table A.3.1: Marginal effects of employment effects

LPM FE Testing linear combinations

Full sample Null hypothesis p-Value p-Value

Contr. mean Treatm. mean Contr. sample Treatm. sample
(1) (2) (3) (4) (5)

employit−1 0.8327 (0.0057) 0.8073 (0.0068) childm1-m14it− childm15-m24it = 0 0.0000 0.0000

child2ndit
-0.0367 (0.0059) -0.0509 (0.0068) childm1-m14it− childm25-m59it = 0 0.0000 0.0000

childm1-m14it -0.0838 (0.0064) -0.1144 (0.0076) childm15-m24it− childm25-m59it = 0 0.0000 0.0000

childm15-m24it -0.0499 (0.0056) -0.0550 (0.0057) Contr. - Treatm.
childm25-m59it -0.0225 (0.0035) -0.0220 (0.0042) childm1-m14itT− childm1-m14itC = 0 0.0020

childm15-m24itT− childm15-m24itC = 0 0.5275

childm25-m59itT− childm25-m59itC = 0 0.9275

Note(s): Contr. = Control, Treatm. = Treatment, LPM = Linear Probability Model, FE = Fixed Effects. Standard errors are provided
in (parentheses) and are clustered at the individual level. Estimation with Stata. I use the lincom command to test whether linear
combinations of parameter estimates within the same sample are statistically different from each other. I use the suest command to
test the equality of two parameter estimates in the independent treatment and control samples. I account for individual fixed effects by
including a separate dummy for each sample. Estimation without intercept because all fixed effects are included.
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Table A.3.2: Marginal effects of employment effects

LPM Testing linear combinations

Full sample Null hypothesis p-Value p-Value

Contr. mean Treatm. mean Contr. sample Treatm. sample
(1) (2) (3) (4) (5)

employit−1 0.9105 (0.0038) 0.8858 (0.0053) childm1-m14it− childm15-m24it = 0 0.0000 0.0000

child2ndit
-0.0191 (0.0038) -0.0329 (0.0048) childm1-m14it− childm25-m59it = 0 0.0000 0.0000

childm1-m14it -0.0448 (0.0048) -0.0693 (0.0062) childm15-m24it− childm25-m59it = 0 0.0000 0.0000

childm15-m24it -0.0265 (0.0041) -0.0312 (0.0046) Contr. - Treatm.

childm25-m59it -0.0115 (0.0027) -0.0137 (0.0032) childm1-m14itT− childm1-m14itC = 0 0.0017

Intercept 0.0672 (0.0047) 0.0880 (0.0063) childm15-m24itT− childm15-m24itC = 0 0.4419

childm25-m59itT− childm25-m59itC = 0 0.6134

consT−consC = 0 0.0082

Note(s): Contr. = Control, Treatm. = Treatment, LPM = Linear Probability Model. Standard errors are provided in (parentheses)
and are clustered at the individual level. Estimation with Stata. I use the lincom command to test whether linear combinations of
parameter estimates within the same sample are statistically different from each other. I use the suest command to test the equality of
two parameter estimates in the independent treatment and control samples.
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Chapter B

Supplementary Appendix to Chapters 3 and 4

Online appendix (not intended for publication): More

on the custom-shaped administrative data

The custom-shaped administrative data used in this paper is provided by the Research

Data Center of the Institute for Employment Research (RDC-IAB) and the Research

Data Center of the German Pension Insurance (FDZ-RV). The matched data set was

created and prepared by project 7 “Female Employment Patterns, Fertility, Labor Mar-

ket Reforms, and Social Norms: A Dynamic Treatment Approach” (Bernd Fitzenberger

and Marie Paul with cooperating junior researchers Sophie-Charlotte Klose and Arnim

Seidlitz) and project 16 “Custom Shaped Administrative Data for the Analysis of Labour

Market (CADAL)” (Philipp vom Berge and Stefan Seth) of the priority program 1764 of

the German Research Foundation (DFG). The goal was to merge precise information of

children’s birth from the German Pension Insurance (‘f155-rv-01.dta’) to the Integrated

Employment Biographies (IEB) (‘f155-ieb-01.dta’). Thus, this data set is specifically tai-

lored to research questions on the analysis of fertility decisions and female employment

biographies in Germany.

Leveraging custom-shaped data requires careful documentation of the final data used

in the analysis to make them accessible to future researchers and stimulate a productive

research exchange. Therefore, in the following, we provide a description of the databases

(including a short sketch of the matching procedure), the sample restrictions conducted

on the matched data set, and the final data set.
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B.1 Description of the databases and short sketch of

the matching procedure

The data set (‘f155-rv-01.dta’) retrieved from the FDZ-RV is called “Versicherungskon-

tenstichprobe” (VSKT). It is a stratified sample from all insured persons, drawn in 1983

and supplemented with younger cohorts since then (e.g., Kreyenfeld and Mika [2008]).99

The VSKT provides precise fertility information for a comparatively large number of

women. The underlying sample, which determines the number of individuals, is the

VSKT 2013 on the reference date December 31, 2013. The sample includes people born

between January 1946 and December 1998. The RV data cover the period from July 1,

1958, to December 31, 2013. This database, which for the project purposes only consists

of observations of women, the fertility information (Variables: gbki 1, gbki 2, gbki 3,

gbki 4), and a limited number of characteristics on employment, earnings, and basic de-

mographics, is merged with the IEB data set (‘f155-ieb-01.dta’) according to statistical

matching criteria created by project 16.100 The IEB data are retrieved from the RDC-IAB

and cover the period from 01/01/1975 to 12/31/2014.101

For the project work, only the sample of women is relevant. For all women being in the

VSKT 2013 and reporting at least one employment record after 1975 (‘West-women’) or

after 1992 (‘East-women’), a statistical twin based on a statistical matching procedure is

identified from the IEB data. This matching procedure aims to determine the best fitting

match from the IEB data for as many women in the VSKT 2013 sample as possible.

A very high level of reliability characterizes the matched data set (‘f155-matsch-01.dta’)

with regard to information about the birth of children (from the RV) and with regard to

individual employment and benefit histories (from the IEB).

The matching procedure was carried out at the FDZ and is based on employment and

benefits information available in the RV and IEB data. In addition, occupational and place

of residence information – insofar as available in the RV data – is used to determine the

best statistical match. The goal of the matching is to assign one or more persons from the

IEB data to each person in the pension insurance data and determine various key figures

for the quality of the agreement. The matching procedure is carried out for each birth

cohort (month and year of birth) in the female sample. For each cohort, the procedure

compares each RV person in this cohort with all eligible IEB persons, i.e., all women

of the respective month of birth. The comparison is based on time- and content-related

99Documents for the VSKT and information regarding the description of the variables can be found
in VSKT [2018].

100Readers interested in the matching procedure can request detailed information from the contact
persons of the CADAL project ‘FEMPSO BIRTH’ [CADAL, 2018].

101The website of the RDC-IAB can be found under https://fdz.iab.de/.

B.1. DESCRIPTION OF THE DATABASES AND SHORT SKETCH OF THE
MATCHING PROCEDURE
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information with regard to employment histories (e.g., socioeconomic status, earnings

reports, benefit receipt) and – if available in both data sources – also on information on

occupation, education, and place of residence. For this purpose, various key figures are

created (including exact matches, deviation criteria), which form the basis for comparing

the people in both data sources.

As a result, the matching procedure leads to a division of the observed women in the

RV database into precise and less precise statistical matches. The division is determined

based on several quality criteria. For the precise statistical matches, exactly one IEB

woman can be assigned to an RV woman. For the less accurate matches, several IEB

women are possible matching candidates for one RV woman. For the latter group of

women, the comparison and the requested number of IEB matches are limited to the ten

best comparison persons.

B.2 Sample restrictions of the matched data set

‘f155-matsch-01.dta’

The resulting matched data set (‘f155-matsch-01.dta’) contains 305,768 women (based on

the RV data source). The goal of this paper is to use only matches that are assessed to

be almost surely correct. The matched data set provides three different categories of the

matches’ quality: ‘st1’ matches, ‘st2’ matches, and matches belonging to the ‘rest’ cate-

gory. The ‘st1’ matches correspond to women in the pension data, who can be assigned to

a uniquely identified match twin in the IEB data using the statistical matching categories

compiled by project 16 (Philipp vom Berge and Stefan Seth). Roughly 2\3 of the matches

belong to the ‘st1’ category, and 1\3 of the matches (‘st2’ and ‘rest’ categories) belong to

the pool of women, for whom up to 10 potential match twins could be identified in the

IEB data. Hence, the ‘st1’ matches are the most accurate ones that we focus exclusively

on.

We restrict the data set to the ‘st1’ matches, which do not contain any employment

biographies from the German Democratic Republic (GDR).102 The sample restriction

results in 198 284 women remaining in the data set.103 To further increase the match

quality, we restrict the data to women with a certain level of attachment to the labor

market: The women we are interested in must have at least five spells as employees subject

to social security contributions and ten spells in total. After this sample restriction,

1024,663 women of the ‘st1’ category had employment records from the GDR.
103We lose 33.6% of the individuals by restricting the sample to the ‘st1’ matches, leaving 202, 947 of

305, 768 women in the data set. We lose a further 2.3% of the individuals by restricting the sample to
women without a GDR-employment-biography, leaving 198, 284 of 202, 947 women in the data set.
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127,912 women remain in the data set.104 In addition, all observations before 1975 are

removed from the sample because the IEB data are only available from this time point

onwards. This sample restriction results in 103,894 women remaining in the sample.105

The following restrictions have been made as final sample restrictions: Spells subject

to social security contributions must have a minimum duration of two years, average

earnings should be above the marginal employment threshold, and the place of residence

recorded in the German pension insurance data should be in West Germany. This last

sample restriction leads to 95,526 women remaining in the sample (see Table B.2.1).106

The resulting data set (which we call ‘CADAL BIRTH.dta’) covers information on 95,526

women and the years 1975 and 2014. The data set consists of 89,420 West German women

and 6,106 East German women.107 This data set is then further shaped according to the

specific research question and identification strategies of the respective studies. Details

to further data preparation can be found in the data section of the respective paper

employing this data set.

Table B.2.1: Number of cases in comparison

Number of cases CADAL BIRTH.dta f155-matsch-01.dta
(after sample restrictions of
Section B.2 and based on all
RV women with a possible
IEB match)

Sample size 95,526 132,568

West Germany 89,420 (93.6%) 112,123 (84.6%)
East Germany 6,106 (6.4%) 20,445 (15.4%)

Mothers 56,020 (100%) 78,088 (100%)
West mothers 53,352 (95.2%) 67,644 (86.6%)
East mothers 2,668 (4.8%) 10,444 (13.4%)

104This corresponds to 35.5% of the remaining women, which we lose.
105This corresponds to 18.8% of the remaining women, which we lose.
106This corresponds to 8.1% of the remaining women, which we lose.
107As a robustness check of the quality of the leftover ‘st1’ matches, we examined the matched data

set ‘CADAL BIRTH.dta’ for possible location mismatches and implausible work spells (with positive
earnings) in the month of the birth of a child. The decisive factor for investigating potential location
mismatches is that the matching procedure does not necessarily ensure (as a sufficient criterion) that the
place of residence of the possible RV and IEB twin match with each other to classify it as a safe match.
As a result, we found that only a small number of cases is problematic in this regard in the restrictive
data set. Hence, it can be assumed that ‘CADAL BIRTH.dta’ shows very high reliability with regard to
the match quality.

B.2. SAMPLE RESTRICTIONS OF THE MATCHED DATA SET
‘F155-MATSCH-01.DTA’
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B.3 Description of the final data set

‘CADAL BIRTH.dta’

The final data set ‘CADAL BIRTH.dta’ consists of women with a relatively high labor

market attachment. Table B.3.1 lists the variables contained in the data set. The upper

panel of Table B.3.1 includes variables from the IEB data that contain the characteristics

from the SUF coarsening (e.g., SIAB-R 7514 SUF) and variables that are important in

a less coarse form for the project-specific work or are not included in the SUF version

(marked in gray). The lower panel includes variables from the pension insurance. The

IEB data provide precise information on employment spells on a daily level. The data

contain information on the employer-id, earnings, occupations, position in the job, em-

ployment status, and region of employment. In addition, the IEB provide information on

the women’s year of birth, nationality (German/Non-German), vocational training, and

school leaving qualification. The pension insurance data reports up to four childbirths

(year, month).

Table B.3.2 provides descriptive statistics of some key variables on employment char-

acteristics and basic demographics for the final data set ‘CADAL BIRTH.dta’. To obtain

these variables, we first prepared the data for an annual panel. We restricted the sample

to women aged between 17 to 62, i.e., to women, who could age-wise potentially belong

to the pool of employed women. After these data preparation steps, the sample includes

n = 67, 714 individuals for the sample period 1975-2014 (panel size: 2, 399, 067). The

information relates to all years between 1975 and 2014 entailed in the sample for each

individual (unbalanced panel).
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Table B.3.1: List of variables contained in ‘CADAL BIRTH.dta’ and used for shaping them
according to the specific research question

No. Name Label

1 persnr Individual ID
2 betnr Counter of different establishment/employer IDs
3 spell Spell counter per person
4 quelle gr Source of spell, grouped
5 begorig Original start date
6 endorig Original end date
7 begepi Episode start date
8 endepi Episode end date
9 gebjahr Year of birth
10 deutsch Nationality
11 ausbildung Vocational training
12 schule School leaving qualification
13 tentgelt gr Daily wage/daily benefit, rounded
14 beruf gr Occupation – current/most recent, grouped
15 stib Position in the job
16 erwstat gr Employment status, grouped
17 ao region Place of work: district / region

IE
B

d
a
ta

18 gbki 1 1st child’s date of birth (year, month)
19 gbki 2 2nd child’s date of birth (year, month)
20 gbki 3 3rd child’s date of birth (year, month)
21 gbki 4 4th child’s date of birth (year, month)R

V
d

a
ta

Note(s): Only the variables that are used for further data preparation are included in the
list.

B.3. DESCRIPTION OF THE FINAL DATA SET
‘CADAL BIRTH.DTA’
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Table B.3.2: Descriptives of ‘CADAL BIRTH.dta’

Mean Std. Dev.∗ Min Max
age 30.640 9.402 17 62
non-German citizenship 0.122 0.327 0 1
West Germany 1.000 0.018 0 1
year of birth 1969.837 8.182 1946 1994
low education
(no post-secondary de-
gree)

0.309 0.462 0 1

middle education
(vocational degree)

0.582 0.493 0 1

high education
(college degree)

0.076 0.265 0 1

employed 0.516 0.500 0 1
full-time employed 0.327 0.469 0 1
part-time employed 0.124 0.329 0 1

marginally employed 0.059 0.235 0 1
daily earnings 26.005 36.255 0 195
experience 6.082 6.420 0 40

Sample size 67 714 Panel size 2 399 067

Note(s): ∗ displays the total variation. The within and between variations are not dis-
played for the sake of clarity.
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