Benjamin Elsner and Florian Wozny

**The Human Capital Cost of Radiation:**
Long-run Evidence from Exposure outside the Womb
EDITOR-IN-CHIEF
Martin Karlsson, Essen

MANAGING EDITOR
Katharina Blankart, Essen

EDITORIAL BOARD
Boris Augurzky, Essen
Daniel Avdic, Melbourne (AUS)
Jeanette Brosig-Koch, Essen
Stefan Felder, Basel
Annika Herr, Düsseldorf
Nadja Kairies-Schwarz, Essen
Hendrik Schmitz, Paderborn
Harald Tauchmann, Erlangen-Nürnberg
Jürgen Wasem, Essen

CINCH SERIES
CINCH – Health Economics Research Center
Weststadttürme, Berliner Platz 6-8
45127 Essen

www.cinch.uni-due.de
cinchseries@cinch-essen.de
Phone +49 (0) 201 183 - 3679
Fax +49 (0) 201 183 - 3716

All rights reserved. Essen, Germany, 2014

ISSN 2199-8744 (online)

The working papers published in the Series constitute work in progress circulated to stimulate discussion and critical comments. Views expressed represent exclusively the authors’ own opinions and do not necessarily reflect those of the editors.
The Human Capital Cost of Radiation:
Long-run Evidence from Exposure outside the Womb
The Human Capital Cost of Radiation: 
Long-run Evidence from Exposure outside the Womb

Abstract

This paper studies the long-term effect of radiation on cognitive skills. We use regional variation in nuclear fallout caused by the Chernobyl disaster in 1986, which led to a permanent increase in radiation levels in most of Europe. To identify a causal effect, we exploit the fact that the degree of soil contamination depended on rainfall within a critical ten-day window after the disaster. Based on unique geo-coded survey data from Germany, we show that people who lived in highly-contaminated areas in 1986 perform significantly worse in standardized cognitive tests 25 years later. This effect is driven by the older cohorts in our sample (born before 1976), whereas we find no effect for people who were first exposed during early childhood. These results are consistent with radiation accelerating cognitive decline during older ages. Moreover, they suggest that radiation has negative effects even when people are first exposed as adults, and point to significant external costs of man-made sources of radiation.

Keywords: Environment, Human Capital, Radioactivity, Cognitive Skills

JEL Classification Codes: J24, Q53

We would like to thank Hoyt Bleakley, Leonardo Bursztyn, Deborah Cobb-Clark, Joan Costa-i-Font, Thomas DeLeire, Olivier Deschênes, Paul Devereux, Jon Guryan, Adam Isen, Ingo Iphording, Shelly Lundberg, Keith Meyers and Nico Pestel, as well as audiences at IZA, U Freiburg, the 5th IZA Workshop on Environment and Labor Markets, RWI Essen, the 2nd IZA Workshop on the Economics of Education, U Regensburg, U Cologne and the UCD Geary Institute for helpful comments. We are grateful to the team of NEPS, in particular Tobias Koberg, for their invaluable help with the data and their patience. Nicolas Zimmer and Filippo Ricordi provided outstanding research assistance.

Corresponding author: Benjamin Elsner, University College Dublin, IZA, and CReAM. University College Dublin, School of Economics, Belfield, Dublin 4, Ireland. Phone, +353 1 716 8505, E-mail benjamin.elsner@ucd.ie
Florian Wozny, Institute of Labor Economics (IZA), E-mail wozny@iza.org

This paper uses data from the National Educational Panel Study (NEPS): Starting Cohort Adults, doi: 10.5157/NEPS:SC6:8.0.0. From 2008 to 2013, NEPS data was collected as part of the Framework Program for the Promotion of Empirical Educational Research funded by the German Federal Ministry of Education and Research (BMBF). As of 2014, the NEPS is carried out by the Leibniz Institute for Educational Trajectories (LIfBi) at the University of Bamberg in cooperation with a nationwide network.
1 Introduction

The last 40 years have seen a drastic increase in radiation exposure. Today, the average American receives almost twice the annual dose of radiation compared with 1980. This increase is almost entirely due to man-made sources of radiation such as CT scans, x-rays or mammograms, as well as flying, during which people are exposed to cosmic radiation (Brenner and Hall, 2007; Bolus, 2013). However, while there is no doubt about the health consequences of very high doses of radiation — those received by survivors of an atomic bomb or a nuclear disaster — the literature has reached no consensus on the consequences of small (subclinical) doses of radiation. Several studies find negative effects on health and cognitive performance when people are exposed in-utero (Almond et al., 2009; Heiervang et al., 2010; Black et al., 2013), although the evidence is less clear for people exposed as children or adults.\footnote{Among radiotherapy patients, Hall et al. (2004) and Pearce et al. (2012) find negative effects of radiation on cognitive performance, whereas Blomstrand et al. (2014) find no significant effect. Alinaghizadeh et al. (2016) find a small effect of the Chernobyl fallout on the incidence of cancer in Sweden.} In this paper, we provide evidence of significant negative effects of subclinical radiation on cognitive skills. In particular, we show that these effects even exist when people are first exposed as adults.

To identify a causal effect, we exploit regional variation in the level of nuclear fallout of the Chernobyl disaster in 1986, after which large amounts of radioactive matter were spread across Europe. We focus on Germany, which — despite being over 1,000km from Chernobyl — received a large share of the fallout. Within Germany, the amount of fallout in a region crucially depended on rainfall within a ten-day window. In Munich, where rainfall was strong during that period, the ground contamination was seven times higher than in Hamburg, where it rained very little. Due to the long half-life of the radioactive matter, a high initial level of fallout led to a quasi-permanent increase in radiation levels in a region. People who lived in highly-contaminated areas in 1986 have been exposed to higher radiation until today. The radiation dose received during our sample period between 1986 and 2010 is comparable to that from other man-made sources. The average German received a dose of 0.6mSv — the equivalent of 30% of a CT scan, 1.5 mammograms, or 30 chest x-rays — although in more heavily-contaminated areas the dose was over 2mSv.

Our study is based on the National Educational Panel Study (NEPS), a representative survey of the German population born between 1956 and 1986. Three features of the NEPS are key to our analysis. First, for every respondent, the survey contains a detailed residential history, allowing us to link personal information with data on radiation in the respondent’s place of residence in 1986. Second, the survey includes eight standardized cognitive tests — math, reading, listening, reasoning, etc. — taken by the respondents when they were between 24 and 58 years old. Therefore, the NEPS is one of the few datasets with information on cognitive skills after school-leaving age. Finally, at the time of Chernobyl, around half of the sample were adults, which allows us to study the long-term effect of radiation when people are exposed as adults. We link the NEPS with fine-grained decay-corrected radiation data from a measurement program rolled out by the German government between 1986 and 1989. The combination of both datasets allows us to run a reduced-form regression of cognitive skills in 2010 and after on the initial level of fallout in a person’s place of residence in 1986.

Despite the arguably exogenous variation in fallout across regions, our identification faces several potential challenges, namely anticipation, residential sorting and endogenous migration. Our research design addresses all such issues. Anticipation — which is usually a challenge in studies on the impact of pollution — is an unlikely confounder because Germans could not
anticipate the disaster, and most of the population only learned about it after the nuclear rain had fallen. Moreover, the data show that once we condition on state fixed effects, there is no apparent pattern of residential sorting. We also find no correlation between the initial fallout and the likelihood of subsequent internal migration.

Our central finding is that people exposed to higher radiation have significantly lower cognitive test scores 25 years later. A one-standard-deviation higher initial exposure in 1986 reduces test scores by 4.5 percent of a standard deviation. This means — for example — that a person exposed to the initial radiation level in Hannover would have 6.6% of a standard deviation lower test scores in 2010 compared to a person exposed to the level in Hamburg, all else being equal. Because our reduced-form regression identifies a combination of biological effects and compensating behaviors, this estimate is likely a lower bound to the pure biological effect of radiation on cognition. We also estimate the effect of the average exposure between 1986 and 2010, finding similar effects. An increase in average exposure by one standard deviation reduces cognitive test scores between 3 and 6%.

We further investigate whether the effect differs across cognitive domains and between demographic groups. We find that radiation has a stronger effect on skills relying on crystallized intelligence, such as scientific knowledge, math, reading or ICT skills, and a weaker effect on those relying on fluid intelligence such as reading speed, reasoning and perceptual speed. These results are consistent with the medical literature, which shows that radiation mainly affects cells in the hippocampus, the part of the brain that governs crystallized intelligence (Monje and Dietrich, 2012).

While we find the same effect for men and women, our results show significant differences between age cohorts. For the youngest cohorts in the sample — those born between 1976 and 1986 — we find no effect, while we find strong negative effects for older cohorts. Upon first glance, this result seems at odds with the common finding that pollution matters most when people are exposed in the womb or during early childhood. One potential explanation — consistent with the science literature — is that the effects of radiation only materialize at older age. Radiation induces a stochastic error in the regeneration of cells that increases with age (Rola et al., 2004). By contrast, the younger cohorts in our sample may be too young to experience cognitive decline due to radiation today, although they may experience these effects later in their lives. An additional interesting result is a stronger effect for people living in East Germany in 1986 compared with those living in West Germany. One explanation for this finding is that the government in East Germany released little information about the disaster, whereby the population had fewer possibilities to engage in compensating behavior.

Our results imply that radiation has stronger negative effects than previously thought. Over 25 years, people who lived in an area with a one-standard-deviation higher level of fallout received the equivalent dose of two mammograms or 40% of a CT scan. According to our estimates, this dose reduces cognitive test scores by the equivalent of 0.05 school years. In the literature, similar effects have only been found for people exposed to radiation in the womb (Almond et al., 2009; Heiervang et al., 2010; Black et al., 2013) as well as for groups who are selectively exposed such as cancer patients who underwent radiotherapy (Hall et al., 2004; Pearce et al., 2012).² Our study shows that strong negative effects are present in the general population, suggesting that the human capital costs of man-made radiation are non-trivial. While medical procedures, nuclear energy and flying are undoubtedly beneficial, they come with the cost of higher radiation

²There is also evidence of a higher cancer risk among groups exposed to subclinical doses of radiation, such as flight attendants (Pukkala et al., 1995; Rafnsson et al., 2001; Haldorsen et al., 2001), or workers at nuclear power plants (Cardis et al., 2007).
exposure of the population. For governments, there is scope to minimize these costs by reducing the number of unnecessary CT scans or investing in alternative sources of energy.

Chernobyl is one of the two largest nuclear disasters in history. With more data becoming available, a growing body of literature studies its long-run consequences. Besides the aforementioned studies on exposure \textit{in-utero} (Almond et al., 2009; Heiervang et al., 2010), several studies provide evidence that Chernobyl increased the incidence of cancer (Nature, 1992; Auvinen et al., 2014; Alinaghizadeh et al., 2016), although other studies find no significant effect (Rumyantsev et al., 2011). Two studies document important negative effects of the fallout on human capital in Ukraine, the country where Chernobyl is located. Lehmann and Wadsworth (2011) find a negative effect of ground deposition on self-reported health and wages, while Danzer and Danzer (2016) find negative effects on subjective well-being. Our contribution to this literature is to show that the effect of the Chernobyl fallout on cognitive performance is by no means limited to people exposed in the womb or during early childhood. Our unique dataset allows us to measure cognitive skills at older ages, and our results show that radiation has significant negative effects even when people are first exposed as adults. In addition, with Germany being located more than 1,000km from Ukraine, our results point to significant external costs of nuclear power generation.

More broadly, our paper contributes to the literature on pollution and human capital. This literature has mainly documented two types of effects. First, exposure to pollution in the womb or during early childhood leads to lower birth weight, worse health, higher crime rates, as well as lower educational attainment, productivity and wages (see Almond and Currie (2011) and Graff Zivin and Neidell (2013) for reviews of the literature). Additionally, another strand of literature focuses on adolescents and adults and studies contemporaneous effects of pollution on worker productivity and test scores, whereby pollution and the outcomes are often measured on the same day. However, there is little evidence on the long-term impact of pollution when people are first exposed after early childhood. Knowing the size of this impact is important due to the number of affected people: at any given point in time, the number of adults and adolescents is a multiple of that of fetuses in the womb or young children. Our data allow us to estimate the effect of continuous exposure during adulthood over a 25-year period. The results show that the negative long-term effects of pollution are clearly not limited to exposure early in life.

The remainder of this paper is structured as follows. In Section 2, we provide the background of the Chernobyl nuclear disaster and the fallout in Germany. In Section 3, we summarize the medical literature on the effect of radiation and develop a conceptual framework that guides our analysis. In Section 4, we describe the dataset and provide descriptive statistics. Section 5 explains the identification strategy and discusses potential threats to identification. In Section 6, we present the main results and explore non-linear as well as heterogeneous effects. In Section 7, we carry out extensive robustness checks, before concluding in Section 8.

\footnote{See, for example, Feigenbaum and Muller (2016), Aizer and Currie (2017) and Billings and Sch nepel (2018) for the effect of lead exposure, Brinkel et al. (2009) and Chowdhury et al. (2015) for the health effects of contaminated water, Chay and Greenstone (2003) and Isen et al. (2017) for the effect of air pollution, and Deschenes et al. (2009) for the effect of climate change on birth weight.}

\footnote{See, for example, Currie et al. (2009) for the effect of pollution on school absences, Ebenstein et al. (2016) for the effect of test scores, as well as Graff Zivin and Neidell (2012) and Lichter et al. (2017) for the effect on productivity. Exceptions in this literature are Currie and Neidell (2005) and Arceo et al. (2016), who find short-term effects of air pollution on the mortality of young children.}
2 The Chernobyl fallout in Germany

The Chernobyl nuclear disaster The Chernobyl nuclear disaster in 1986 is one of the two largest nuclear accidents in history. It occurred after a failed simulation of a power cut at a nuclear power plant in Chernobyl/Ukraine on April 26, 1986, which triggered an uncontrolled chain reaction and led to the explosion of the reactor. In the two weeks following the accident, several trillion Becquerel of radioactive matter were emitted from the reactor, stirred up into the atmosphere, and — through strong east winds — carried all over Europe. The most affected countries were Belarus, Ukraine as well as the European part of Russia, although other regions, such as Scandinavia, the Balkans, Austria and Germany also received considerable amounts of fallout. The only other accident with comparable levels of fallout was the Fukushima disaster in Japan in 2011 (Yasunari et al., 2011).

Post-Chernobyl radiation in Germany The radioactive plume reached Germany three days after the disaster, on April 30, 1986. It first entered the country in the south-east and made its way north-west before disappearing over the North Sea on May 10. The fallout comprises four main isotopes, namely caesium-137 (Cs137), caesium-134 (Cs134), strontium-90 (Sr90) and iodine-131 (I131), which have half-lives of up to 30 years. Among the four isotopes, soil-bounded Cs137 is today considered the only relevant source of radiation in Germany that can be ascribed to the Chernobyl disaster (Hachenberger et al., 2017). From 1986 to 1989, the German government rolled out a comprehensive program to measure radiation across the country. At over 3,000 temporary measuring points, gamma spectrometers measured the radiation of Cs137. Based on the decay, all measurements were backdated to May 1986.

The deposition of the fallout varies considerably across regions, and depends on the amount of rainfall within a critical time window. Regions with heavy rainfall while the radioactive plume was hanging over Europe received large amounts of fallout whereas regions without rainfall received little to none. Figure 1a displays the ground deposition of Cs137 in May 1986. Because Cs137 rarely occurred in Germany before 1986, the displayed variation is almost entirely due to the Chernobyl fallout. The regions that received the highest level of fallout were Bavaria and Baden-Wuerttemberg in the south as well as parts of the former German Democratic Republic. Across Germany, the level of ground deposition ranges from 0.224 kBq/m$^2$ to 107 kBq/m$^2$, whereas soil is officially considered contaminated if the radioactivity exceeds 37 kBq/m$^2$ (UN-SCER, 2000). The majority of the population lived in areas with radiation levels below 20 kBq/m$^2$, although a non-negligible number of people lived in areas with levels much higher than that.

For affected regions, the nuclear fallout represented a quasi-permanent shock to radiation levels. While the air concentration of radioactive particles vanished after a few days, the ground deposition remains in the soil until today. Therefore, a person who has been living for the last 30 years in a highly-affected area is constantly — namely year after year until today — exposed to a higher dose of radiation than someone living the entire time in a less affected area. In 2010, the first year in which we measure people’s cognitive skills, more than half of the

---

5Becquerel (Bq) is a unit of radioactivity. One Bq defines the activity of radioactive material in which one nucleus decays per second. In the following, we use kilobecquerel (kBq). One kBq equals 1000Bq.

6The half-lives of the four isotopes are eight days (I131), two years (Cs134), 28.8 years (Sr90), and 30.2 years (Cs137). We will use the abbreviations in parentheses further in the paper. These do not correspond to the abbreviations used in chemistry, which are $^{137}$Cs, $^{134}$Cs, $^{90}$Sr and $^{131}$I.

7See Figure 4b in Appendix B.
fallout was still in the ground, although over time it has been washed out into deeper layers of soil, thereby reducing the external exposure of the population (Bunzl et al., 1995). However, exposure through ingestion is possible until today, as certain foods — in particular mushrooms and game — still exceed radiation limits in parts of South Germany.

The German Agency for Radiation Protection (BfS) estimates that the cumulative effective radiation dose induced by Chernobyl between 1986 and 2010 was 0.6mSv. This amounts to 30% of the annual effective dose the average German receives from natural background radiation in one year (2mSv), or the dose received during six round trips Frankfurt-New York or 30 chest x-rays. However, the effective dose from Chernobyl varied considerably across regions. In Munich, one of the most affected cities, the cumulative effective dose over 25 years was 2.1mSv. Due to the decay of the radioactive matter, the annual effective dose declined over time. The BfS estimates that the dose in the first year — when radioactive particles were in the air and, in general, the radiation was highest — accounted for 21% of the cumulative dose over 25 years. In 1987, the dose accounted for 11%, and it has been declining at an annual rate of 4% since.

Due to the decay of the radioactive matter, the annual effective dose declined over time. The BfS estimates that the dose in the first year — when radioactive particles were in the air and, in general, the radiation was highest — accounted for 21% of the cumulative dose over 25 years. In 1987, the dose accounted for 11%, and it has been declining at an annual rate of 4% since.

Information about the nuclear disaster in the German public The German public learned about the nuclear accident several days after it occurred, and — in most parts of the country — after the radioactive rain had fallen. Indications of a nuclear accident were first noticed in Sweden, where scientists measured abnormally high levels of radioactivity at the Forsmark nuclear power plant. The Soviet Union initially released no information about the accident, and its government only acknowledged it after the information from Sweden had

Notes: These graphs display (a) the ground deposition of Cs137 in Bq/m² and (b) the information about regional exposure in mSv that was released to the public in 1986. Source: Federal Office for Radiation Protection (Bundesamt für Strahlenschutz), German-Swiss Association for Radiation Protection (Fachverband für Strahlenschutz e.V.)

---

8The effective dose received during one x-ray is comparable in units to the effective dose received by the average person during a year as health effects seem unrelated to the length of low-dose exposure (Leuraud et al., 2015). However, it should be noted that the average exposure published by Bundesregierung (1986-1991) is more uncertain and is based on assumptions about daily activities, diet, etc.
spread. The German population was officially informed for the first time during the newscast “Tagesschau” on April 29, which reported about high levels of radioactive matter being emitted from an exploded nuclear power plant in Ukraine. In the same newscast, the Federal Minister of the Interior, Friedrich Zimmermann, stated that, due to the distance to Ukraine, there was no danger for the German population. However, two days later, after high radiation levels were measured in several parts of the country, the government of the Federal Republic of Germany (FRG) introduced radiation limits on foods and warned the population of the consumption of dairy produce, vegetables, mushrooms and game, which were potentially contaminated. In the following days, contaminated food was discarded and public swimming pools and playgrounds were temporarily closed. Despite these measures, the German government maintained its official communication that the increased radiation did not present a health hazard to the population. The information policy differed considerably between the FRG and the German Democratic Republic (GDR). In the GDR, no comparable measures were put in place. Quite the opposite, after the accident and the collapse of demand in the FRG, agricultural products intended for export to the FRG were supplied to the market in the GDR.

While the German population was generally informed about the radioactive fallout, they had little knowledge about the levels of fallout in particular areas. Figure 1b shows a map released by the German-Swiss Association for Radiation Protection in 1986, which displays the average exposure in mSv in twelve large regions. A detailed map, such as the one shown in Figure 1a only became available five years later, in 1991. While there is plenty of anecdotal evidence that people changed some behaviors — diet, physical activity, time spent outside —, it appears that these changes were short-lived. For example, Renn (1990) shows that Germans’ attitudes in favor of nuclear energy reverted to their pre-1986 levels one year after the accident.

3 Radiation and cognitive test scores: conceptual framework

To guide our empirical analysis, we build a simple conceptual framework that relates radiation exposure to cognitive test scores through several channels. The framework is based on insights from medicine, radiobiology and psychology, which we briefly summarize.

3.1 Exposure to radiation

Radiation has natural as well as artificial sources. Examples for natural sources are cosmic radiation, terrestrial radiation — emitted from radionuclides in the soil, such as uranium or potassium — or radon, a radioactive gas emitted from building materials. In addition, there are many artificial sources, such as nuclear power generation, nuclear weapons or medical procedures such as x-rays, mammograms or CT scans. Humans can be exposed to radiation in three ways, namely through the inhalation of radioactive particles, the ingestion of contaminated foods, as well as external exposure, whereby radiation affects the body if a person is present in a place with a given level of radioactivity in the environment. Exposure to radiation through air and ground can be directly assigned to a person’s place of residence, and therefore are highly correlated (Clark and Smith, 1988). Exposure through food, in contrast, may not necessarily result from contamination in the same locality as the food may have been produced elsewhere.

In the northern hemisphere, the average yearly exposure to natural radiation is 2.4 mSv, of which 52% is through inhalation, 12% through ingestion, and 36% through terrestrial and cosmic.

An Associate Society of the International Radiation Protection Association (IRPA)
radiation (UNSCEAR, 2008). The degree of exposure differs between people and depends on their daily activities as well as their diet. For example, people who spend more time outdoors are more exposed to cosmic radiation than people who spend most of their time indoors, or people who are physically active — and therefore breathe more — have a higher exposure through inhalation.

Radiation affects the human body through ionization, a process that damages the DNA and can lead to the dysfunction or death of cells. When it collides and reacts with the DNA in a cell, radiation can directly damage the DNA, or indirectly damage the DNA when it ionizes water molecules in the cell. Radiobiology theory posits that a marginal increase in radioactivity linearly increases the probability that a cell is hit by an electron. A linear relationship emerges because during ionization the release of electrons follows a random process, such that each cell has an equal likelihood of being hit. Therefore, a marginal increase in radioactivity increases this likelihood and leads to a greater number of cells being hit (Brenner et al., 2003). The human organism has the capacity to repair damaged DNA. However, if the DNA is not fully repaired, the cell may continue to regenerate and differentiate, thereby passing on the damaged DNA to future cell generations. This process can lead to mutations as well as the dysfunction of cells. The greater the number of affected cells and the longer the observation period is, the more likely it is that a critical mass of dysfunctional cells affects the functioning of organs and therefore leads to adverse health effects.

3.2 Conceptual framework

The scientific literature highlights two channels through which radiation exposure affects cognitive skills, namely its impact on brain cells as well as the functioning of organs. To fix ideas, we summarize both channels in a test score production function, which we augment with people’s behavioral responses,

$$y = F[I(R, B), H(R, B), B].$$

(1)

A test score $y$ is produced with three inputs: a person’s intelligence $I$, a person’s health $H$, as well as any choices people make in response to being exposed, summarized by $B = B(R)$. We think of $B$ as compensating behaviors, namely changes aimed at limiting or counteracting the impact of radiation. There are many possible responses, for example investment in education, moving to a less contaminated area, or changes in one’s diet or exercise habits. We allow these behaviors to have a direct effect on test scores as well as an indirect effect by affecting people’s intelligence or health.

Total differentiation of Equation (1) yields the proportional change of a test score in response to a change in levels of radiation,

$$\frac{dy}{dR} = \frac{\partial F}{\partial I} \frac{\partial I}{\partial R} + \frac{\partial F}{\partial H} \frac{\partial H}{\partial R} + \frac{\partial F}{\partial B} \frac{\partial B}{\partial R} + \frac{\partial F}{\partial I} \frac{\partial I}{\partial B} \frac{\partial B}{\partial R} + \frac{\partial F}{\partial H} \frac{\partial H}{\partial B} \frac{\partial B}{\partial R}. \quad (2)$$

The first two terms represent direct effects of radiation on intelligence and health ($\partial I/\partial R$ and $\partial H/\partial R$), combined with the impact of intelligence and health on test scores ($\partial F/\partial I$ and $\partial F/\partial H$). The remaining three terms represent the direct effect of behavioral responses on test scores ($\partial F/\partial B$) as well as the indirect effects of behavioral responses that operate through intel-
ligence and health. The channels shown in Equation (2) are firmly grounded in the scientific literature.

The effect of radiation on health The science literature provides ample evidence of negative health effects of radiation. These effects can either be *deterministic*, whereby exposure to radiation almost inevitably affects a person’s health, or *stochastic*, in which case radiation affects the likelihood of developing a health condition. Deterministic effects only result from high doses of radiation — such as those encountered by survivors of the Hiroshima nuclear bomb — or soldiers who cleaned up the nuclear waste in Chernobyl. On the contrary, a low dose of radiation — defined as a short-term dose below 100 mSv — only induces stochastic health effects. At such levels, an increase in the dose raises the probability that a person experiences health problems later in life, but does not lead to the immediate dysfunction of organs (OECD, 2016). The medical literature provides evidence of the existence of stochastic health effects such as heart disease, stroke, digestive diseases, and respiratory diseases (Preston et al., 2003). People in at-risk occupations, for example such as flight attendants or workers at nuclear power plants, who receive an additional dose between 1 mSv and 2.5 mSv per year, are shown to have a higher cancer risk (UNSCEAR, 2008). In sum, this literature provides evidence that the direct effect on health is negative, \( \frac{\partial H}{\partial R} < 0 \).

The effect of radiation on cognition The effect of radiation on cognitive and neurodevelopmental functioning is an active research area in the sciences (OECD, 2016). Traditionally, the adult brain was considered resistant to radiation, as it was difficult to prove that brain cells regenerate (Deng et al., 2010). However, this view has been challenged in the last two decades. Cell regeneration has been found in the hippocampus, the part of the brain that governs several types of memory, in particular crystallized intelligence and learning (Squire, 2009; Supekar et al., 2013). Several studies show that a higher exposure to radiation slows down the regeneration of brain cells, which, in turn, impairs cognitive performance. Experimental research on animals finds that radiation reduces cell regeneration, which results in lower cognitive performance (Rola et al., 2004). Moreover, studies on humans show that exposure to low-dose radiation during medical treatments increases the risk of cognitive impairments several months to years later (Hall et al., 2004; Douw et al., 2009; Monje and Dietrich, 2012). This evidence suggests that the direct effect on intelligence is negative or zero, \( \frac{\partial I}{\partial R} \leq 0 \).

Behavioral responses There is plenty of anecdotal evidence of behavioral responses to the Chernobyl disaster. According to a German survey from 1987, many people initially followed the government’s recommendations to avoid certain foods and keep their children inside during the weeks after the radioactive rainfall (Peters et al., 1987). In addition, a study from Austria by Halla and Zweimüller (2014) shows that families responded to the fallout by having fewer children and reducing mothers’ labor supply. However, as shown by Renn (1990), many behavioral responses, especially changes in diet and exercise habits, were fairly short-lived. In light of this evidence, we expect the behavioral responses to counteract the effects on health and intelligence, i.e. \( \frac{\partial B}{\partial R} \geq 0 \).

3.3 Theoretical predictions

Equation (2) allows us to generate hypotheses about the sign of each channel. In light of the existing evidence, the direct effects are most likely negative, whereas the behavioral responses are
most likely positive. Therefore, the sign of the overall effect is ambiguous. A further prediction
is that both direct effects ($\partial I/\partial R$ and $\partial H/\partial R$) — and therefore the total effect — differ by
age group. The replacement and repair of damaged cells is prone to a stochastic error that
increases with age (UNSCEAR, 1994). For this reason we expect the impact of radioactivity
to be stronger among older than among younger people. Moreover, because within the brain
radiation mainly affects the hippocampus, we would expect a stronger effect on skills based on
crystallized intelligence than fluid intelligence, which is governed by a part of the brain with
static cells.

Equation (2) also helps with the interpretation of the estimates. Our regression — assuming
that radiation exposure is exogenous — allows us to identify the total effect of radiation exposure
on test scores, which comprises direct effects as well as compensating behaviors. If one was
interested in the importance of a particular channel, this would require controlling for all other
channels or finding a quasi-experimental design in which the remaining channels are absent. In
our analysis, while we cannot fully disentangle the direct and indirect channels, our data allow us
to test whether some plausible behavioral channel have an influence by testing whether $\partial B/\partial R = 0$.

4 Data and Descriptive Analysis

We link rich individual-level survey data with geo-coded information on radiation in a person’s
municipality of residence in May 1986. In this section, we describe the construction of the
dataset as well as the measurement of cognitive skills, and present descriptive statistics. We
limit the description of the dataset to the most important aspects. In addition, in Appendix A,
we provide more detailed information and perform a large number of balancing tests to ensure
that the estimation results are not driven by sample selection.

4.1 The NEPS data

Our main data source is the NEPS, a rich representative dataset on educational trajectories in
Germany, supervised and hosted by the Leibniz Institute for Educational Trajectories (LIfBi,
Blossfeld et al. (2011)). The NEPS comprises six starting cohorts, ranging from newborns to
adults, which have been followed in multiple waves since 2010. In this study, we use the adult
cohort of the NEPS (Starting Cohort 6 — SC6). More specifically, we use the so-called ALWA
subsample of the adult cohort, which samples respondents born between 1956 and 1986. To set
up the NEPS SC6, LIfBi took over a representative survey named Working and Learning in a
Changing World (ALWA), which had been conducted by the Institute for Employment Research
(IAB) in 2007 with originally 10,404 respondents.

The NEPS SC6 includes all respondents of ALWA who were willing to enter the panel and
be surveyed every year (N=8,997). Among those who agreed to be included, 6,572 actually
participated.\textsuperscript{10} A comparison of the ALWA subsample with the German Microcensus shows
that, by and large, the sample is representative of the German population, although people with
higher education and older people are slightly over-represented, whereas migrants are under-
represented.

Besides including rich data on personal characteristics, employment histories and educational
attainment, the NEPS SC6 offers two features that are key to our analysis. First, the survey
includes standardized competence tests that allow us to measure cognitive skills along various

---

\textsuperscript{10}Of the 2,425 respondents who did not participate despite agreeing, 68% were unwilling, while 32% could not be contacted.
dimensions for people who are between 24 and 58 years old. Second, the ALWA subsample includes detailed information on residential histories. In the initial survey wave, respondents were asked to provide monthly spell data on their municipality of residence since their birth. This allows us to link personal characteristics and cognitive test scores measured after 2009 with data on radiation levels in the person’s municipality of residence in May 1986.

4.2 Estimation sample

Our sample includes participants who were born before Chernobyl. Overall, we can link the municipality of residence in May 1986 for 5,844 participants. For the remaining 728 participants, we could not link the data due to missing municipality keys (402 obs.) or because they lived abroad in May 1986 (326 obs.). Observations with missing municipality keys include people born after April 1986. Therefore, our estimation sample only includes people born before the disaster.

To reduce classification error, we drop respondents who moved in May 1986 (34 obs.), because we cannot determine whether they moved before or after the radioactive plume reached Germany. We also drop all respondents who did not participate in the competence tests (1,265 obs.), as well as all participants for which information on personal characteristics is missing (105 obs.). Our final estimation sample comprises 4,440 observations. In Appendix A.1, we provide a detailed description of the sample design and the actions taken by the interviewers to minimize recall error when eliciting the residential history. Moreover, to address concerns about the representativeness of the estimation sample, we perform a series of balancing tests in Appendix D, which suggest that the missing information is unsystematic.

4.3 Cognitive tests

One of the core objectives of the NEPS SC6 was to collect data on the competencies of adults. The survey includes eight standardized cognitive tests that were modeled after well-established tests from psychology and related fields (Weinert et al., 2011). For our analysis, we use tests on mathematical competence, reading competence, scientific literacy, listening comprehension, ICT literacy, reading speed, perceptual speed, and reasoning. Appendix A.2 provides a detailed description of each test. In the empirical analysis, we use each test score as a separate outcome. To make the estimates comparable across outcomes, we standardize the test scores to mean zero and standard deviation one. Moreover, given that the test scores measure different aspects of the latent variable cognitive skills, we construct a standardized cognitive skills index that allows us to estimate the overall effect of radiation on the latent factor cognitive skills.11

4.4 Municipality-level data

Data on ground deposition Our regressor of interest is the ground deposition of Cs137 in kBq/m² in May 1986, which we use as proxy for Chernobyl-induced radiation in Germany. The regional concentration of Cs137 is highly correlated with other Chernobyl-induced sources of radiation such as I131 or Sr90 (Hou et al., 2003), although Cs137 is easier to measure and, due to its long half-life, mainly responsible for the long-run exposure of the population (International Atomic Energy Agency, 2006).

11To construct the index, we first sum over all eight standardized test scores, and then standardize this sum to mean zero and standard deviation one.
The Federal Office for Radiation Protection (Bundesamt für Strahlenschutz, BfS) provided us with geo-coded data for the soil surface contamination in Germany at a 3x3km-grid-cell level. The data were compiled by the BfS following a comprehensive measurement program that was rolled out between 1986 and 1989. At 3,474 temporary measurement points, gamma spectrometers measured the gamma radiation from Cs137 in the ground. Based on the decay of Cs137, the BfS backdated all measures to May 1986. To compute the radiation in each grid cell, the BfS used the average inverse-distance-weighted radiation of the four nearest measurement points. This is the only available dataset with detailed regional information on radiation. After 1989, no comparable radiation data are available. Therefore, we know the initial level of radiation in the area, but we have no information on how radiation levels developed between 1989 and 2010. It is possible to calculate the approximate radiation level based on the decay of Cs137, but to determine the exact level, we would need to know the extent to which the radioactive matter was washed into deeper layers of soil.

**Linkage between individual and regional data** We link the radiation data for 1986 with the individual survey data based on the respondents’ municipality of residence in May 1986, using the radiation level in the centroid of the municipality. This linkage provides us with a measure of potential exposure to the post-Chernobyl radiation for each person in the sample. Because we link the data without knowing the precise place of residence within a municipality, the linkage inevitably introduces measurement error. To address this problem, in Appendix C.3 we perform robustness checks that show that the results are not driven by the linkage procedure.

**Additional data** We supplement our dataset with municipality-level data on precipitation, altitude and population density. The precipitation data is collected daily by 544 stations across the country. To link the precipitation with the survey data, we compute for each municipality centroid the inverse-distance-weighted average rainfall based on the four closest measuring stations. To measure the average altitude of a municipality — an important determinant for rainfall as well as radiation — we use data provided by the Service Center of the Federal Government for Geo-Information and Geodesy. From the same source, we also obtained data on population size for all municipalities in Germany. The earliest available geo-coded data on the population size of municipalities is from 1997. In line with LIfBi’s data protection policy, the municipality information has been merged by the research data center. To ensure that municipalities cannot be identified based on this information, we rounded the environmental data.

**4.5 Descriptive statistics**

Table 1 displays the descriptive statistics of the main variables used in the regression. In 1986, the average person in the sample was 19 years old, with ages ranging from zero to 30 years.

---

12See Figure 8a in Appendix F for the location of measurement points in West and East Germany.
13The German Federal Agency for Cartography and Geodesy (BKG) provided us with a list of all municipalities according to the definition as of 2013, their official municipality keys, as well as the geo-codes of the municipality centroids. Due to confidentiality issues, the NEPS does not release the municipality keys to its users, but the LIfBi offers to merge data at the municipality level. We are very grateful for this service.
14The data are provided by the German Meteorological Service. See Figure 8 for the location of the measuring points.
15The NEPS uses the official municipality codes of 2013. For municipalities that have been merged between 1997 and 2013, we use the sum of the merged municipalities.
16Cs137 is rounded to the nearest 0.1kBq, altitude rounded to the nearest 50m, population rounded to the nearest 5,000, precipitation rounded to the first 0.1mm/m².
36% of the sample, predominantly the older cohorts, were employed at the time, while another 43% were enrolled in education, and 1% were unemployed. The share of people who lived in the GDR represents 18% of the sample.

The German secondary school system has three tracks, namely lower secondary school (*Hauptschule*, graduation after 9 years of schooling), intermediate secondary school (*Realschule*, 10 years), and upper secondary school (*Gymnasium*, 12 or 13 years). People with an upper secondary school degree can pursue a tertiary education, whereas people with lower degrees typically enter vocational training after graduating. 45% of the sample were no longer in education in April 1986 — 4% had a lower secondary or secondary, while 28% and 13%, respectively, had an upper secondary or tertiary degree. An the other hand, 43% were still in education, most of whom had not yet finished a degree (31% of the sample). 10% of the sample were enrolled in 1986 but had already passed lower secondary or secondary education, while 1% had passed upper secondary education.

The dataset also includes information on the highest school degree of the respondents’ parents. The means reflect the seminal changes in the German education system, whereby the generations born until the 1950s and before had much lower educational attainment than their children. Over half of all respondents have parents with no more than 9 years of schooling.

The fourth set of statistics describe the cognitive test scores. Two features are important here. First, each test has a different metric, resulting in differences in means and standard deviations. Without a standardization, the estimates will be difficult to interpret and compare. Second, the number of observations differs between tests, which is due to design features of the NEPS (see Section 4.3 and Appendix A).

Panel B displays the municipality-level characteristics. The statistics were computed across individual observations in the estimation sample. The mean ground deposition of Cs137 in May 1986 amounts to $5.18 \text{ kBq/m}^2$. The standard deviation, which is larger than the mean, points to a significant variation in ground deposition across Germany.\(^{17}\) We also compute the average radiation from Cs137 between 1986 and 2010. Given that radiation data is only available for 1986, we compute this average for each municipality across all years, correcting for the decay of Cs137.\(^{18}\) While this measure does not account for the washing out of Cs137 into deeper layers of soil, it serves as a proxy for the average potential exposure in an area. The level of precipitation represents the average rainfall in May in the five years preceding the Chernobyl disaster, i.e. 1981-1985. The average person lived in 1986 in a medium-sized municipality with 282,000 inhabitants, although municipality sizes vary between 5,000 and over 3 million.

---

\(^{17}\)See Appendix B for an illustration of the distribution of the ground deposition across municipalities.

\(^{18}\)For each year $t$ since 1986, we apply the decay formula for Cs137, $C_{s137_t} = e^{-0.024t}$. 

12
Table 1: Descriptive statistics of the main variables

<table>
<thead>
<tr>
<th>A. Individual-level data</th>
<th>Mean</th>
<th>(SD)</th>
<th>min</th>
<th>max</th>
<th>N</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Personal characteristics</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Age in 1986</td>
<td>19.05</td>
<td>8.20</td>
<td>0.00</td>
<td>30.43</td>
<td>4440</td>
</tr>
<tr>
<td>Female</td>
<td>0.51</td>
<td>0.50</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Native speaker</td>
<td>0.98</td>
<td>0.15</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>GDR</td>
<td>0.18</td>
<td>0.39</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Unemployed in April 1986</td>
<td>0.01</td>
<td>0.12</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Employed in April 1986</td>
<td>0.36</td>
<td>0.48</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td><strong>Educational attainment in April 1986</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Not of school age yet (less than 7 years old)</td>
<td>0.12</td>
<td>0.33</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>No degree, lower secondary, secondary</td>
<td>0.04</td>
<td>0.19</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Upper secondary</td>
<td>0.28</td>
<td>0.45</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Tertiary</td>
<td>0.13</td>
<td>0.33</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>In school or college education, no degree</td>
<td>0.43</td>
<td>0.49</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>already attained lower secondary, secondary</td>
<td>0.33</td>
<td>0.47</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>already attained upper secondary</td>
<td>0.01</td>
<td>0.09</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>already attained tertiary</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>4440</td>
</tr>
<tr>
<td><strong>Highest parental education</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Lower secondary</td>
<td>0.52</td>
<td>0.50</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Secondary</td>
<td>0.27</td>
<td>0.44</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td>Upper secondary</td>
<td>0.21</td>
<td>0.41</td>
<td>0.00</td>
<td>1.00</td>
<td>4440</td>
</tr>
<tr>
<td><strong>Test Scores</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>11.32</td>
<td>4.75</td>
<td>0.00</td>
<td>21.00</td>
<td>2652</td>
</tr>
<tr>
<td>Reading</td>
<td>27.06</td>
<td>7.45</td>
<td>0.00</td>
<td>39.00</td>
<td>2666</td>
</tr>
<tr>
<td>Reading Speed</td>
<td>38.19</td>
<td>8.34</td>
<td>0.00</td>
<td>51.00</td>
<td>3611</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>19.00</td>
<td>5.29</td>
<td>0.00</td>
<td>30.00</td>
<td>3286</td>
</tr>
<tr>
<td>ICT</td>
<td>41.20</td>
<td>13.62</td>
<td>0.00</td>
<td>66.00</td>
<td>3312</td>
</tr>
<tr>
<td>Reasoning</td>
<td>8.94</td>
<td>2.38</td>
<td>0.00</td>
<td>12.00</td>
<td>3169</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>75.82</td>
<td>7.97</td>
<td>0.00</td>
<td>89.00</td>
<td>3172</td>
</tr>
<tr>
<td>Perceptual Speed</td>
<td>34.68</td>
<td>8.07</td>
<td>0.00</td>
<td>82.00</td>
<td>3170</td>
</tr>
</tbody>
</table>

| B. Municipality-level data |      |      |     |     |    |
| Caesium137 kBq/m² (01. May 1986) | 5.18 | 5.87 | 0.50| 62.10| 4440|
| Average Caesium137 kBq/m² (until 2010, decay corrected) | 3.89 | 4.41 | 0.38| 46.64| 4440|
| Precipitation mm/m² (average 1981-1985) | 3.09 | 0.84 | 1.30| 8.00 | 4440|
| Altitude in meters        | 201.59| 176.69| 0.00| 850.00| 4440|
| Minimum altitude in meters in county | 138.73| 139.78| -1.00| 660.00| 4440|
| Population/1000           | 281.67| 676.43| 5.00| 3420.00| 4440|

Notes: This table displays the descriptive statistics for the most important variables. The number of observations varies between tests due to the survey design. See Appendix A for a comprehensive description of the testing procedure. The data underlying the statistics in Panel B are measured at the municipality level, although the statistics themselves are computed at the individual level.

5 Empirical Strategy

In this section, we present the empirical model and the identifying assumption. We further discuss two important threats to identification, namely anticipation and residential sorting, and
show balancing tests that compare the observable characteristics of people with high and low exposure to radiation. Finally, we discuss challenges to statistical inference due to cross-sectional dependence and multiple hypothesis testing.

5.1 Empirical model

Our aim is to estimate the impact of potential exposure to the post-Chernobyl fallout on cognitive skills. For this purpose, we estimate the following empirical model,

\[ y_{ims} = \alpha + \beta \text{Cs137}_{ms} + X_{im}'\gamma + \delta_s + \varepsilon_{ims}. \]  

(3)

The cognitive test score \( y_{ims} \), measured in and after 2010, of person \( i \) who resided in municipality \( m \) in State \( s \) in May 1986 is regressed on the ground deposition of Cs137 in the same municipality in May 1986. The vector \( X_{im} \) controls for pre-treatment characteristics of individuals and municipalities as well as some design features of the survey. At the individual level, it includes controls for gender, a quadratic in age, a dummy for whether a person is a German native speaker, origin, parental education, education in 1986, and employment status in 1986. It also includes municipality characteristics, namely the average daily rainfall between 1981 and 1985, altitude and log population.\(^{19}\) To capture features of the survey design, we control for the year in which a test was taken, as well as membership in one of four test groups.\(^{20}\) In some specifications, we also control for state fixed effects, \( \delta_s \).\(^{21}\) The error term \( \varepsilon_{ims} \) summarizes all determinants of cognitive test scores not captured by the regressors.

In line with the conceptual framework in Section 3, the coefficient \( \beta \) measures the total effect of the radiation level in 1986 on cognitive test scores. Therefore, \( \beta \) is to be interpreted as a reduced-form coefficient. A higher initial radiation in a municipality in 1986 leads to a higher average radiation between 1986 and 2010, which, in turn, leads to a higher potential exposure to radiation. In addition, \( \beta \) contains the direct biological channels as well as behavioral responses to the fallout, such as changes in diet, exercise habits or internal migration. While we do not observe whether a higher potential exposure leads to a higher actual exposure, an estimate different from zero \( \hat{\beta} \neq 0 \) provides indirect evidence that it does.

5.2 Identification

Identifying assumption The parameter \( \beta \) can only be interpreted as causal if the ground deposition of Cs137 is uncorrelated with any determinants of test scores that are not controlled for in Equation (4), i.e. \( E(\varepsilon_{im} \times \text{Cs137}_{im}|X_{im}, \delta_s) = 0 \). Empirical studies on the impact of pollution typically face two major threats to identification, namely anticipation and residential sorting (Graff Zivin and Neidell, 2013). In the case of Chernobyl, anticipation can be excluded because people could neither anticipate the disaster nor foresee which area would be more contaminated. In fact, most of the German population only learned about the disaster after the radioactive rain had fallen. Importantly, anticipation — an ex-ante change in behavior in

\(^{19}\)The controls for altitude include two variables, namely the altitude at the municipality centroid as well as the minimum altitude in a given county. The combination of both has been shown to be a determinant of orographic rainfall (Houze, 2012), which, in turn, has been shown to increase the level of fallout (Yasunari et al., 2011). Appendix G provides further details on the control variables.

\(^{20}\)See Appendix A.2 for a description of the survey design.

\(^{21}\)In line with the state borders of 1986, we treat the GDR as one state, which results in a total of twelve states. East Berlin is counted as part of the GDR, while West Berlin considered a state of its own. The results are robust to fixed effects with all sixteen post-1990 states. These results are available on request.
expectation of contamination — is not to be confused with ex-post avoidance behavior. It is possible that people responded to high exposure with changes in their lifestyle — for example, by changing their diet or exercise habits — or move to a less contaminated area. While affecting people’s effective exposure, behavioral responses do not invalidate the identifying assumption; rather, they represent a channel through which radiation affects test scores.

**Residential sorting** A potentially more severe threat to identification is residential sorting. Areas differ in amenities and job opportunities, which is why some people prefer living in urban while others prefer living in rural areas. The determinants of this sorting may be correlated with the level of fallout. This can confound the estimation even if people do not deliberately move to a place to avoid radiation. An example of a determinant is rainfall. Suppose that areas with less rainfall are more attractive to skilled than to unskilled people. On the other hand, if areas with less rainfall have a lower likelihood of receiving nuclear fallout, the sorting of skilled people would lead to a spurious correlation between fallout and cognitive skills.

Balancing tests on the raw data point to a correlation between (pre-1986) residential sorting and the level of fallout received in 1986. In Columns (1)-(3) of Table 2, we compare the pretreatment characteristics of people who lived in 1986 in municipalities with below- and above-median ground deposition of Cs137. While the sample is balanced on some characteristics, there is evident sorting on skills. People with a low education as well as those with less educated parents were more likely to live in areas that received a higher level of fallout. Panel B provides some potential reasons for this sorting pattern. Municipalities with above-median levels of fallout tend to have a higher altitude, tend to be less populated, and have more rainfall. In other words, less skilled Germans tend to live in more rural areas, and rural areas received a greater level of nuclear fallout after the Chernobyl disaster due to their altitude and rainfall levels.

In Columns (4)-(9), we test whether the sample is balanced conditional on controls. As shown in Columns (4)-(6), controlling for altitude, rainfall and population size cannot fully eliminate residential sorting. In Columns (7)-(9), we additionally control for state fixed effects, restricting the identifying variation to within states. Conditional on these controls, the sample is balanced on all observable characteristics. Therefore, our preferred specification will include controls for municipality-level characteristics as well as state fixed effects.

**Further threats to identification.** Besides anticipation and residential sorting, there are at least three additional challenges to identification. First, while the sample is balanced on observable characteristics conditional on controls, some unobserved differences between people in high- and low-exposure areas may remain. A second challenge is selective attrition. Radiation can increase the risk of dying from cancer, potentially resulting in a selected estimation sample. Likewise, not all respondents completed all cognitive skills tests, and this non-participation is potentially systematic. Third, the linkage of radiation data with individual-level survey data introduces measurement error, because we only know the potential exposure in the person’s municipality of residence, but neither the ground deposition in the exact location of residence nor the person’s actual exposure.

We address these challenges using several methods, namely balancing tests, selection on observables (Oster, 2017), as well as a series of robustness checks. We discuss the implications of these tests along with the main estimation results in the next section, and provide further details in the appendix. However, for the interpretation of the results to follow, we work with the maintained assumption that, conditional on state fixed effects and controls for municipality
characteristics, the ground deposition of Cs137 is uncorrelated with any personal determinants of cognitive test scores.

5.3 Inference

To account for potential cross-sectional dependence of the error terms, we cluster the standard errors at the county level. In Appendix E, we undertake several steps to assess the robustness of our inference. We perform permutation tests, and allow for clustering at the state level by performing a bootstrap-t-procedure (Cameron et al., 2008). We also account for potential multiple hypothesis testing with a summary index test (O’Brien, 1984; Anderson, 2008) and an adjustment of standard errors (Benjamini and Hochberg, 1995).
Table 2: Sample description: Balancing table

<table>
<thead>
<tr>
<th>A. Individual characteristics</th>
<th>Raw data Mean (1)</th>
<th>Diff (2)-(1)</th>
<th>Control municipality charac. Mean (4)</th>
<th>Diff (5)-(4)</th>
<th>State FE, Municipality charac. Mean (7)</th>
<th>Diff (8)-(7)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Age in 1986</td>
<td>18.947 (0.172)</td>
<td>-0.242 (0.178)</td>
<td>0.470** (0.245)</td>
<td>-0.149 (0.178)</td>
<td>0.140 (0.245)</td>
<td>0.289 (0.245)</td>
</tr>
<tr>
<td>Female</td>
<td>0.517 (0.011)</td>
<td>0.007 (0.009)</td>
<td>-0.014 (0.010)</td>
<td>0.003 (0.009)</td>
<td>-0.006 (0.010)</td>
<td>-0.006 (0.010)</td>
</tr>
<tr>
<td>Female (0.014)</td>
<td>0.003 (0.000)</td>
<td>-0.001 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.001 (0.000)</td>
<td>0.008 (0.000)</td>
<td>0.008 (0.000)</td>
</tr>
<tr>
<td>Employed in April 1986</td>
<td>0.519 (0.016)</td>
<td>0.005 (0.016)</td>
<td>-0.004 (0.016)</td>
<td>0.003 (0.016)</td>
<td>0.000 (0.016)</td>
<td>0.000 (0.016)</td>
</tr>
<tr>
<td>If employed: Qualified or highly qualified job before May 1986</td>
<td>0.519 (0.017)</td>
<td>0.005 (0.017)</td>
<td>-0.004 (0.017)</td>
<td>0.003 (0.017)</td>
<td>0.000 (0.017)</td>
<td>0.000 (0.017)</td>
</tr>
<tr>
<td>Children before 1986</td>
<td>0.521 (0.011)</td>
<td>-0.006 (0.011)</td>
<td>0.006 (0.011)</td>
<td>0.000 (0.011)</td>
<td>0.007 (0.011)</td>
<td>0.007 (0.011)</td>
</tr>
<tr>
<td>Older siblings</td>
<td>0.178 (0.007)</td>
<td>-0.014 (0.009)</td>
<td>0.000 (0.000)</td>
<td>-0.004 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
</tr>
<tr>
<td>Smoke before 1986</td>
<td>0.517 (0.014)</td>
<td>-0.004 (0.014)</td>
<td>0.000 (0.014)</td>
<td>0.000 (0.014)</td>
<td>0.000 (0.014)</td>
<td>0.000 (0.014)</td>
</tr>
<tr>
<td>Educational attainment in April 1986</td>
<td>0.103 (0.000)</td>
<td>-0.009 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
</tr>
<tr>
<td>In education, already attained lower secondary and secondary</td>
<td>0.103 (0.000)</td>
<td>-0.009 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
</tr>
<tr>
<td>In education, already attained upper secondary</td>
<td>0.103 (0.000)</td>
<td>-0.009 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
<td>0.000 (0.000)</td>
</tr>
<tr>
<td>Not of school age yet (less than 7 years old)</td>
<td>0.127 (0.007)</td>
<td>0.009 (0.007)</td>
<td>-0.008 (0.007)</td>
<td>0.009 (0.007)</td>
<td>0.009 (0.007)</td>
<td>0.009 (0.007)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>B. Municipality characteristics</th>
<th>Raw data Mean (1)</th>
<th>Diff (2)-(1)</th>
<th>Control municipality charac. Mean (4)</th>
<th>Diff (5)-(4)</th>
<th>State FE, Municipality charac. Mean (7)</th>
<th>Diff (8)-(7)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Caesium137 MBq/m² (April 1986)</td>
<td>2.283 (0.014)</td>
<td>-0.029 (0.010)</td>
<td>0.057** (0.010)</td>
<td>0.010 (0.010)</td>
<td>0.029 (0.010)</td>
<td>0.029 (0.010)</td>
</tr>
<tr>
<td>altitude in meter</td>
<td>141.419 (2.852)</td>
<td>0.006 (2.852)</td>
<td>-0.013 (2.852)</td>
<td>0.003 (2.852)</td>
<td>0.000 (2.852)</td>
<td>0.000 (2.852)</td>
</tr>
<tr>
<td>Minimum altitude in meter</td>
<td>88.299 (1.705)</td>
<td>0.000 (1.705)</td>
<td>0.000 (1.705)</td>
<td>0.000 (1.705)</td>
<td>0.000 (1.705)</td>
<td>0.000 (1.705)</td>
</tr>
<tr>
<td>Population</td>
<td>54.286 (19.409)</td>
<td>0.018 (19.409)</td>
<td>-0.009 (19.409)</td>
<td>0.009 (19.409)</td>
<td>0.009 (19.409)</td>
<td>0.009 (19.409)</td>
</tr>
<tr>
<td>Precipitation in mm²</td>
<td>2.913 (0.021)</td>
<td>0.000 (0.021)</td>
<td>0.000 (0.021)</td>
<td>0.000 (0.021)</td>
<td>0.000 (0.021)</td>
<td>0.000 (0.021)</td>
</tr>
<tr>
<td>GDR</td>
<td>0.289 (0.010)</td>
<td>-0.009 (0.010)</td>
<td>0.000 (0.010)</td>
<td>0.000 (0.010)</td>
<td>0.000 (0.010)</td>
<td>0.000 (0.010)</td>
</tr>
</tbody>
</table>

| N                              | 2150             |             | 2290                    |             |                         |             |

Notes: This table displays the pre-treatment characteristics of individuals (Panel A) and municipalities (Panel B) in areas with above- and below-median ground deposition of Cs137. Columns (1) and (2) display the raw means and standard deviations, whereas Columns (4) and (5) as well as (7) and (8) display the residual means and standard deviations after conditioning on municipality characteristics and state fixed effects. In Columns (3), (6), and (9), we perform t-tests for equality in means. Standard errors of the test statistics are displayed in parentheses. Significance levels: ** : p < 0.01, * : p < 0.05, : p < 0.1.
6 Radiation and cognitive skills: results

In this section, we present the estimation results for the impact of radiation exposure on cognitive test scores. We begin with reduced-form regressions of test scores in 2010 on the initial exposure in 1986. Given that people were continuously exposed for 25 years, we also estimate the effect of the average level of radiation between 1986 and 2010 on test scores. We further explore the non-linear dose-response relationship as well as heterogeneous effects across demographic groups. Finally, we assess the role of three behavioral responses, namely investment in education, labor supply and migration.

6.1 Main results

Reduced-form results Table 3 reports the reduced-form estimates. Each entry represents an estimate for $\beta$ from a separate regression of the outcomes listed on the left on the ground deposition of Cs137 in $kBq/m^2$ in May 1986 and the controls listed at the bottom. The table comprises two sets of results; in Columns (1)-(4) the outcomes are the raw test scores, whereas in Columns (5)-(8), the outcomes are standardized to mean zero and standard deviation one. In each set, we begin with a bivariate regression and gradually add control variables. Given the results from the balancing test in Section 5, our preferred specification includes controls for municipality characteristics as well as state fixed effects.

In the bivariate regressions in Column (1), some estimates are positive and others negative. In Column (2), most estimates become positive after we control for individual characteristics. This is unsurprising given that i) people with less education lived in areas that received more fallout, and ii) education presumably has a positive effect on cognitive test scores. In Columns (3) and (4), once we control for municipality characteristics and state fixed effects, all coefficients are negative, and, in Column (4), four out of eight coefficients are statistically significant. Perhaps surprisingly, the estimates become larger once we control for state fixed effects. One explanation for this is the differences in education systems across German regions. Students in the southern states of Bavaria and Baden-Württemberg usually achieve the highest test scores in standardized tests such as the Programme for International Student Assessment (PISA).22 At the same time, these regions received considerably more fallout than other parts of the country. By controlling for state fixed effects, we eliminate the between-state variation in fallout and test scores. In light of the balancing tests in Table 2, the specification in Column (4) is our preferred one, given that the state fixed effects eliminate the — potentially confounding — correlation between individual characteristics and the level of fallout.

Based on the results in Column (4), an increase in ground deposition by one standard deviation (5.86 $kBq/m^2$) reduces math scores by 0.3 points, which is 2.5% of the mean. For reading, the corresponding effect is -0.58 points, or 2.1% of the mean reading score. The effect sizes for the other outcomes range between -0.2% and -1.02% of the mean test scores.

To make the estimates comparable between test scores, in Columns (5)-(8), we report the estimated effects on standardized outcomes. The interpretation of the coefficients is such that for an increase in the initial ground deposition by 1 $kBq/m^2$, the test score changes on average by $100 \times \tilde{\beta}$ percent of a standard deviation. The point estimates suggest that radiation has the largest impact on reading scores, followed by math, listening comprehension and reading speed, while it has smaller impacts on ICT skills, scientific literacy, perceptual speed and reasoning.

\[\text{See Baumert et al. (2002).}\]
In Panel B, we additionally report the estimated impacts of radiation on a standardized cognitive skills index, as well as indices for skills relying on crystallized and fluid intelligence. For all three indices, the effects are large and statistically significant. For a one-unit increase in ground deposition, the standardized index decreases by 0.8% of a standard deviation. The effect on skills based on crystallized intelligence is larger (-0.9% of a standard deviation) than the one on skills based on fluid intelligence (-0.6% of a standard deviation). To evaluate the economic significance of our estimates, it is useful to consider the estimated impact of a one-standard-deviation increase in ground deposition in 1986. This decreases reading scores 25 years later by 8%, math scores by 6.3%, listening comprehension scores by 5.1% and reading speed by 4.5%, and ICT scores by 2.8% of the respective standard deviation. The impact on the overall cognitive skills index is -4.5% of a standard deviation. These results point to a high economic significance of the impact of radiation on cognitive skills.

The effect of average exposure 1986-2010 The reduced-form coefficients in Table 3 measure the total effect of a higher ground deposition in 1986 on test scores 25 years later. The advantage of these estimates is that the initial level of ground deposition is arguably exogenous, such that these effects provide strong evidence of a negative causal effect of radiation on test scores. However, given that people were constantly exposed to the Chernobyl-induced radiation between 1986 and 2010, the interpretation of the magnitude is not straightforward. The most relevant measure for the regressor would be the cumulative radiation dose a person received during this period, namely the dose of radiation absorbed by all organs and tissues in a respondent’s body. Obviously, such data would be very difficult to obtain as it would require measuring the energy absorbed by a person’s tissue for every person in the sample.23

As a second-best solution, we consider as regressor the average ground deposition of Cs137 in the municipality where a person lived between 1986 and 2010, which measures a person’s potential exposure to radiation in that period. To compute the average ground deposition in a municipality from 1986 to 2010, we calculate the ground deposition in every year based on the decay of Cs137 and take the average of all years. This measure serves as a proxy for a person’s average potential exposure over 25 years.

In Table 4, we report the regression results for different measures of average exposure. All outcomes are standardized to mean zero and standard deviation one. As a benchmark, Column (1) reproduces the main regression results with the ground deposition in 1986 as the regressor. In Column (2), the regressor of interest is the average ground deposition of Cs137 in a respondent’s municipality of residence in 1986. In Column (3), we take into account internal migration and use as regressor the average ground deposition in a respondent’s municipalities of residence between 1986 and 2010. Due to the constant decay of Cs137, the variation in ground deposition across municipalities becomes smaller over time. As a result, the standard deviation of the average exposure is smaller than that of the initial exposure.

In Column (2), an increase in average ground deposition by 1kBq reduces the test scores by between 0.1% and 1.8% of a standard deviation. For the overall cognitive skill index, the effect is -1.1% of a standard deviation. Scaled up by the standard deviation of the average ground deposition (sd = 4.41), this is equivalent to a 4.9% of a standard deviation reduction in the cognitive skill index for a one-standard-deviation increase in average ground deposition. The estimates in Column (3) are slightly smaller, ranging between 0 and -1.4% of a standard deviation.

---

23Even in medical research, it is difficult to precisely measure the effective dose. Rather, the effective dose is estimated by simulation (McCollough and Schueler, 2000).
### Table 3: OLS results: the effect of radiation on cognitive skills

<table>
<thead>
<tr>
<th></th>
<th>Non-standardized outcomes</th>
<th>Standardized outcomes</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(1)</td>
<td>(2)</td>
</tr>
<tr>
<td><strong>A. Individual test scores</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>0.014</td>
<td>0.010</td>
</tr>
<tr>
<td>mean =11.316</td>
<td>(0.018)</td>
<td>(0.014)</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.011</td>
<td>0.009</td>
</tr>
<tr>
<td>mean =27.065</td>
<td>(0.042)</td>
<td>(0.033)</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-0.025</td>
<td>-0.024</td>
</tr>
<tr>
<td>mean =75.821</td>
<td>(0.030)</td>
<td>(0.026)</td>
</tr>
<tr>
<td>ICT</td>
<td>0.004</td>
<td>0.016</td>
</tr>
<tr>
<td>mean =41.199</td>
<td>(0.030)</td>
<td>(0.029)</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>0.005</td>
<td>0.013</td>
</tr>
<tr>
<td>mean =18.997</td>
<td>(0.015)</td>
<td>(0.013)</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.005</td>
<td>0.004</td>
</tr>
<tr>
<td>mean =8.939</td>
<td>(0.008)</td>
<td>(0.007)</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.007</td>
<td>0.007</td>
</tr>
<tr>
<td>mean =38.187</td>
<td>(0.028)</td>
<td>(0.023)</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>0.023</td>
<td>0.024</td>
</tr>
<tr>
<td>mean =34.679</td>
<td>(0.023)</td>
<td>(0.018)</td>
</tr>
<tr>
<td><strong>B. Indices</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Controls:</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Individual characteristics</td>
<td>No</td>
<td>Yes</td>
</tr>
<tr>
<td>Municipality characteristics</td>
<td>No</td>
<td>No</td>
</tr>
<tr>
<td>State FE</td>
<td>No</td>
<td>No</td>
</tr>
</tbody>
</table>

**Notes:** This table displays the main estimation results. Each coefficient is the result of a separate regression of the outcomes listed on the left on the ground deposition of Cs137 in kBq/m², controlling for the variables indicated below. Columns (1)-(4) report the results on the raw test scores; in Columns (5)-(8), the test scores have been standardized. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ***: p < 0.01, **: p < 0.05, *: p < 0.1.
deviation reduction in test scores for an increase in ground deposition of 1kBq. Scaled up by the standard deviation of the average exposure \( sd = 3.23 \), these effects range between 0 and -6.5% of a standard deviation, while the effect on the cognitive skills index is -3.2% of a standard deviation. In sum, these estimates have a similar magnitude to the reduced-form estimates in Column (1).

In Column (4), we address two potential problems with our regressor in Column (3), the average ground deposition experienced by each person. The first problem is that people may move endogenously to avoid a higher radiation, which would bias the estimates. The second problem is measurement error in the regressor. We can only compute the amount of Cs137 in a given year based on its decay, but we do not observe the extent to which the radioactive matter is washed into deeper layers of soil. Because a person’s exposure is higher the closer the matter is to the surface, our way of computing the average ground deposition inevitably introduces measurement error, which — if unsystematic — biases the results towards zero. We address both problems by instrumenting the average ground deposition between 1986 and 2010 with the initial ground deposition in a person’s municipality of residence in 1986. Unsurprisingly, the first stage is strong with an F-statistic greater than 4,500. The first stage coefficient has the expected positive sign, suggesting that, on average, people who lived in areas with a higher ground deposition in 1986 were exposed to a higher average ground deposition over the following 25 years. The correlation is not perfect because people moved between places with different ground deposition. The instrumental variable estimates in Column (4) are considerably larger than the OLS estimates in Column (3). For example, the effect on the cognitive skills index is 90% larger. An increase in the average ground deposition by one standard deviation reduces cognitive test scores by 6.1% of a standard deviation.

Discussion of the main results The estimates presented in Tables 3 and 4 suggest that the radiation induced by Chernobyl had significant negative long-term effects on cognitive performance. People who have been living in areas with higher contamination for 25 years perform significantly worse than those living in less contaminated area. The fact that the local ground deposition was mainly driven by rainfall in a short time window and that personal characteristics are uncorrelated with the level of ground deposition lends strong support to the effect being causal.

To assess the magnitude of the effect, it is useful to compare the radiation effective dose from the Chernobyl fallout to that of other man-made sources of radiation. For example, during a Frankfurt-New York return flight, passengers receive a dose of 0.1mSv, mainly through cosmic radiation. The average woman who undergoes a mammogram receives a dose of 0.4mSv, whereas a person who has a CT scan receives a dose of 2mSv. By comparison, one standard deviation in the initial ground deposition of Cs137 in kBq corresponds to a cumulative effective dose of 0.7mSv.24 Because the effective dose is measured as the extent of cell destruction in organs and human tissue, these doses are directly comparable even if they come from different sources. An effective dose of 1mSv does the same damage to the human body regardless whether it is received at once or through continuous exposure over a long time.

Relative to these benchmarks, our estimates point to substantial long-term effects of radiation. A person who lived continuously in a place with a one-standard-deviation higher ground deposition received an additional dose equivalent to 1.75 mammograms, 35% of a CT scan, or

\[ 0.6 \times \frac{5.87}{5.18} \approx 0.7. \]

\[ ^{24} \text{We base this figure on the estimate of the BfS that the mean effective dose until 2010 is 0.6mSv. Given that a standard deviation in initial Cs137 (5.87) is larger than the mean (5.18), we scale the mean effective dose, } \]
Table 4: The Effect of Average Exposure, 1986-2010

<table>
<thead>
<tr>
<th></th>
<th>OLS</th>
<th>OLS</th>
<th>OLS</th>
<th>2SLS</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
<td>(4)</td>
</tr>
<tr>
<td>A. Individual test scores</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>-0.011***</td>
<td>-0.015***</td>
<td>-0.014**</td>
<td>-0.026***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.006)</td>
<td>(0.009)</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.014***</td>
<td>-0.018***</td>
<td>-0.013*</td>
<td>-0.034***</td>
</tr>
<tr>
<td></td>
<td>(0.005)</td>
<td>(0.007)</td>
<td>(0.007)</td>
<td>(0.010)</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-0.009**</td>
<td>-0.013**</td>
<td>-0.012*</td>
<td>-0.023**</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.007)</td>
<td>(0.010)</td>
</tr>
<tr>
<td>ICT</td>
<td>-0.005</td>
<td>-0.007</td>
<td>-0.003</td>
<td>-0.013</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>-0.004</td>
<td>-0.005</td>
<td>-0.002</td>
<td>-0.009</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Reasoning</td>
<td>-0.001</td>
<td>-0.001</td>
<td>0.000</td>
<td>-0.003</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.006)</td>
<td>(0.007)</td>
<td>(0.010)</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.008**</td>
<td>-0.010**</td>
<td>-0.020***</td>
<td>-0.019**</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.006)</td>
<td>(0.009)</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>-0.004</td>
<td>-0.005</td>
<td>-0.006</td>
<td>-0.010</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.006)</td>
<td>(0.009)</td>
</tr>
<tr>
<td>B. Indices</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>-0.008***</td>
<td>-0.011***</td>
<td>-0.010*</td>
<td>-0.019**</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>-0.009***</td>
<td>-0.012***</td>
<td>-0.008*</td>
<td>-0.020***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>-0.006*</td>
<td>-0.008*</td>
<td>-0.011</td>
<td>-0.014*</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.007)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>First stage:</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cs137 kBq/m² in 1986</td>
<td>0.425***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.006)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>F statistic</td>
<td>4555.589</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Controls:

<table>
<thead>
<tr>
<th></th>
<th>Yes</th>
<th>Yes</th>
<th>Yes</th>
<th>Yes</th>
</tr>
</thead>
<tbody>
<tr>
<td>Individual characteristics</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>Municipality characteristics</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>State FE</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
</tbody>
</table>

Mean (Cs137)          | 5.18 | 3.89 | 2.95 | 2.95 |
SD (Cs137)             | 5.87 | 4.41 | 3.23 | 3.23 |

Notes: This table displays the estimation results for the effect of average ground deposition of Cs137 from 1986-2010 on test scores. Each coefficient is the result of a separate regression of the variables on the left on a measure of ground deposition. Column (1) reproduces Column (8) in Table 3. In Column (2), the regressor is the decay-corrected average ground deposition from 1986 to 2010 in a respondent’s municipality of residence in May 1986. In Columns (3) and (4), the regressor is the decay-corrected average ground deposition from 1986 to 2010, taking into account internal migration after 1986. In Column (4), we use the initial ground deposition in 1986 as an instrument for the average ground deposition between 1986 and 2010. The mean and standard deviation of Cs137 refer to the regressor used in each column. In all regressions, we control for individual and municipality characteristics, as well as state fixed effects. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: *** : p < 0.01, ** : p < 0.05, * : p < 0.1.
seven additional flights Frankfurt-New York and back. Our estimates predict that over 25 years, this person’s cognitive performance declines by 5-6% of a standard deviation. With one percent of a standard deviation in the cognitive skills test being equivalent to the human capital of a school year, this means that receiving this additional radiation dose reduces a person’s human capital by the equivalent of 5-6% of a school year.\textsuperscript{25}

6.2 Non-linear and heterogeneous effects

Non-linear dose-response relationship. In Table 5, we analyze if there is a non-linear dose-response relationship between radiation exposure and cognitive test scores. In each regression, the outcome is the cognitive skills index. For comparison, Column (1) reproduces the linear estimate reported in Column (8) of Table 3.

The estimates in Columns (2) and (4) provide little evidence in favor of a non-linear relationship. In Column (2), we impose a quadratic relationship, but find no significant coefficient for the quadratic term. In Column (4), we estimate a spline regression by interacting the ground deposition with a binary indicator that equals unity if a person lived in 1986 in an area with above-median ground deposition. While the point estimate is larger for people living in areas with above-median ground deposition, the coefficient is statistically insignificant, such that a linear relationship cannot be rejected. In Column (3), we impose a log-linear relationship, for which we find a large and statistically significant coefficient. For a one-standard-deviation increase in the log ground deposition (sd=0.72), we find a decrease in cognitive test scores by 5.6% of a standard deviation, which is similar to the estimate from the linear level-level model in Column (1).

While the level-level model in Column (1) and the level-log model in Column (3) have a similar fit, a level-level model makes more sense from a scientific standpoint. Radiobiology provides theories of a linear relationship between radiation exposure and the likelihood of a cell being damaged that have been verified in a series of experiments (Brenner et al., 2003). To the extent that our estimate is explained by the damage of brain cells or other cells in the body, it is plausible that radiation has a linear effect on test scores, which is why we use a linear model as our main specification.

Heterogeneous effects In Table 6, we explore whether the impact of radiation exposure on cognitive skills differs between demographic groups. For each set of groups, we estimate full interaction models that interact the ground deposition of \textsuperscript{137}Cs with mutually exclusive dummies for each group. For example, in Column (1), we interact the ground deposition with a dummy for male and a dummy for female, which provides with separate estimates for both groups.\textsuperscript{26} In all regressions, we control for individual and municipality characteristics as well as state fixed effects.

In Column (1), we find no difference in estimates between men and women. Despite potential differences between the two genders in daily routines, exercise habits and diets, we find the same point estimates for both groups.

\textsuperscript{25}The equivalence between cognitive performance and school years is based on a regression of years of education on the cognitive skills index using the main estimation sample. We obtain a coefficient close to one.

\textsuperscript{26}We choose this specification for the ease of interpretation. It should be noted that, despite the inclusion of mutually exclusive dummies, there is no problem with multicollinearity. This would only occur if we additionally included both indicators in the regression. With only one indicator included — in this case a female dummy — the parameters are identified.
Table 5: Non-linear effects

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>CS137 kBq/m²</td>
<td>-0.008***</td>
<td>-0.014**</td>
<td>-0.032</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.006)</td>
<td>(0.033)</td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × CS137 kBq/m²</td>
<td>0.000</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.000)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>ln(CS137 Bq/m²)</td>
<td>-0.083***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.029)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × above median</td>
<td>-0.118</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.090)</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Controls:
- Individual characteristics: Yes, Yes, Yes, Yes
- Municipality characteristics: Yes, Yes, Yes, Yes
- State FE: Yes, Yes, Yes, Yes
- Observations: 4440, 4440, 4440, 4440
- Adj R²: 0.22, 0.22, 0.22, 0.22

Notes: This table displays the estimates from OLS regressions of the standardized cognitive skill index on several functional forms of the ground deposition of Cs137 as well as the control variables listed at the bottom. See Section 5 for a detailed list of control variables. In Column (4), the ground deposition of Cs137 is interacted with an indicator that equals unity if a person lived in 1986 in an area with an above-median ground deposition. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ***: p < 0.01, **: p < 0.05, *: p < 0.1.

In Column (2), we consider differences between age groups. We split the sample into three groups of similar size based on the age in May 1986, and generate mutually exclusive binary indicators, which we interact with the ground deposition. From this exercise, an interesting pattern emerges. While we find large negative effects for people aged 10 years and older in 1986, we find no effect on people who were younger than 10 years. Upon first glance, this result seems surprising. The cohorts born in the first half of the 1980s were young children at the time of the disaster, and therefore were exposed in a critical phase of their development. In light of the literature on early-childhood exposure to pollution (Almond and Currie, 2011), we would expect the effect to be present among younger rather than older cohorts. Moreover, the works of Almond et al. (2009) and Black et al. (2013) show that children exposed to high radiation levels during a critical period of pregnancy have worse life outcomes compared to similar children who were in the womb a few months before the beginning of the exposure. One potential explanation for this seemingly puzzling result is that the biological effects of exposure to radiation — those on brain cells and vital organs — are more likely to manifest themselves in older age. However, because the youngest cohort was only 25 years old when they took the cognitive skills tests, we cannot observe what their test scores would be when the same cohort is in their mid-50s. Another potential explanation is that parents with young kids in 1986 particularly tried to shield their children away, thereby reducing the impact on later-life outcomes.

In Column (3), we test for differences with respect to socio-economic status by comparing the effects on people whose parents have an education below and above secondary school (Realschule). The effect for people with less educated parents is almost three times as large as the effect for those with highly-educated parents. There are many possible explanations for
this difference. People of lower socio-economic status may have a greater exposure if they are more likely to work physically or through differences in their lifestyle. They may also have less knowledge or be less receptive to information about the negative consequences of radiation, such that they engage less in avoidance behavior.

Finally, in Column (4), we assess if the effects differ between people who, in 1986, lived in the GDR versus West Germany. Unlike in West Germany, the population in the GDR received little information about the disaster and its likely consequences, and was even encouraged to consume foods that were potentially contaminated. Given these differences, it is unsurprising that the estimated effect in the GDR — although not statistically significant — is more than twice as large as the one for West Germany.

Table 6: Heterogenous effects

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>CS137 kBq/m² × male</td>
<td>-0.008*</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × female</td>
<td>-0.008**</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × Age in 1986(0-10)</td>
<td>0.003</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.005)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × Age in 1986(10-20)</td>
<td>-0.018***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × Age in 1986(&gt;20)</td>
<td>-0.007**</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × Parent(above secondary education)</td>
<td>-0.004</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × Parent(below secondary education)</td>
<td>-0.010***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × West Germany</td>
<td>-0.008***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>CS137 kBq/m² × East Germany</td>
<td>-0.016</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.015)</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Controls:
- Individual characteristics: Yes Yes Yes Yes
- Municipality characteristics: Yes Yes Yes Yes
- State FE: Yes Yes Yes Yes
- Observations: 4440 4440 4440 4440
- \( R^2 \): 0.22 0.22 0.22 0.22

Notes: Each column reports the result from a regression of the standardized cognitive skills index on a full interaction between the ground deposition of Cs137 and mutually exclusive group indicators. In all regressions, we control for individual and municipality characteristics, as well as state fixed effects. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ***: \( p < 0.01 \), **: \( p < 0.05 \), *: \( p < 0.1 \).

6.3 Evidence on behavioral responses

In Table 7, we explore the importance of several behavioral responses, namely internal migration, labor supply and investment in education. However, in our analysis we are constrained by the information available in our dataset. While the NEPS SC6 has rich information on some channels, we are unable to study several other behavioral responses such as changes in health.
behaviors, diets or exercise habits.

In the first panel of Table 7, we investigate whether exposure to radiation triggered internal migration by using as outcome a binary indicator for whether, until a certain year, a person moved away from his or her municipality of residence in 1986. We regress this indicator on the fallout of Cs137 in 1986 as well as all other control variables and state fixed effects used in the base line regressions. The results provide evidence against internal migration as a behavioral response. This result is unsurprising, given that a detailed map of ground contamination was only released to the general public five years after the disaster. Therefore, most people presumably were not aware of the contamination in their municipality of residence.

In the second panel, we consider labor supply as a behavioral response. As with migration, we find little evidence that people exposed to higher radiation levels were less likely to work. We find small and statistically insignificant effects on the number of months in employment. Likewise, we find little evidence that highly-exposed people have a different likelihood of being employed at any point in time.

Finally, in the third panel, we estimate the impact on educational attainment, using as outcomes the years of education completed in a given year. We find small and statistically insignificant negative effects, suggesting that formal education is not an important behavioral margin. However, we find a negative effect on the number of hours in continuing education — education people pursue while being employed. A one-standard-deviation increase in radiation reduces the average hours spent in 2010 in continuing education by 9 hours, which is 6.7% of the mean. Besides that, we find little evidence of the behavioral responses that we are able to measure. In Appendix D, we additionally consider the impact of radiation on cohort-specific mortality, but find no evidence of any effect.
Table 7: Evidence on behavioral responses

<table>
<thead>
<tr>
<th></th>
<th>Coef.</th>
<th>(se)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Migration</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Until 1988</td>
<td>0.000</td>
<td>(0.001)</td>
</tr>
<tr>
<td>Until 1990</td>
<td>0.000</td>
<td>(0.002)</td>
</tr>
<tr>
<td>Until 1995</td>
<td>-0.003</td>
<td>(0.002)</td>
</tr>
<tr>
<td><strong>Employment</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Month in employment between 1986 and 2010</td>
<td>3.938</td>
<td>(7.903)</td>
</tr>
<tr>
<td>Employed in 2000</td>
<td>0.000</td>
<td>(0.001)</td>
</tr>
<tr>
<td>Employed in 2005</td>
<td>-0.001</td>
<td>(0.002)</td>
</tr>
<tr>
<td>Employed in 2010</td>
<td>-0.001</td>
<td>(0.001)</td>
</tr>
<tr>
<td><strong>Education</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Years in 1998</td>
<td>-0.004</td>
<td>(0.009)</td>
</tr>
<tr>
<td>Years in 1990</td>
<td>-0.008</td>
<td>(0.007)</td>
</tr>
<tr>
<td>Years in 1995</td>
<td>-0.009</td>
<td>(0.009)</td>
</tr>
<tr>
<td>Years in 2000</td>
<td>-0.008</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Years in 2005</td>
<td>-0.005</td>
<td>(0.007)</td>
</tr>
<tr>
<td>Years in 2010</td>
<td>-0.007</td>
<td>(0.007)</td>
</tr>
<tr>
<td>Hours continuing education in 2010</td>
<td>-1.453</td>
<td>(0.586)**</td>
</tr>
</tbody>
</table>

**Controls:**
- Individual characteristics: Yes
- Municipality characteristics: Yes
- State FE: Yes

**Notes:** This table displays the results of separate regressions of the indicator variables listed on the left on the ground deposition of Cs137. In all regressions, we control for individual and municipality characteristics, as well as state fixed effects. For migration the outcome is an indicator that equals unity if, until a given year, a person moved away from his/her municipality of residence in 1986. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ***: $p < 0.01$, **: $p < 0.05$, *: $p < 0.1$. 

27
7 Robustness checks

In this section, we summarize the results from a series of robustness checks that address challenges to our identification and inference. A detailed description and discussion of the results can be found in the appendix.

7.1 Addressing unobserved heterogeneity

The balancing tests in Section 5 show that, conditional on state fixed effects and municipality-level controls for altitude, rainfall and population size, the sample is balanced with respect to a large set of observable characteristics. Nonetheless, we are unable to observe all determinants of test scores. Because these unobserved determinants could be correlated with radiation exposure, it is possible that the omission of unobservables leads to biased estimates.

7.1.1 Selection on observables

We first assess the potential influence of unobservable characteristics on our estimates. Oster (2017) provides a method that quantifies the importance of unobservable characteristics based on the selection on observable characteristics. From the difference between the treatment effects in regressions with and without controls, it can be inferred how strong the selection on unobservables has to be obtain a treatment effect of zero. This strength is summarized by the selection parameter $\delta$. In Appendix C.1, we apply this procedure to all eleven outcomes. For all regressions, we obtain negative values for $\delta$, which means that, to explain our estimated treatment effect, selection on unobservables, would have to go in the opposite direction than selection on observables. Therefore, it is unlikely that our estimates are driven by selection on unobservables.

7.1.2 Regressions with grid-level fixed effects

An alternative way to reduce the influence of unobserved heterogeneity is to compare people that live relatively close to each other, which presumably have more similar characteristics and are subject to the same institutions and information compared to people living further apart. In our case, a complication with the comparison of people living close together is that our regressor is measured at the municipality-level. The next highest administrative unit would be a county, although there is too little variation across municipalities within counties to allow for precise estimation of $\beta$.

As an alternative, we lay a grid of $120 \times 120 km$ cells over the map of Germany and estimate a model with grid cell fixed effects. This approach exploits variation within grid cells, thereby comparing people with the same characteristics living in the same grid cell but are differentially exposed to radiation. To account for the arbitrary locus of the grid, we perform 500 replications of the same procedure, whereby in each replication we shift the grid by random distances north-south and east-west.\textsuperscript{27}

Figure 2 plots the empirical distributions of the estimates for all eleven outcomes. The results confirm our baseline findings in Section 6. For some outcomes such as math, reading and listening, the estimates are large and the entire distribution of estimates lies below zero. For other outcomes, such as reasoning or reading speed, the estimates are centered around zero. In

\textsuperscript{27}This approach follows Barsbai et al. (2017). We are grateful to Andreas Steinmayr for sharing his code.
Appendix C.2, we additionally report the average p-value for each outcome, which provides a robustness check to our inference.

Figure 2: Empirical distribution of fixed effect estimates with random grid cells

Notes: This figure displays the empirical distributions of regression coefficients $\hat{\beta}$ with fixed effects at the level of 120 $\times$ 120km grid cells. Each regression is estimated 500 times; in each replication, the grid is shifted by random amounts horizontally and vertically. The vertical lines indicate an effect of zero. In all regressions, we control for individual and municipality characteristics.

7.2 Addressing measurement error

An important potential source of measurement error is the linkage of radiation data via the centroid of a municipality. The geographic center of a municipality can be in a different location compared to the population center, such that the average person is in fact exposed to a different level of radiation than the one at the geographic center. To address this concern, we perform a series of eight robustness checks, whereby in each robustness check we link the data based on different geographic reference points. For example, we link the data based on the population center or the point with the highest population density, or compute the population-weighted average radiation based on the radiation data at a 3 $\times$ 3km grid-cell level. The results, shown in
Appendix C.3, turn out to be robust to the linkage procedure, suggesting our choice of linkage procedure does not drive the results.

7.3 Selective attrition

Selective mortality There are several sources of attrition which, if systematic, can bias our estimates. One potential source is selective mortality. Radioactivity is known to increase the risk of cancer, which in general is one of the major death causes in Germany. If radiation induces a higher risk of dying from cancer among older workers, our sample may no longer be representative of the affected population, as it only comprises the survivors. To test whether selective mortality is an issue, we obtained county-level mortality data from the life tables provided by the German Statistical Office. Based on a regressions of county-cohort-year-specific mortality rates on the county-level ground deposition of Cs137 and state fixed effects, we find no evidence of selective mortality. The results are described in greater detail in Appendix D.

Survey-design-based attrition In Appendix D, we further test for systematic attrition due to the sample design or non-response. Based on a regression with municipality-level controls and state fixed effects, we show that the ground deposition of Cs137 neither predicts non-participation in the competence test nor attrition due to missing personal information. Furthermore, we test whether the fact that not every respondent took every competence test is related to radiation exposure and find no evidence thereof. Finally, the sampling procedure of the NEPS SC6 randomly sampled people from 250 German municipalities. Our results show that — in line with random sampling — the ground deposition of Cs137 does not predict the inclusion into the sample.

Constructing a standardized index in the presence of attrition. One of the outcomes reported with our baseline results is a standardized index of all eight cognitive test scores. However, as explained in Section 4, due to the survey design not every person in the sample completed every test. While there appears to be no selective attrition from each test, attrition presents a challenge for the construction of the standardized index and the interpretation of the results. For the estimation in Section 6, we constructed the standardized index based on all test scores a person obtained; if someone completed all eight tests, the index is the average score of these eight tests; if someone completed one test, the index is this one test score.

To test for the robustness of our results to the construction of the index in the presence of attrition, we estimate separate regressions with samples restricted to people who completed at least a number of tests. The results are reported in Appendix D.3. For example, out of 4,400 observations, 1,029 completed all eight tests, 2,159 completed at least seven tests, and 3,207 completed at least five tests. The estimates are larger the more tests people completed, ranging from $-0.013$ for those with all eight tests to $-0.008$ for those with at least one test. All results are statistically significant at the 5%-level or lower. This suggests that, if anything, by using all available test scores to construct the index, we under-estimate the true effect.

7.4 Inference

Multiple hypothesis testing In our main analysis, we present separate regression results for a large number of outcomes. The outcomes, measuring different dimensions of the same latent factor cognitive skills, are most likely correlated across observations. For example, if radiation
has a negative effect on reading scores, it most likely also has a negative effect on math scores. If we run separate regressions for each outcome, the conventional test statistics do not take this correlation into account, resulting in an over-rejection of the null hypothesis. Therefore, the more hypotheses are tested, the higher is the chance of obtaining at least one statistically significant coefficient.

The statistical literature proposes two approaches to overcome the multiple testing problem. One is to keep the number of tests constant but adjust the p-values and t-statistics of each test to account for the correlations between outcomes. The other is to leave the p-values and t-statistics unadjusted but reduce the number of hypotheses to one by using a standardized index as outcome.

In Appendix E.2, we report the results of both approaches. To adjust the p-values, we use the step-down procedure developed by Benjamini and Hochberg (1995), which first ranks the p-values of all hypothesis tests from smallest to lowest, and adjusts each p-value depending on its rank position. The smallest p-value is adjusted the most — it is multiplied by the number of hypotheses tested — while the largest p-value is not adjusted at all. After the correction of the p-values, the effects on three outcomes, namely math, reading and listening, remain statistically significant at the 5%-level, and the one on reading speed at the 10%-level.

As an alternative, we perform a summary index test whereby all outcomes are summarized in a standardized index. Following O’Brien (1984) and Anderson (2008), we construct the index by standardizing each outcome to mean zero and standard deviation one and building for each observation a weighted sum of the standardized outcomes. The weights are constructed such that outcomes that are highly correlated — and therefore add little new information to the index — receive lower weight than outcomes with a low correlation that add more new information. Using the weighted index, the estimated effects are similar to those on the standardized index reported in Section 6, in terms of both point estimates and standard errors.

**Randomization inference**  A second issue with inference is that hypothesis tests reported in Section 6 are based on conventional p-values and t-tests and their underlying parametric assumptions. These assumptions may not be valid; for example, because the error terms are correlated across individuals. Thus far, we have adjusted for cross-sectional dependence of error term by clustering the standard errors at the county level. However, it is unclear whether clustering at this level leads to a sufficient adjustment of the standard errors.

To gain further confidence in the statistical significance of our results, we perform a series of non-parametric permutation tests. The idea behind these tests is to estimate the sampling distribution of estimates under the assumption that the null hypothesis of no effect is true. This placebo distribution can be obtained in two ways, namely by repeatedly randomizing the treatment across observations while leaving the outcome and all other regressors constant, or by repeatedly randomizing the outcome while leaving the treatment and all other regressors constant. The null hypothesis can be rejected if the original point estimate lies in the tails of the placebo distribution and thus is unlikely to emerge by chance. The tests — shown in

---

28 See Anderson (2008) for a discussion and applications.

29 An often-used alternative is the Bonferroni correction, which simply multiplies each p-value by the number of hypothesis tests. However, as shown by Benjamini and Hochberg (1995), the Bonferroni correction is very conservative and leads to a severe under-rejection of the null hypothesis, while the step-down procedure provides a more accurate adjustment of p-values.

30 Technically, the weights are constructed from the row sums of the covariance matrix of all outcomes, whereby the elements on the diagonal are set to zero. An outcome that has a higher correlation with all others has a higher row sum. This inverse of this sum is used as weight. See Appendix E.2 for further details.
Appendix E.1 — provide strong evidence against the null hypothesis of no effect. When we randomize the ground deposition across all observations and run 10,000 replications, we obtain an empirical p-value of 0.0004, whereas if we randomize within federal states, we obtain a p-value of 0.0032.

**Cluster bootstrap-t procedure (Cameron et al., 2008)** An alternative to a permutation test is to cluster the standard errors at the appropriate level and compute cluster-robust standard errors. In our case, the most appropriate level of clustering appears to be the state level. Education policies in Germany are set at the state level, such that outcomes or error terms may be correlated across people living in the same state. However, with a total of twelve federal states — eleven West German states plus the GDR — the number of clusters is too small to apply conventional cluster-robust standard errors, whose asymptotic validity relies on the number of clusters going to infinity. Cameron et al. (2008) propose a cluster bootstrap procedure that provide an asymptotic refinement to conventional cluster-robust standard errors and reduce the problem of over-rejection of the null hypothesis. In Appendix E.3, we estimate the standard errors clustered at the state level using Cameron et al. (2008)'s wild cluster bootstrap. The standard errors are larger than those obtained from conventional clustering at the county level, but most results remain statistically significant at the 10% or 5%-level.

8 Conclusion

In this paper, we show that radiation — even at subclinical doses — can have negative long-term effects on cognitive skills. Exploiting arguably exogenous variation in soil contamination in Germany after the Chernobyl disaster in 1986, we find that people exposed to higher radiation perform significantly worse in cognitive tests 25 years later. We find the effect to be stronger among older cohorts than younger cohorts, which is consistent with radiation accelerating cognitive decline as people get older.

These findings have implications for research and policy. Most research focuses on the effects of pollution exposure very early in life, often during pregnancy. Numerous studies show that exposure to pollution at this critical stage of a person’s development has severe negative consequences. However, thus far there is little evidence of the impact of exposure after early childhood. By revisiting the consequences of the Chernobyl disaster with newly released data on adults’ cognitive skills, we show that the negative effects of pollution are not limited to exposure early in life. Rather, we find the largest effects among people who were first exposed as adults. For policy-makers, these results are important for at least two reasons. First, they point to substantial external costs of nuclear power generation. Chernobyl is over 1,000km away from the German border and yet the disaster’s negative consequences significantly affect the German population. Indeed, while disasters like Chernobyl are rare, they certainly occur — for example, the Fukushima disaster in 2011 — and if they occur they come with serious negative consequences. Second, more generally, our results suggest that radiation has a human capital cost. While it is impossible for people to escape exposure altogether — natural radiation is present everywhere on earth — there are ways to shield the population away from it. One example is is through the choice of medical procedures. Analyses in the medical literature suggest that one-third of all CT scans are unnecessary (Brenner and Hall, 2007). Another example is the choice of building materials. Some building materials are better at shielding people away from natural radiation, although their price may be higher than that of conventional materials.
Our results can inform the cost-benefit trade-off of such choices.

This paper opens up several avenues for future research. Our results show that pollution can have negative long-term effects even if people are first exposed as adults. It will be important to understand if these results carry over to other pollutants such as particulate matter, ozone or lead. In addition, it will be important to obtain more accurate estimates of the magnitude of the impact of radiation. Due to data limitations, we are only able to measure a person’s potential rather than actual exposure. While our setting allows us to obtain a causal estimate of an intent-to-treat effect, it would be useful by how much this effect would need to be scaled up to reflect the average treatment effect. Finally, the younger age cohorts in our sample seem too young for radiation to show its effect. As time goes by, it will be interesting to see if the effects of the younger cohorts are similar to those of the older cohorts.
References


Online Appendices

(Not for publication)

A Data description 41
   A.1 Sampling in the ALWA subsample 41
   A.2 Competence tests 42
   A.3 Participation in the competence tests 44

B Further Descriptive Statistics 45

C Addressing unobserved heterogeneity and measurement error 46
   C.1 Selection on observables, Oster (2017) 46
   C.2 Regressions with grid-level fixed effects 48
   C.3 Robustness to different data linkage procedures 48

D Testing for systematic sample selection 52
   D.1 Selective mortality 52
   D.2 Design-based attrition 52
   D.3 The cognitive skills index with non-participation 53

E Inference 57
   E.1 Randomization inference 57
   E.2 Multiple hypothesis testing 57
   E.3 Cluster bootstrap-t procedure (Cameron et al., 2008) 59

F Geographic information 62

G Control variables 66
A Data description

A.1 Sampling in the ALWA subsample

As described in Section 4, our main data source is the ALWA subsample of the NEPS Adult Cohort (SC6). Here we provide more detailed information on the sampling procedure. ALWA was sampled in two steps. First, 250 municipalities were randomly sampled, and subsequently people were randomly sampled within municipalities. To make the sample representative, the number of people sampled within a municipality was proportional to the total population of the cohorts born between 1956 to 1986. Within municipalities, people’s addresses were randomly sampled from person registers. This procedure resulted in a sample of 42,712 addresses, for which telephone numbers were collected. The telephone number of 22,656 people could be identified, and prospective participants were contacted by phone. Out of these, 10,404 actually completed the interview between August 2007 and April 2008, which corresponds to a response rate of 24.4% out of all sampled addresses, and 45.9% of all sampled telephone numbers.

Before receiving the first call attempt, participants were sent information material about the study. Furthermore, to increase the willingness to participate, material incentives were provided; among all participants, 60 prizes such as laptops, travel vouchers or iPods were distributed through a lottery (Antoni et al., 2011). Computer-assisted telephone interviews (CATI) were used to collect information about current personal characteristics and about past events regarding residential, occupational and educational history.

To collect the residential information, interviewers asked participants to state the name of their municipality of residence. If a person lived abroad, the name of the country of residence was collected. Municipality lists were provided to interviewers to ensure a precise assignment of municipalities. In cases where municipality names were identical, interviewers asked about the county or federal state. Municipality keys were assigned by the interviewer based on the definition of 2004, although for the current NEPS datasets the municipality keys have been transformed to the definition of 2013.

To minimize recall problems, the interviewers used a survey technique called TrueTales, which enhances respondents’ memory based on the interconnection of modularized self-reports and event history calendars (EHC) (Reimer and Matthes, 2007). Key to this technique is that participants go through each domain of their life history — education, residence and work — separately. The interview process does not follow a continuous time line, but is rather based on events in a person’s history, such as going to school, finishing college, or getting married. This procedure enhances participants’ autobiographical memory. In addition, interviewers used a computer software that highlighted spatial as well as chronological inconsistencies between the three domains (Drasch and Matthes, 2013).

Each life history module starts with a respondent’s birth and further goes through their lives. In the case of residential history, participants stated the current name of the municipality the residence was located in. Participants could state the municipality of their primary and secondary residency, although we only focus on the primary residence. In the education module, participants were asked to state the place and the type of educational institution they attended during a given spell. The employment module contains information about the employer, such as the location or sector, as well as contractual details such as the type of employment, income and working hours.
A.2 Competence tests

A.2.1 Further details on test scores

The NEPS is designed to assess competence development across the lifespan starting with newborns (SC1), over pupils (SC2-SC4), students (SC5) to adults (SC6). All cohorts are tested along dimensions and tests are strongly oriented towards the concepts used by PISA. However, in order to make results comparable across cohorts, some adjustments were necessary, leading to deviations from the concepts used by PISA. Furthermore, the necessity of comparable tests for children and adults explains the greater with PISA relative to other competence tests such as PIAAC. We explain the construction of all test dimensions covered in the SC6 in the following.

Reading competence The assessment of reading competence includes text functions like literary texts or advertising texts whereby participants are required to identify information, draw test-related conclusions and find the core message of the text. The maximum test score equals 39 points. The maximum processing duration is 28 minutes by paper-pencil questionnaires (Gehrer et al., 2012).

Functional understanding is the basis for the concept of reading competence in the NEPS SC6. It focuses on competent handling of written texts in typical everyday situations. This orientation draws on the concept of literacy in international studies of reading competence — such as the International Adult Literacy Survey (IALS), or the multicycle comparisons of school performance in PISA — with a focus on enabling participation in society.

However, the concept of reading competence in the NEPS distinguishes itself from PISA for two main reasons. In international studies of reading competence (e.g. PISA, CEFR), underlying texts are often categorized according to the type of situation in which they are applied — commonly with a focus on the reasons for reading such education, work, the personal domain and the public domain. However, reading competence in the NEPS is less oriented towards the reasons for reading, but rather it focuses predominantly on the functions of text along with the types of text associated with these functions, as well as how these relate to the cognitive requirements of reading. Furthermore, while PISA uses discontinuous texts, the NEPS does not. Continuous texts exclusively transport verbal information in the form of letters. Discontinuous texts extend this by linking the written verbal information to pictorial information such as tables, graphs or diagrams. The combination of continuous and discontinuous texts results in a broader concept of reading competence. As a result, the concept of reading competence in the NEPS requires slightly different cognitive skills than the concept used in PISA, shown by tests measuring external validity (Gehrer et al., 2013).

Mathematical competence The test of mathematical competence comprises 21 items. Each item is equivalent to one point of the test score. The maximum processing duration is 28 minutes in a paper-pencil questionnaire (Schnittjer and Duchhardt, 2015).

In order to be compatible with the literacy view of mathematical competence in PISA, the test of mathematical competence in the NEPS SC6 has been developed in very close connection to the PISA framework. Thus, its measures reveal the ability to flexibly use and apply mathematics in realistic daily situations requiring mathematical skills such as systematic trying or generalizing and mathematical knowledge such as known algorithms or calculation methods. Therefore, it does not describe the outcomes of mathematics teaching but rather required abilities and skills of daily lives.
As in the PISA mathematical competence test, the test in NEPS SC6 comprises four content areas, which require six cognitive processes. Content areas are *quantity, change and relationships, space and shape, and data and chance*. The six included cognitive processes are *mathematical communication, mathematical argumentation, modeling, using representational forms, mathematical problem solving, and technical abilities and skills* (Neumann et al., 2013). First test of external validity indicate a strong comparability with the same dimensions measured by PISA (van den Ham et al., 2016).

**Scientific literacy** The concept of *scientific literacy* follows the concept of the American Association of Advancement of Science (AAAS) and PISA.

Based on 22 items, this test describes individual knowledge of basic scientific concepts and facts (KOS) — divided into the content-related components *matter, systems, development and interactions* — and the understanding of scientific processes (KAS) — divided into the process-related components *scientific enquiry and scientific explanations* — which are required for personal decision-making. The maximum attainable test score is 28 points. The maximum processing duration is 25 minutes by paper-pencil questionnaire.

As in the PISA framework, the areas (KAS) and (KOS) are implemented in the context areas health, environment and technology. The concept of scientific literacy in the NEPS is slightly different from that of PISA due to time constraints in the number of items that can be asked within one test.

**Listening comprehension** This test analyzes receptive vocabulary. It measures the individual spectrum of vocabulary used in spoken language. Participants are provided with 89 items whereby they have to assign heard words to a sample of four pictures in front of them. The maximum attainable test score is 89 points. It follows the concept of the Peabody Picture Vocabulary Test (PPVT) which is used in several large surveys such as the British Cohort Study, the European Child Care and Education Study (ECCE), or the National Longitudinal Study of Adolescent to Adult Health (AddHealth). For the SC6, the NEPS uses the publicly available German version of the PPVT published in 2004 (Berendes et al., 2013).

**ICT Literacy** *Information and Communication Technology (ITC) Literacy* includes components of computer literacy representing knowledge and skills necessary for the problem-oriented use of modern information technology.

This entails knowledge about basic operations, creating and editing documents as well as finding and assessing information. This test is in line with the literacy concept of PISA. The maximum test score is 68 points which can be attained in a maximum time of 25 minutes in a paper-pencil questionnaire (Ihme et al., 2015).

**Reading speed** The assessment of *reading speed* in the NEPS captures basic reading processes such as decoding, lexical access and basic sentence processing. The module comprises 51 short and simple statements. For each statement, the respondents have to assess if it is true or false. Therefore, the tests focuses on the automatized reading processes. The maximum attainable test score is 51. The test is based on the principles of the Salzburg reading screening (SLS) (Zimmermann et al., 2014).
Perceptual speed  The test on *perceptual speed* reveals basic cognitive basic skills or, more precisely, the basal speed of information processing using picture symbol tests. The picture symbol test comprises two tables whereby in one of the tables each graphical symbol has a specific number. The second table displays the same symbols, although the corresponding numbers are missing. In the second table, participants have to find the numbers that equal the combination in the first table as fast as possible. within 90 seconds with a maximum of 93 items by paper-pencil questionnaires. This procedure follows the digit symbol coding of the Wechsler Adult Intelligence test (Brunner et al., 2014).

Reasoning  Another test for cognitive basic skills is a matrix-based test which covers *reasoning*. It comprises nine items with several horizontally and vertically arranged boxes in which different geometrical symbols are shown. One field is left blank and has to be filled based on a logical series. The maximum attainable test score is 12 points. This procedure follows the matrix reasoning component of the Wechsler Adult Intelligence test (Brunner et al., 2014; Haberkorn and Pohl, 2013).

A.2.2 Cognitive indices

Along with separate regressions of each test score on radiation, we also analyze the impact of radiation on cognitive indices that summarize multiple dimensions of the latent factor cognitive skills. In order to compute each index, we first standardize each test score, then add the standardized test scores, and finally standardize this sum to mean zero and standard deviation one.

Besides an overall cognitive skill index that contains all eight test scores, we construct sub-indices for skills based on crystallized and fluid intelligence (Cattell, 1987). Research in radiobiology shows that radiation exposure has a larger effect on crystallized rather than fluid intelligence (Squire, 2009; Supekar et al., 2013). Following Salthouse (2012), we construct the fluid intelligence index based on the test scores of reading speed, perceptual speed and reasoning. The crystallized intelligence index comprises the five remaining test scores.

A.3 Participation in the competence tests

The tests were administered in three test periods between October 2010 and March 2015, namely tests in reading speed, math and reading between October 2010 and Mai 2011, tests in ICT and scientific literacy between October 2012 and April 2013, and tests in perceptual speed, listening comprehension and reasoning between August 2014 and March 2015. Most participants took their first test in the first test period, although, as illustrated in Figure 3c, some only started in the second and some few only in the third period.

As shown in figure 3b people were assigned to four different test groups which determined the test order. The test groups were created to decrease panel attrition by lowering participants’ workload. In addition, the different test sequences ensure that the test results are not driven by the order in which the tests are administered. While the test order in the last period (2014/2015) was the same for all groups, it differed in the first two test periods in 2010/2011 and 2012/2013. Some test groups skipped one or more tests altogether. For example, reading was skilled in the third and math in the fourth test group.

Figure 3a shows that participants do not necessarily perform all tests. The numbers of people completing a test varies between 2,644 (math test) and 3,602 (reading speed test). Overall, 4,423
Figure 3: Participation in cognitive tests

Notes: This figure displays descriptive statistics about the participation in cognitive tests for all 4,423 participants in our sample. Due to the survey design, not all participants took all tests, and tests were taken in different sequences. The first panel in the top row reports the share of participants who took a particular test. The second panel in the top row reports the distribution of test groups. The panels in the bottom row show the distribution across years in which the first test was taken (left), as well as the number of tests taken by each participant (right).

Participants performed at least one test. Figure 3d shows that most people completed at least seven tests, although a small number only performed one test. This difference in the number of tests completed is mainly due to the random assignment of people to tests. It is a design feature of the survey that not every participant had to complete all tests.

According to Aust et al. (2011), some participants refused to participate in competence tests. This was especially true for less educated participants. Furthermore, older people refused participation more often.

In Appendix D.2, we test whether the non-participation in the competence tests is systematically linked to the level of radiation, which is not the case.
B Further Descriptive Statistics

Figure 4 displays the distribution of the fallout in our sample as well as the German population. Based on participants’ municipality of residence in May 1986, Panel (a) displays the ground deposition of Cs137 in Bq/m² for the sample. Panel (b) shows the corresponding distribution for the entire German population, which we obtain by weighting the ground deposition in each municipality with the population in 1997. This was the first year for which consistent population data are available for the municipalities based on the same definition as the one used by the NEPS.

![Figure 4: Variation in the ground deposition of Cs137 in May 1986](image)

Notes: This graph displays the distribution of the potential exposure to radiation, measured by the ground deposition of Cs137 in a person’s municipality of residence in May 1986. Panel (a) displays the distribution in our sample, whereas Panel (b) displays the distribution in the German population. To obtain the distribution in the population, we computed the average ground contamination by municipality in 1986 and weighted the distribution by the population of each municipality in 1997. Sources: Federal Office for Radiation Protection (Bundesamt für Strahlenschutz) and The Service Center of the Federal Government for Geo-Information and Geodesy.

C Addressing unobserved heterogeneity and measurement error

C.1 Selection on observables, Oster (2017)

One of the potential threats to identification is the presence of unobserved heterogeneity between people exposed to high versus low levels of fallout. While the balancing tests in Table 2 suggests that the sample, conditional on controls and fixed effects, is balanced on observable characteristics, we cannot be sure that the same holds for unobservable characteristics. To assess the importance of unobservable characteristics in explaining our results, we apply the bounding method of Oster (2017). This method infers the selection on unobservables from the selection on observables. In doing so, the method provides a statistic $\delta$ that shows how strong the selection on unobservables would have to be for the estimate to become zero. At a value of $\delta = 1$, the selection on unobservables would have to be as strong as the selection on observables and — in addition — both selections would have to go in the same direction. A negative $\delta$, by contrast,
means that if the observables are positively correlated with the treatment, the unobservables have to be negatively correlated.

Table 8 displays the estimates for $\delta$. In Column (1), $\delta$ is estimated based on a comparison of a bivariate regression — the test score regressed on Cs137 — with a multivariate regression that includes all controls and fixed effects. All estimates of $\delta$ are negative and range between -0.428 and -0.065, indicating that, if anything, the selection of unobservables would have to have the opposite sign to bring the estimate for $\beta$ to zero. In Column (2), we isolate the variation to within states, which is congruent with our identifying variation. In that case, most estimates of $\delta$ are large in absolute value and, as before, all estimates are negative. In light of these results, it is unrealistic that our estimates are driven by unobserved heterogeneity. The balancing tests in Table 2 point to a negative correlation between observable characteristics and the treatment — people with a lower education and less educated parents had a higher exposure to radiation. It is difficult to think of factors that would plausibly be positively correlated with radiation and — in addition — this correlation would have to be between 36% and 125% of the correlation of observables with Cs137.

In addition to the estimates of $\delta$, we also calculate the adjusted $R^2$ to see if the model fit improves as more characteristics are added. As shown in Columns (1) and (2) of Table 9, radiation by itself explains little of the total variation in individual test scores. However, the model fit is greatly improved if individual characteristics are added. Additional controls for municipality characteristics and state fixed effects (Columns 3 and 4), in turn, add little explanatory power. However, these controls are important to ensure the balancedness of the sample between people living in high- vs. low-exposure areas.

### C.2 Regressions with grid-level fixed effects

In Section 7.1, we presented the estimation results from regressions with fixed effects at a 120 $\times$ 120 km grid-cell level, whereby we repeatedly estimate the same specification but randomly change the locus of the grid in every replication. Figure 5 displays one example of a grid, although we use 500 different grids in the estimations. Table 10 reports additional results of the exercise. Column (1) reports the average point estimate from 500 replications. In most cases, the estimates are smaller than the baseline results, which is due to the difference in fixed effects. Column (2) reports the average p-values. The statistical significance found here corresponds to the one of our baseline results. While the p-values are higher than those in Table 3, even in this more restrictive specification, the effects for math and reading are significant at the 10%-level, the effects on listening comprehension is significant at the 5%-level, and the index for crystallized intelligence and listening is significant at the 10%-level. The same pattern is illustrated by Columns (3)-(5).

### C.3 Robustness to different data linkage procedures

To generate our main regressor of interest, the amount of ground deposition in Cs137 in May 1986 in a person’s municipality of residence at the time, it is necessary to link the radiation data with the survey data based on assumptions. While we have fine-grained data on Cs137 at a 3x3 km grid-cell level, we only know a person’s municipality of residence rather than the precise

---

31 We assume that $R^{max} = 1$, which means that the observable and unobservable characteristics can fully explain test scores.

32 The small proportionality factor for reasoning ($\delta = -0.035$) is an outlier here.
Table 8: Selection on unobservables

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Individual test scores</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>-0.167</td>
<td>-0.494</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.365</td>
<td>-1.043</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-1.086</td>
<td>-0.369</td>
</tr>
<tr>
<td>ICT</td>
<td>-0.219</td>
<td>-1.152</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>-0.143</td>
<td>-0.663</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.055</td>
<td>-0.034</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.163</td>
<td>-1.278</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>-0.098</td>
<td>-0.442</td>
</tr>
<tr>
<td><strong>B. Indices</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>-0.224</td>
<td>-0.672</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>-0.238</td>
<td>-0.796</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>-0.110</td>
<td>-0.355</td>
</tr>
<tr>
<td><strong>Controls:</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>State FE</td>
<td>No</td>
<td>Yes</td>
</tr>
</tbody>
</table>

Notes: This table displays the estimates for $\delta$, the proportionality factor between selection on observable and unobservable characteristics. The calculation is based on the method proposed by Oster (2017) that compares the treatment effect of a restricted regression with and an unrestricted regression without controls. In Column (1), we condition in both regressions on state fixed effects, whereas in Column (2), the unrestricted regression is a bivariate regression of the dependent variable on the ground deposition.

• Column (1): baseline linkage, based on the inverse-distance-weighted average radiation of the four closest measuring points, linked via the municipality centroid

• Column (2): based on the radiation at the closest measuring point, linked via the municipality centroid

• Column (3): based on the inverse-distance-weighted average radiation of the four closest measuring points, linked via the population center of a municipality

33We computed the population center as the balancing point of a municipality based on night light data from 1996 provided by NASA.
### Table 9: Adjusted R$^2$ for main results.

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Individual test scores</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>0.00</td>
<td>0.19</td>
<td>0.20</td>
<td>0.21</td>
</tr>
<tr>
<td>Reading</td>
<td>0.00</td>
<td>0.17</td>
<td>0.19</td>
<td>0.21</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>0.00</td>
<td>0.10</td>
<td>0.12</td>
<td>0.12</td>
</tr>
<tr>
<td>ICT</td>
<td>0.00</td>
<td>0.21</td>
<td>0.22</td>
<td>0.22</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>0.00</td>
<td>0.19</td>
<td>0.19</td>
<td>0.19</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.00</td>
<td>0.12</td>
<td>0.13</td>
<td>0.14</td>
</tr>
<tr>
<td>Reading speed</td>
<td>0.00</td>
<td>0.08</td>
<td>0.09</td>
<td>0.12</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>0.00</td>
<td>0.26</td>
<td>0.27</td>
<td>0.27</td>
</tr>
<tr>
<td><strong>B. Indices</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>0.00</td>
<td>0.19</td>
<td>0.21</td>
<td>0.22</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>0.00</td>
<td>0.18</td>
<td>0.20</td>
<td>0.21</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>0.00</td>
<td>0.17</td>
<td>0.18</td>
<td>0.20</td>
</tr>
</tbody>
</table>

**Controls:**
- Individual characteristics: No, Yes, Yes, Yes
- Municipality characteristics: No, No, Yes, Yes
- State FE: No, No, No, Yes

*Notes:* This table displays the adjusted $R^2$ for the baseline results presented in Columns (5)-(8) in Table 3.

---

Figure 5: 120km × 120km grid cells and regional variation in caesium-137 ground contamination in May 1986

- Column (4): based on the radiation at the closest measuring point, linked via the popula-
Table 10: Estimation results, regressions with grid-cell fixed effects

<table>
<thead>
<tr>
<th>A. Individual test scores</th>
<th>Average coefficient</th>
<th>Average p-value</th>
<th>Share of p-values with $p &lt; 0.1$</th>
<th>$p &lt; 0.05$</th>
<th>$p &lt; 0.01$</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
<td>(4)</td>
<td>(5)</td>
</tr>
<tr>
<td>Math</td>
<td>-0.007</td>
<td>0.082</td>
<td>0.710</td>
<td>0.444</td>
<td>0.044</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.009</td>
<td>0.088</td>
<td>0.640</td>
<td>0.192</td>
<td>0.000</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-0.009</td>
<td>0.042</td>
<td>0.946</td>
<td>0.700</td>
<td>0.074</td>
</tr>
<tr>
<td>ICT</td>
<td>-0.005</td>
<td>0.227</td>
<td>0.010</td>
<td>0.000</td>
<td>0.000</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>-0.003</td>
<td>0.346</td>
<td>0.056</td>
<td>0.000</td>
<td>0.000</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.003</td>
<td>0.641</td>
<td>0.000</td>
<td>0.000</td>
<td>0.000</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.001</td>
<td>0.697</td>
<td>0.010</td>
<td>0.000</td>
<td>0.000</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>-0.004</td>
<td>0.332</td>
<td>0.050</td>
<td>0.000</td>
<td>0.000</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>B. Indices</th>
<th>Average coefficient</th>
<th>Average p-value</th>
<th>Share of p-values with $p &lt; 0.1$</th>
<th>$p &lt; 0.05$</th>
<th>$p &lt; 0.01$</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
<td>(4)</td>
<td>(5)</td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>-0.004</td>
<td>0.112</td>
<td>0.462</td>
<td>0.174</td>
<td>0.008</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>-0.007</td>
<td>0.052</td>
<td>0.906</td>
<td>0.562</td>
<td>0.014</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>-0.002</td>
<td>0.665</td>
<td>0.000</td>
<td>0.000</td>
<td>0.000</td>
</tr>
</tbody>
</table>

Controls:
- Individual characteristics: Yes
- Municipality characteristics: Yes
- State FE: Yes

Notes: This table displays the average point estimates and p-values from 500 replications of a regression of the outcome listed on the left on the ground deposition of Cs137 with grid-cell fixed effects. In each replication, a $120 \times 120$ km grid has been randomly shifted north-south and east-west. Columns (3)-(5) report the shares of estimates with p-values smaller than the thresholds stated in the headings. In all regressions, we control for individual and municipality characteristics. Standard errors are clustered at the county level.

- Column (5): based on the inverse-distance-weighted average radiation of the four closest measuring points, linked via the population mode of a municipality
- Column (6): based on the radiation at the closest measuring point, linked via the population mode of a municipality
- Column (7): based on the unweighted average radiation in the entire municipality
- Column (8): based on the population-weighted average radiation in the entire municipality

---

34 We take as population mode the point in a municipality with the highest light intensity in 1996.
35 The averages in Columns (7) and (8) were computed based on the 3x3km grid-level data. Construct the population weights, we used night light data from 1996.
Table 11: Robustness to the data linkage procedure

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
<th>(5)</th>
<th>(6)</th>
<th>(7)</th>
<th>(8)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Individual test scores</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>-0.011***</td>
<td>-0.008***</td>
<td>-0.012***</td>
<td>-0.009***</td>
<td>-0.014***</td>
<td>-0.012***</td>
<td>-0.013***</td>
<td>-0.012***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.005)</td>
<td>(0.003)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.014***</td>
<td>-0.008**</td>
<td>-0.017***</td>
<td>-0.010**</td>
<td>-0.017***</td>
<td>-0.007</td>
<td>-0.016***</td>
<td>-0.015***</td>
</tr>
<tr>
<td></td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.005)</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-0.009**</td>
<td>-0.005*</td>
<td>-0.009**</td>
<td>-0.006*</td>
<td>-0.007</td>
<td>-0.005</td>
<td>-0.012***</td>
<td>-0.012***</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>ICT</td>
<td>-0.006*</td>
<td>-0.002</td>
<td>-0.007*</td>
<td>-0.004</td>
<td>-0.003</td>
<td>0.001</td>
<td>-0.006*</td>
<td>-0.006*</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>-0.004</td>
<td>-0.002</td>
<td>-0.005</td>
<td>-0.003</td>
<td>-0.003</td>
<td>-0.002</td>
<td>-0.005</td>
<td>-0.004</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Reasoning</td>
<td>-0.001</td>
<td>0.001</td>
<td>0.001</td>
<td>0.002</td>
<td>0.002</td>
<td>0.001</td>
<td>-0.002</td>
<td>-0.002</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.005)</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.008**</td>
<td>-0.005*</td>
<td>-0.010***</td>
<td>-0.004</td>
<td>-0.011**</td>
<td>-0.004</td>
<td>-0.010**</td>
<td>-0.009**</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.005)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>-0.004</td>
<td>0.002</td>
<td>-0.005</td>
<td>-0.003</td>
<td>-0.004</td>
<td>-0.002</td>
<td>-0.005</td>
<td>-0.005</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td><strong>B. Indices</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>-0.008***</td>
<td>-0.005**</td>
<td>-0.010***</td>
<td>-0.005**</td>
<td>-0.009**</td>
<td>-0.004</td>
<td>-0.010***</td>
<td>-0.010***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.003)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>0.009***</td>
<td>-0.005**</td>
<td>-0.011***</td>
<td>-0.007**</td>
<td>-0.010**</td>
<td>-0.004</td>
<td>-0.011***</td>
<td>-0.010***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.003)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>-0.006*</td>
<td>-0.003</td>
<td>-0.007*</td>
<td>-0.002</td>
<td>-0.006</td>
<td>-0.002</td>
<td>-0.007*</td>
<td>-0.007*</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.002)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td><strong>Controls:</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Individual characteristics</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>Municipality characteristics</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>State FE</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
</tbody>
</table>

*Notes:* This table displays the estimation results whereby the regressor has been constructed with different data linkage procedures. See text for a description of the linkage procedures. The controls are the same as in Table 3, Column (8). Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: *** : p < 0.01, ** : p < 0.05, * : p < 0.1.
D  Testing for systematic sample selection

D.1  Selective mortality

One important potential source of sample selection is selective mortality. Simply put, if radiation led to higher mortality among certain parts of the population, this population would be under-represented in our sample. To assess the importance of selective mortality, we obtained data on annual cohort-specific mortality data at the county level from the life tables of the German Statistics Office (Destatis).\footnote{Such detailed data is only available from 1995 onwards} We run the following regression:

\[ m_{crst} = \alpha + \rho_{rt} Cs^{137}_{crs} + X'_{cs} \kappa + \delta_s + \varepsilon_{crst}. \]  

(4)

The number of deaths \( m_{crst} \) of age cohort \( r \) in county \( c \) state \( s \) in year \( t \) is regressed on the level of ground deposition of Cs137 in May 1986 in the same county. To obtain the level of ground deposition for each county, we match the radiation data based on the county centroid. The vector of controls, \( X_{cs} \), includes county characteristics, namely the level of rainfall altitude at the centroid and the total population in the country. In addition, we control for state fixed effects \( \delta_s \). The error term \( \varepsilon_{crst} \) summarizes all determinants of mortality not captured by the regressors. The coefficient \( \rho_r \) measures the reduced-form effect of exposure to radiation in April 1986 on mortality between 1995 and 2010.

Figure 6a displays the estimates \( \rho_{rt} \) for all cohorts, while the remaining Figures present cohort-specific estimates. We find no evidence that exposure to the Chernobyl fallout led to higher mortality until 2010.

D.2  Design-based attrition

As shown in the descriptive statistics in Table 1, not all respondents took part in all eight cognitive tests. This is mostly due to the random assignment of respondents into test groups, whereby some test groups skipped one or more tests. In addition, some respondents refused to take one or more tests. Such selection into competence tests could confound our results if systematically related to the ground deposition of Cs137. To test whether this is the case, we regress participation dummies (one if a person completed a test, zero if not) on Cs137 as well as the same controls as in our baseline regressions. As Table 12 shows, there is no evidence of systematic attrition or non-response once we add appropriate controls.

In Table 13, we provide additional evidence that observations with missing information are missing at random. In Panel A, the outcome is a dummy that equals unity if a person participated in at least one competence test. We regress this dummy on the level of Cs137 and in some specifications control for municipality characteristics and state fixed effects. The results strongly reject that non-participation in the competence tests is related to radiation exposure. In Panel B, we investigate whether non-response due to missing information is related to Cs137, but find no evidence. In Panel C, we test whether the random sampling of municipalities described in Appendix A was indeed random and therefore unrelated to the level of fallout. The results suggest that inclusion in the sample and the level of fallout are indeed unrelated.
Notes: This graph displays the estimated effect of radiation exposure on mortality in a given year. Both radiation and mortality vary at the county level. In all regressions, we control for county-level characteristics as well as state fixed effects. The lines in each panel represent the point estimates and 95%-confidence intervals based on separate regressions for each year. Panel (a) presents the estimates of $\rho_{rt}$ for all cohorts in our estimation sample. Panels (b), (c), and (d) display the estimates of $\rho_{rt}$ for distinct cohorts.

D.3 The cognitive skills index with non-participation

Besides looking at the effect of radiation on separate cognitive tests, we also consider its effect on a cognitive skill index, which combines all eight test scores. To produce our baseline results, we computed the index regardless of the number of tests a person actually completed. This means that for some respondents the index is based on all eight test scores while for others it is based on just one. To assess whether the results are driven by non-participation, we re-estimate the baseline regressions but restrict the sample to all participants who completed at least a certain number of tests. Table 14 displays the results of this exercise. The coefficient in the first row is based on respondents who completed all eight tests, the coefficient in the second row is based on those who completed at least seven tests, the one in the third row is based on those who completed at least six tests, and so on. The coefficient in the last row represents our baseline estimate from Table 3, Column (8). The results show that, if anything, calculating the index...
Table 12: Selection into competence tests

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Math</td>
<td>-0.002</td>
<td>-0.003</td>
<td>-0.001</td>
<td>0.000</td>
</tr>
<tr>
<td></td>
<td>(0.002)</td>
<td>(0.002)</td>
<td>(0.002)</td>
<td>(0.000)</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.000</td>
<td>-0.000</td>
<td>0.001</td>
<td>0.000</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.002)</td>
<td>(0.002)</td>
<td>(0.000)</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>0.000</td>
<td>0.002*</td>
<td>0.003*</td>
<td>0.002</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
</tr>
<tr>
<td>ICT</td>
<td>0.002**</td>
<td>0.002</td>
<td>0.003**</td>
<td>0.002*</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>0.002**</td>
<td>0.002</td>
<td>0.003**</td>
<td>0.002</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.000</td>
<td>0.002*</td>
<td>0.003*</td>
<td>0.002</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.001</td>
<td>-0.002</td>
<td>-0.001</td>
<td>-0.000</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.002)</td>
<td>(0.001)</td>
<td>(0.000)</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>0.000</td>
<td>0.002*</td>
<td>0.003*</td>
<td>0.002</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
<td>(0.001)</td>
</tr>
</tbody>
</table>

Controls:
- Municipality characteristics: No Yes Yes Yes
- State FE: No No Yes Yes
- Individual characteristics: No No No Yes

Notes: This table displays the results of separate regressions of dummy variables — indicating if an individual participated in the test or not — listed on the left on the ground deposition of Cs137, controlling for the variables indicated at the bottom. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: **: p < 0.01, *: p < 0.05, *: p < 0.1.

Based on all respondents leads to smaller estimates than calculating the index based on those who completed seven or eight tests.
### Table 13: Attrition

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Participation in competence test</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cs137 kBq/m²</td>
<td>-0.000</td>
<td>-0.001</td>
<td>-0.001</td>
</tr>
<tr>
<td>(N)</td>
<td>5844</td>
<td>5844</td>
<td>5844</td>
</tr>
<tr>
<td><strong>B. Missing personal information</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cs137 kBq/m²</td>
<td>0.001</td>
<td>0.000</td>
<td>-0.000</td>
</tr>
<tr>
<td>(N)</td>
<td>4545</td>
<td>4545</td>
<td>4545</td>
</tr>
<tr>
<td><strong>C. Municipality included in sample</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cs137 kBq/m²</td>
<td>0.0000</td>
<td>0.0004</td>
<td>-0.000</td>
</tr>
<tr>
<td>(N)</td>
<td>11197</td>
<td>11197</td>
<td>11197</td>
</tr>
</tbody>
</table>

**Controls:**
- Municipality characteristics: No, Yes, Yes
- State FE: No, No, Yes

**Notes:** This table displays the results of regressions of indicators for participation or attrition on the level of fallout in 1986. In all regressions, we control for municipality characteristics and state fixed effects. In Panel A, the dependent variable is a binary indicator that equals unity if a person participated in the competence test. In Panel B, the dependent variable equals unity if the person is excluded from the estimation sample due to missing personal information. In Panel C, the dependent variable is an indicator that equals unity if a municipality was included in the NEPS SC6 sample and has at least one observation. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ****: $p < 0.01$, ***: $p < 0.05$, *: $p < 0.1$. 
Table 14: The cognitive skills index with different definitions

<table>
<thead>
<tr>
<th></th>
<th>(Coef.)</th>
<th>(N)</th>
</tr>
</thead>
<tbody>
<tr>
<td>All eight tests</td>
<td>-0.014***</td>
<td>1034</td>
</tr>
<tr>
<td></td>
<td>(0.005)</td>
<td></td>
</tr>
<tr>
<td>At least seven tests</td>
<td>-0.012***</td>
<td>2159</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td></td>
</tr>
<tr>
<td>At least six tests</td>
<td>-0.013***</td>
<td>2360</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td></td>
</tr>
<tr>
<td>At least five tests</td>
<td>-0.010***</td>
<td>3207</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td></td>
</tr>
<tr>
<td>At least four tests</td>
<td>-0.010***</td>
<td>3466</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
</tr>
<tr>
<td>At least three tests</td>
<td>-0.010***</td>
<td>3942</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
</tr>
<tr>
<td>At least two tests</td>
<td>-0.008***</td>
<td>4430</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
</tr>
<tr>
<td>At least one test</td>
<td>-0.008***</td>
<td>4440</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td></td>
</tr>
</tbody>
</table>

Controls:
- Individual characteristics: Yes
- Municipality characteristics: Yes
- State FE: Yes

Notes: This table displays the results of regressions of the standardized cognitive skills index on the level of ground deposition of Cs137 and the controls listed at the bottom. In each row, we consider different sample definitions. In row one, the index is based on participants who completed all eight tests. In the second row, we consider all participants who completed at least seven tests, etc. Standard errors, clustered at the county level, are displayed in parentheses. Significance levels: ***: \(p < 0.01\), **: \(p < 0.05\), *: \(p < 0.1\).
E Inference

E.1 Randomization inference

To assess the reliability of our inference we perform permutation tests. At the core of this test is a placebo distribution of point estimates, namely a sampling distribution of estimates that would occur if the relationship between radiation and cognitive skills was complete noise. To obtain this distribution, we randomize either the level of Cs137 or the cognitive skill index separately across observations and estimate the regression presented in Table 3 Columns (3) and (4) with the standardized cognitive skills index as dependent the variable. We repeat this procedure 10,000 times.

Figure 7a displays the placebo distribution of 10,000 estimates with randomization across all observations, which allows us to assess the inference in a model without state fixed effects (Table 3 Column (3)). If the relationship was pure noise, a point estimate at least as extreme as -0.008 would be very unlikely to occur. In fact, in 10,000 replications, such a result only occurred once. The distribution in Figure 7b corresponds to the estimations with state fixed effects presented in Table 3 Column (4). In this test, we randomize the regressor within states and otherwise follow the same procedure as before. Again, an estimate at least as extreme as our point estimate of -0.008 would be very unlikely to occur by chance. In 10,000 estimations, it occurred 26 times, i.e. in 0.026% of all cases. This corresponds to an empirical p-value in a one-sided test of $p = 0.00026$.

Figure 7c displays the placebo distribution of 10,000 estimates with randomization of the cognitive skill index across all observations. In 10,000 replications, such a result, equal to the point estimate in Table 3 in Column (3), only occurred 112 times, corresponding to an empirical p-value of $p = 0.0112$. The distribution in figure 7d corresponds to the estimations with state fixed effects presented in Table 3 Column (4). In this test, we randomize the outcome across observations within states and otherwise follow the same procedure as in Panel (c). A point estimate of -0.008 only occurs in 138 of 10,000 cases, corresponding to an empirical p-value of $p = 0.0138$.

In sum, these results reinforce the conclusions drawn from our inference with clustered standard errors in Section 6. If we consider the p-values of a two-sided hypothesis test — in which case the aforementioned p-values have to be multiplied by two — our estimates are statistically significant at the 5%-level.

E.2 Multiple hypothesis testing

In our main analysis, we use eight cognitive test scores as outcome variables and estimate the impact of radiation on each outcome in separate regressions. However, because all of these outcomes represent different dimensions of the same latent factor cognitive skills, they are most likely correlated. This correlation leads to an underestimation of the standard errors and therefore an over-rejection of the null hypothesis. In other words, if the effect of radiation on one outcome is statistically significant, there is a high likelihood that the effects on other outcomes are statistically significant as well.

To take this correlation into account in the estimation of standard errors, the literature proposes two solutions. One is to keep the number of hypothesis tests constant but minimize the false discovery rate by adjusting the p-values. Another is to keep the p-values as they are but reduce the number of hypothesis tests, often to just a single test. In the following, we apply both approaches.
Notes: This figure displays the empirical distributions of the estimates for $\hat{\beta}$ under the null hypothesis of no treatment effect based on 10,000 replications. In each replication, we randomize the ground deposition while keeping the outcome — the standardized index — and all other regressors fixed. In Panel (a), the treatment is randomized across all observations; in Panel (b), it is randomized across observations within states. In Panel (c), the outcome is randomized across all observations, whereas in Panel (d), the outcome is randomized across all observations within states. The vertical lines indicate the point estimate reported in Table 3 as well as the empirical p-values for one-sided tests.

To adjust the p-values, we follow the step-down approach by Benjamini and Hochberg (1995). This procedure is a refinement to the Bonferroni correction, in which p-values are adjusted by being multiplied with the number of hypothesis tests. The step-down approach assigns the largest adjustment to the p-value and the smallest adjustment to the highest. This approach is less conservative than the Bonferroni correction, which has been shown to cause severe under-rejection of the null hypothesis of no effect (Anderson, 2008).

**Step-down approach** In order to implement the step-down approach, we first rank all p-values from highest to lowest, and calculate the adjusted p-values — often referred to as q-values — using the formula
\[ q = \frac{pm}{m - (i - 1)} \]  

where \( p \) is the unadjusted p-value, \( m \) is the number of hypothesis tests, and \( i \) is the rank of the p-value, with \( i = 1 \) being the highest and \( i = m \) the lowest. In our case, the highest p-value is unadjusted, whereas the lowest p-value is adjusted by a factor 8.

Table 15 displays the p-values and q-values for all eight outcomes. After the adjustment, three coefficients remain statistically significant at the 5%-level and one (reading speed) at the 10%-level.

Table 15: Q-values (p-values adjusted by step-down approach)

<table>
<thead>
<tr>
<th></th>
<th>(1) p-values</th>
<th>(2) q-values</th>
</tr>
</thead>
<tbody>
<tr>
<td>Math</td>
<td>0.001</td>
<td>0.006</td>
</tr>
<tr>
<td>Reading</td>
<td>0.005</td>
<td>0.022</td>
</tr>
<tr>
<td>Listening</td>
<td>0.017</td>
<td>0.047</td>
</tr>
<tr>
<td>ICT</td>
<td>0.102</td>
<td>0.164</td>
</tr>
<tr>
<td>Science</td>
<td>0.194</td>
<td>0.222</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.807</td>
<td>0.808</td>
</tr>
<tr>
<td>Reading Speed</td>
<td>0.029</td>
<td>0.059</td>
</tr>
<tr>
<td>Prectional Speed</td>
<td>0.193</td>
<td>0.222</td>
</tr>
</tbody>
</table>

Notes: This table displays the conventional p-values (Column (1)) as well as the p-values adjusted for multiple hypothesis testing (also called q-values, Column (2)). The p-values in Column (1) are based on standard errors clustered at the county level.

Summary index tests A second approach that circumvents the problem of multiple hypothesis testing is to summarize all outcomes in a single index, in which case only a single hypothesis is to be tested and therefore no adjustment of the p-value is required (O’Brien, 1984; Anderson, 2008). The simplest index is constructed — as in our main analysis — by summing up the standardized outcomes and standardizing this sum. However, it is common practice to perform a summary index test on a weighted index, whereby each outcome is weighted by the additional variation that it contributes to the index. If a variable added to the index is highly correlated with a variable included in the index, this variable adds little new variation and thus receives a low weight. In practice, the weights are constructed from the inverted covariance matrix, whereby each outcome receives the sum of its row entries as a weight.

As shown in Table 16, the results only differ marginally between weighted and unweighted indices. Overall, these results — as well as those shown in Table 15 — confirm the statistical significance of the negative effect of radiation exposure on cognitive skills.

Deviations of the q-values from Equation (5) are due to rounding.
Table 16: Summary index tests

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Unweighted</td>
<td>Weighted</td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>-0.008***</td>
<td>-0.007**</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.003)</td>
</tr>
<tr>
<td>Crystallized intelligence index</td>
<td>-0.009***</td>
<td>-0.010***</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.003)</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>-0.006*</td>
<td>-0.006*</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.003)</td>
</tr>
</tbody>
</table>

Controls:
- Individual characteristics: Yes Yes
- Municipality characteristics: Yes Yes
- State FE: Yes Yes

Notes: This table displays the results of regressions of the indices listed on the left on the ground deposition of Cs137 and the controls listed at the bottom. Column (1) reproduces the baseline results from Table 3 Column (8), whereby the standardized indices are unweighted.

E.3 Cluster bootstrap-t procedure (Cameron et al., 2008)

In our baseline regression, we cluster the standard errors at the county level. However, this level of clustering may not be appropriate if the error terms are correlated between people living in different counties. For instance, this could be the case because in Germany education policy is set at the state level. However, adjusting for clustering at the state level with conventional cluster-robust standard errors can produce misleading results because the correction is based on the asymptotic assumption of the number of clusters going to infinity. With only sixteen states, this assumption is likely not fulfilled.

Cameron et al. (2008) provide a bootstrap-based method that allows for the calculation of standard errors with few clusters. Rather than sampling single observations in a bootstrap sample, this procedure samples entire clusters. Table 17 displays the main estimation results with standard errors, clustered at the state level, computed using the wild cluster bootstrap-t procedure. Compared to the conventionally-clustered standard errors — clustered at the county level — in Table 3, the bootstrapped standard errors are larger, although most estimates remain statistically significant at the 5%- or 10%-level.
Table 17: Estimates with cluster-bootstrapped standard errors

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Individual test scores</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Math</td>
<td>0.003</td>
<td>0.002</td>
<td>-0.009</td>
<td>-0.011*</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.009)</td>
<td>(0.006)</td>
</tr>
<tr>
<td>Reading</td>
<td>-0.001</td>
<td>0.001</td>
<td>-0.008</td>
<td>-0.014*</td>
</tr>
<tr>
<td></td>
<td>(0.008)</td>
<td>(0.015)</td>
<td>(0.006)</td>
<td>(0.008)</td>
</tr>
<tr>
<td>Listening comprehension</td>
<td>-0.003</td>
<td>-0.003</td>
<td>-0.006</td>
<td>-0.009</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.003)</td>
<td>(0.004)</td>
<td>(0.006)</td>
</tr>
<tr>
<td>ICT</td>
<td>0.000</td>
<td>0.001</td>
<td>-0.002</td>
<td>-0.005**</td>
</tr>
<tr>
<td></td>
<td>(0.003)</td>
<td>(0.006)</td>
<td>(0.002)</td>
<td>(0.003)</td>
</tr>
<tr>
<td>Scientific literacy</td>
<td>0.001</td>
<td>0.002</td>
<td>-0.002</td>
<td>-0.004</td>
</tr>
<tr>
<td></td>
<td>(0.001)</td>
<td>(0.004)</td>
<td>(0.002)</td>
<td>(0.003)</td>
</tr>
<tr>
<td>Reasoning</td>
<td>0.002</td>
<td>0.001</td>
<td>0.001</td>
<td>-0.001</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.003)</td>
<td>(0.003)</td>
</tr>
<tr>
<td>Reading speed</td>
<td>-0.001</td>
<td>0.001</td>
<td>-0.004</td>
<td>-0.008*</td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.079)</td>
<td>(0.007)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Perceptual speed</td>
<td>0.003</td>
<td>0.003</td>
<td>-0.002</td>
<td>-0.004**</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.001)</td>
<td>(0.002)</td>
</tr>
<tr>
<td><strong>B. Indices</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Cognitive skill index</td>
<td>0.001</td>
<td>0.002</td>
<td>-0.004</td>
<td>-0.008**</td>
</tr>
<tr>
<td></td>
<td>(0.008)</td>
<td>(0.006)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Fluid intelligence index</td>
<td>0.000</td>
<td>0.002</td>
<td>-0.005</td>
<td>-0.009*</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.005)</td>
<td>(0.005)</td>
<td>(0.005)</td>
</tr>
<tr>
<td>Chrystallized intelligence index</td>
<td>0.002</td>
<td>0.003</td>
<td>-0.002</td>
<td>-0.006</td>
</tr>
<tr>
<td></td>
<td>(0.012)</td>
<td>(0.009)</td>
<td>(0.004)</td>
<td>(0.005)</td>
</tr>
<tr>
<td><strong>Controls:</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Individual characteristics</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>Municipality characteristics</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>State FE</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
</tr>
</tbody>
</table>

*Notes: This table corresponds to Columns (5)-(8) in the main regression table 3. The standard errors in this table have been computed based on the wild cluster bootstrap-t procedure by Cameron et al. (2008). Significance levels: ***: p < 0.01, **: p < 0.05, *: p < 0.1.*
F Geographic information

In this section, we provide further background information on the measurement of radiation and rainfall, as well as the climatic conditions in Germany around the Chernobyl disaster.

Measuring points for ground contamination  Figure 8a shows the distribution of 3,448 measurement points for soil contamination, which is measured by an in-situ gamma ray spectrometer. Due to the federal structure of Germany, several institutions were involved in the collection of measurements (Bavarian State Ministry for Regional Development and Environmental Issues; The Bavarian State Ministry for Food, Agriculture and Forestry; The Institute for Water, Soil and Air Hygiene of the Federal Health Office; State Office for Environmental Protection in Baden-Wuerttemberg; RWTH Aachen University). However, the leading institute was the Institute of Radiation Hygiene (ISH) of the former the German Federal Health Office (BGA) which coordinated, collected and evaluated measurements.

After the plume reached Germany, measurements were taken all over Germany. If high radiation was detected more measurements were taken in such a region. This explain clusters of measurements points and further explains the high density of measurement points in Bavaria. As Bavaria received the highest amount of fallout a measuring program was initiated with a 8x8 km grid (Winkelmann et al., 1986) (Winkelmann et al., 1989) (Fielitz and Richter, 2013).

In the GDR the "Staatliche Amt fuer Atomsicherheit und Strahlenschutz" (SAAS) was the only institute responsible for the execution and evaluation of measurements. A country-wide measurement program was initiated with a 8x8 km grid (Bundesamt für Strahlenschutz, 2016). However, figure 8a reveal that the measurement points in the GDR in our dataset is not as dense as in Bavaria. After the collapse of the GDR the Institute for Water, Soil and Air Hygiene of the Federal Health Office (WaBoLu) combined the data of in-situ gamma ray spectrometer collected by the GDR and the FRG to the dataset we are using. Only highly-reliable measurements were used by the WaBoLu, which explains missing measurements points in the GDR. In 1994 the WaBoLu was integrated in the Federal Environment Agency. The Federal Office for Radiation Protection provided us the radiation data which is the successor organization of the (ISH).

Measuring points for rainfall  Figure 8b shows the distribution of 544 weather stations. Coordinates as well as the rainfall data are provided by the German Meteorological Service. In the FRG, these stations are run by the German Meteorological Service. The stations in the GDR were operated by the Meteorological Service of the GDR which was eventually integrated in the German Meteorological Service. In comparison to Figure 8a, a uniform distribution is evident across the county. The principal aim of this distribution is the collection of weather data which is representative for the whole county. Furthermore, location requirements determine the exact distribution of weather stations. For example, the inclination of the surrounding terrain should not exceed a specific limit, operation near high buildings is not possible and measurement operation should be executable for at least ten years (Wetterdienst, 2017).

Trajectory of the radioactive plume  The radioactive plume reached Germany three days after the disaster, on April 30, 1986. It first entered the country in the south-east and made its way north-west before disappearing over the North Sea on May 10. The trajectory of the plume is illustrated in Figure 9, which shows the air concentration of radioactive particles (radionuclides) in four measuring stations in different parts of Germany. The station Brotjacklriegl, a mountain in the south-east, close to the border with the Czech Republic and Austria, is located in the area...
that was first reached by the plume. A high air concentration of caesium-137 was registered on April 30, which faded after two days. The stations in Neuherberg — close to Munich, further to the northwest — and Offenbach — close to Frankfurt, in the center of the country — registered a high concentration around May 2/3, whereas in Norderney, an island in the North Sea, a marginally higher concentration was only measured on May 4.

**Rainfall after the disaster** The amount of precipitation Germany received between April 30 and May 8, 1986 is shown in Figure 10a. Darker color represents higher precipitation. We determine this period as critical period based on our observations in Figure 9. Comparing the level of precipitation with the ground deposition of Cs137 shown in Figure 1a, there appears to be a high correlation between the two. Figure 10b, in contrast, shows the average precipitation between 1981 and 1985. A comparison of Figures 10a and 10b, clearly shows that rainfalls in the critical nine days after the disaster introduced a high degree of idiosyncratic variation in rainfall and ground deposition. Some regions with traditionally high rainfall did not have any in those critical days, whereas some regions with traditionally low rainfall had exceptionally high amounts on these particular days.

**Altitude and population density** In the regressions, we control for altitude and population density, two potential determinants of both ground contamination and test scores. Figures 11a and 11b display the distribution of both variables across space.
Figure 9: Air concentration of radioactive particles in 1986

Notes: This graph displays the air concentration of Cs137 measured after the arrival of the radioactive plume in four German measuring stations. These are located in different parts of the country: Brotjacklriegel (south-eastern border), Neuherberg (south-east), Offenbach (center) and Norderney (north-west). Source: Federal Office for Radiation Protection (Bundesamt für Strahlenschutz).

Figure 10: Average daily Precipitation. Source: The German Meteorological Service
Figure 11: Altitude and population density, darker means higher. Source: Federal Agency for Cartography and Geodesy
G  Control variables

In all specifications that include controls, we use the following variables:

- **Personal characteristics**
  - Sex: dummy variable 1) Female 2) Male
  - Region of origin: dummy variable indicating whether the person was born in 1) FRG or GDR 2) elsewhere
  - German native speaker: a dummy that equals unity if the person declares that he/she is a German native speaker.
  - Educational attainment in April 1986: mutually exclusive dummy variables indicating the highest level of education in April 1986: 1) Enrolled but no degree 2) Enrolled, already passed lower secondary and secondary education (Hauptschulabschluss/ Mittlere Reife) 3) Enrolled, already passed upper secondary education (Abitur/ Fachabitur/ Berufsfachschule/ Berufsoberschule) 4) Enrolled, already passed tertiary education (Bachelor/ Master/ Magister/ Diplom/ Staatsexamen/ Promotion) 5) Not enrolled, already passed lower secondary and secondary education 6) Not enrolled, already passed upper secondary education (Abitur/ Fachabitur/ Berufsfachschule/ Berufsoberschule) 7) Not enrolled, already passed tertiary education (Bachelor/ Master/ Magister/ Diplom/ Staatsexamen/ Promotion) 8) Below school age
  - Economic activity in April 1986: 1) Employed 2) Unemployed
  - Parental school degree: dummy variables for the highest educational attainment between both parents: 1) Lower secondary (No degree/ Hauptschulabschluss) 2) Secondary (Mittlere Reife/ Fachoberschule) 3) Upper secondary (Abitur/ Fachabitur) (base category: lower secondary)

- **Sample design features**
  - Test groups: dummy variables for 1) Math first 2) Reading first 3) Math only 4) Reading only
  - Year of the competence test: dummy variables for 1) 2010 2) 2012 3) 2014

- **Municipality characteristics**
  - Altitude: at the municipality centroid in meters
  - Minimum altitude: minimum altitude between all municipalities within a county in meters
  - Average precipitation per year: measured at the municipality centroid, average calculated for 1981 to 1985
  - Population: log of population living in a municipality in 1997

- **State fixed effects:**
CINCH working paper series


3 Robinson, Joshua J. Sound Body, Sound Mind?: Asymmetric and Symmetric Fetal Growth Restriction and Human Capital Development. CINCH 2014.


6 Avdic, Daniel, A matter of life and death? Hospital Distance and Quality of Care: Evidence from Emergency Hospital Closures and Myocardial Infarctions. CINCH 2015.

7 Costa-Font, Joan, Martin Karlsson and Henning Øien. Informal Care and the Great Recession. CINCH 2015.


<table>
<thead>
<tr>
<th></th>
<th>Author(s)</th>
<th>Title</th>
<th>Conference Year</th>
</tr>
</thead>
<tbody>
<tr>
<td>13</td>
<td>De la Mata, Dolores and Carlos Felipe Gaviria</td>
<td>Losing Health Insurance When Young: Impacts on Usage of Medical Services and Health.</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>14</td>
<td>Tequame, Miron and Nyasha Tirivayi</td>
<td>Higher education and fertility: Evidence from a natural experiment in Ethiopia.</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>15</td>
<td>Aoki, Yu and Lualhati Santiago</td>
<td>Fertility, Health and Education of UK Immigrants: The Role of English Language Skills.</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>16</td>
<td>Rawlings, Samantha B.</td>
<td>Parental education and child health: Evidence from an education reform in China.</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>17</td>
<td>Kamhöfer, Daniel A., Hendrik Schmitz and Matthias Westphal</td>
<td>Heterogeneity in Marginal Non-monetary Returns to Higher Education.</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>18</td>
<td>Ardila Brenøe, Anne and Ramona Molitor</td>
<td>Birth Order and Health of Newborns: What Can We Learn from Danish Registry Data?</td>
<td>CINCH 2015</td>
</tr>
<tr>
<td>20</td>
<td>Clarke, Damian and Hanna Mühlrad</td>
<td>The Impact of Abortion Legalization on Fertility and Maternal Mortality: New Evidence from Mexico.</td>
<td>CINCH 2016</td>
</tr>
<tr>
<td>22</td>
<td>Koppensteiner, Martin Foureaux and Jesse Matheson</td>
<td>Access to Education and Teenage Pregnancy.</td>
<td>CINCH 2016</td>
</tr>
<tr>
<td>23</td>
<td>Hofmann, Sarah M. and Andrea M. Mühlenweg</td>
<td>Gatekeeping in German Primary Health Care – Impacts on Coordination of Care, Quality Indicators and Ambulatory Costs.</td>
<td>CINCH 2016</td>
</tr>
<tr>
<td>24</td>
<td>Sandner, Malte</td>
<td>Effects of Early Childhood Intervention on Fertility and Maternal Employment: Evidence from a Randomized Controlled Trial.</td>
<td>CINCH 2016</td>
</tr>
<tr>
<td>25</td>
<td>Baird, Matthew, Lindsay Daugherty, and Krishna Kumar</td>
<td>Improving Estimation of Labor Market Disequilibrium through Inclusion of Shortage Indicators.</td>
<td>CINCH 2017</td>
</tr>
</tbody>
</table>


31 Hofmann, Sarah and Andrea Mühlenweg. Learning Intensity Effects in Students’ Mental and Physical Health – Evidence from a Large Scale Natural Experiment in Germany. CINCH 2017.


35 Avdic, Daniel, Büyükdurmus, Tugba, Moscelli, Giuseppe, Pilny, Adam, and Ieva Sriubaite. Subjective and objective quality reporting and choice of hospital: Evidence from maternal care services in Germany. CINCH 2018.


37 Pasha, Mochamad, Rockmore, Marc, and Chih Ming Tan. Early Life Exposure to Above Average Rainfall and Adult Mental Health. CINCH 2018

38 Elsner, Benjamin and Florian Wozny. The Human Capital Cost of Radiation: Long-run Evidence from Exposure outside the Womb. CINCH 2019