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Zusammenfassung

Die aktuelle Finanzkrise hat Fragen nach der Stabilität und dem inhärenten Risiko des
Wirtschafts- und Finanzsystems ins allgemeine Interesse gerückt. Die Wirtschaftsphysik,
die sich in den letzten Jahrzehnten als interdisziplinäres Feld etabliert hat, kann hier wich-
tige Beiträge liefern. Ihr Ziel ist es, die Wirtschaft und insbesondere die Finanzmärkte
als komplexes System genauer zu verstehen und zu modellieren. Wir betrachten hier
zwei Teilgebiete der Wirtschaftsphysik: Empirische Untersuchungen an Aktienmärkten
und Modellierung von Kreditrisiko. Bei ersterem stehen statistische Abhängigkeiten
und Nichtstationarität im Mittelpunkt. Wie können wir Korrelationen zuverlässig mes-
sen, obwohl sich die statistischen Eigenschaften der einzelnen Zeitreihen, sowie deren
Abhängigkeit untereinander ständig ändern? Wie verhalten sich Korrelationen auf ver-
schiedenen Zeitskalen? Und welche Rolle spielen dabei nichtlineare Effekte? Auf diese
Fragen müssen wir zunächst Antworten finden, bevor wir die Zeitabhängigkeit der Kor-
relationen selbst untersuchen können. Indem wir die zeitlichen Veränderungen in der
Korrelationsstruktur quantitativ herausarbeiten, können wir verschiedene Zustände des
Marktes identifizieren und ihre zeitliche Entwicklung aufzeigen. Dabei können wir die
verschiedenen Krisen der vergangenen Jahre eindeutig zuordnen. Darüber hinaus beob-
achten wir ein häufiges Hin- und Herspringen zwischen verschiedenen Marktzuständen
und eine langsame Entwicklung hin zu neuen Zuständen.

Empirische Daten von Aktienkursen sind in großem Umfang vorhanden und ein empiri-
scher Zugang ist daher naheliegend. Für Kreditausfälle und die einhergehenden Verluste
stehen allerdings nur wenige Daten zur Verfügung. Folglich nähern wir uns dem Thema
Kreditrisiko zunächst von einer Modellperspektive. Wir stützen uns auf das Merton-
Modell, ein strukturelles Modell zur Beschreibung von Nullkuponanleihen. Dabei wird
die zeitliche Entwicklung des Werts des Kreditnehmers durch einen stochastischen Pro-
zess modelliert. Kreditausfälle und Verluste ergeben sich unmittelbar aus diesem Wert
am Datum der Fälligkeit. Anhand dieses einfachen Modells lassen sich bereits die wich-
tigsten Unterschiede zwischen Kredit- und Aktienportfolios herausarbeiten. Während bei
Aktieninvestments die Gefahr großer Verluste durch die Chance auf große Gewinne aus-
geglichen wird, besteht bei Krediten eine deutliche Asymmetrie. Die möglichen Verluste
sind zwar in der Regel weniger wahrscheinlich, können aber ein Vielfaches des möglichen
Gewinns betragen. Diese Asymmetrie führt dazu, dass das Risiko sehr großer Portfoliover-
luste nicht beliebig verkleinert werden kann, indem man die Anzahl der Verträge erhöht.
Das Streuen von Risiko durch Diversifizierung kommt sehr schnell an seine Grenzen,
sobald Korrelationen zwischen den Kreditnehmern im Spiel sind. Obwohl das Merton-
Modell stark vereinfachende Annahmen macht, erlaubt es mehr als nur qualitativ richtige
Aussagen. In einer empirischen Untersuchung zeigen wir, dass reale Kreditausfall- und
Verlustdaten auch quantitativ im Einklang mit unseren analytischen Ergebnissen sind.
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Abstract

How can we understand the inherent risks of our economy and, in particular, of the
financial sector? How stable is our economy? How resilient to crisis? These questions have
garnered a lot of attention since the beginning of the recent financial crisis. Econophysics
can provide valuable contributions. It has established itself as an interdisciplinary field
of research, striving to understand the economy as a complex system in its own right.
Here we consider two areas of econophysics: empirical studies of equity markets and
credit risk modeling. Regarding equity markets we focus on statistical dependencies and
non-stationarity. How can we measure correlations between time series reliably, although
statistical features of the single time series, as well as their dependence are constantly
changing? How do correlations change on different time scales? And how strong are
nonlinear effects? We have to address these important questions before we can turn our
attention to the time dependence of correlations. A detailed study of the changes in
the correlation structure finally reveals clearly distinguishable market states. We observe
that the market frequently jumps back and forth between different market states. On
longer time scales we find an overall evolution towards new states.

The abundance of data on equity markets allows for a direct empirical approach in this
area. For credit risk, however, empirical data are scarce and difficult to obtain. Therefore
we first choose a model-based approach to develop an intuition and understanding of
credit risk. We consider the Merton model, a structural model for zero coupon bonds,
where the total asset value of an obligor is described by a stochastic process. Credit
defaults and losses are directly determined by the asset value at maturity. This simple
model already allows to pinpoint the key differences between equity and credit portfolios.
For equity investments, the risk of large losses is roughly balanced by the chance of
equally large gains. The same does not hold for credit contracts, where the losses may
have a small probability to occur, but their magnitude can by far exceed the largest
possible gain. Due to this asymmetry the risk of large portfolio losses cannot be reduced
by increasing the number of contracts in the portfolio. The benefit of diversification is
severely limited, as soon as even weak correlations between the obligors’ asset values are
taken into account. Even though the Merton model makes many simplifying assumptions,
it can provide more than just qualitative insights into credit risk. Indeed we demonstrate
that empirical credit data are well-described by our analytical results for the Merton
model.
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2–4: These publications are part of M. C. Münnix’ PhD thesis, whom I jointly supervised
with T. Guhr. The initial ideas for the project originate from me. M. C. Münnix
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1. Introduction

The connection between physics and economics is natural and long-established. Histori-
cal parallels concerning the methods in both fields date back to the beginning of the 20th
century. In his PhD thesis Théorie de la spéculation [1], the mathematician Louis Bache-
lier developed a stochastic description of stock price movements. His work is very similar
to Einstein’s theory of Brownian motion put forward five years later [2]. Although the
motion of a Brownian particle in a suspension is strictly deterministic, the vast number
of interactions make a statistical approach viable. Similarly, the stock price is a direct
result of the traders’ actions, yet the large number of interacting individuals leads to
the statistical character of price movements. However, unlike the motion of a Brownian
particle, price movements are not governed by Gaussian statistics. This was first noted
in 1915 by Wesley C. Mitchell [3] and more systematically studied by Maurice Olivier [4]
and Frederick C. Mills [5] in the 1920s. In the 1960s, financial time series played a major
role in Mandelbrot’s research on scaling, self-similarity and fractals, see [6]. These con-
cepts quickly found applications in a large variety of fields including geography, biology,
medicine and classical chaos.

A number of studies point out analogies between the behavior of financial markets and
phenomena encountered in traditional physics. Prominent examples are the analogies
to turbulence [7–9], critical behavior [10, 11] and earthquakes [12, 13]. Our approach
goes beyond merely identifying such analogies. Instead we consider the economy and, in
particular, the financial market as a complex system in its own right. What makes the
financial markets and also the economy as a whole particularly interesting compared to
other complex systems? They are not just fixed systems which are far away from a sta-
tionary or equilibrium situation, but they are also subject to systemic changes! In other
words, the non-stationarity is not just reflected in changing trends on the market, in the
euphoria or panic of market participants, and in volatility fluctuations. The economy also
faces very fundamental changes like the following: large and market-dominating compa-
nies can suddenly go bankrupt and vanish from the market, other companies will take
their place as dominant players; new financial instruments are invented constantly, adding
to the complexity of investment possibilities; and last but not least, laws and regulations
can change, with possible consequences for investment strategies and risk management.
The economy is a complex system which is constantly changing and evolving. The recent
financial crisis has demonstrated this in a drastic fashion. The intrinsic non-stationarity
of the economy entails enormous challenges for the statistical analysis of historical data
and for stochastic modeling.

This thesis is divided into two parts: In the first part, comprising Chapters 2 – 7, we
present detailed empirical studies of equity markets. The second part, comprising Chap-
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1. Introduction

ters 8 – 13, addresses the subject of credit risk.

In our study of equity markets, we focus on two important and closely related aspects:
correlations and non-stationarity in financial time series. The inherent non-stationarity
of the stock market has long been neglected. In particular in practical applications, for in-
stance, portfolio optimization, one often assumes stationarity. To justify this assumption
at least to some degree, the time horizon under consideration has to be chosen rather
short. However, correlation estimates based on short time series suffer from a consid-
erable amount of measurement noise. This noise has severe consequences for portfolio
optimization. It is possible to improve the correlation estimates using noise-reduction
techniques. In Chapter 2 we compare two noise-reduction methods, power mapping and
spectral filtering, and their application to portfolio optimization.

When we estimate correlations from high-frequency data, we encounter a phenomenon
called the Epps-effect. The smaller we choose the return interval, the lower the correlation
estimate becomes. For very small return intervals, the observed correlations vanish.
There are two reasons for this behavior: The first can be called emergence of correlations;
a certain amount of trading activity, and thus time, is needed before correlations between
different stocks manifest themselves in the price changes. The second reason is a purely
statistical one which leads to a biased correlation estimate. On smaller return intervals,
microstructure effects become increasingly relevant. In particular, the asynchrony of
trading and the discreteness of price changes due to the tick-size lead to systematic
estimation errors. In Chapter 3 we discuss these effects and introduce a parameter-free
compensation method. In particular, we learn from this study how large we have to
choose the return interval, so that microstructure effects can be neglected.

So far, we have only considered the correlation coefficient as a measure for statistical
dependence. However, the Pearson coefficient only measures linear dependence, and it is
only a good measure if the marginal distributions have finite variance. While the joint
probability distribution contains the full information of the statistical dependence, it also
involves the marginal probability distributions. As we will see in Chapter 4, it is possible
to separate these two aspects into the copula, containing only the pure statistical depen-
dence, and the marginal distributions. We analyze the statistical dependency structure of
the S&P 500 constituents using intraday data. Instead of fitting a given parametric cop-
ula with a predetermined shape, we study the empirical pairwise copula directly. We find
that the shape of this copula resembles the Gaussian copula to some degree, but exhibits
a stronger tail dependence, for both correlated and anti-correlated extreme events. How-
ever, since the tail dependence can be directly related to the correlation coefficient itself,
we can conclude that correlations are indeed the relevant measure for the dependence of
stock returns.

In our endeavor to study the non-stationary behavior of the stock market, we first have to
decide on our main observable. Both the statistical properties of individual time series and
the statistical dependence between them change with time. As the dependency structure
is more descriptive of the market’s overall behavior than the features of individual stocks,
the correlation matrix seems a natural choice as our quantity of interest. However, the
non-stationarity of the individual time series may cause problems for the estimation of
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correlations. In Chapter 5 we consider this estimation error. We introduce a method to rid
the time series of local trends and variable volatility, while preserving cross-correlations.
This procedure allows us to focus on the non-stationarity of the correlations themselves.

In Chapter 6 we define a similarity measure to compare correlation structures at differ-
ent times. We apply this similarity measure to improve estimators for correlation and
covariance matrices from historical data. A weighting scheme accounts for similarity of
previous market conditions to the present one. The resulting estimators are less biased
and show lower variance than either unweighted or exponentially weighted estimators.
Our method is validated in a simulation study and tested empirically in the context of
mean-variance portfolio optimization.

In Chapter 7 we use the correlation matrix and the similarity measure introduced in
Chapter 6 to identify and classify typical “market states” and study their time evolution.
This concludes the first part of this thesis.

We now turn our attention to credit risk, that is, the risk that a company fails to meet
its financial obligations. The capital structure of corporations comprises both equity and
debt. In case of publicly owned companies, the equity is divided into shares which are
traded on the stock market. The trading gives rise to a wealth of empirical data which
is amenable to statistical data analysis. This allows to build stochastic models which are
able to describe the risk involved in equity investments quite accurately. In our empirical
study we showed that the dependence structure between different stocks plays a crucial
role when it comes to equity risk.

Equity and credit risk of a company are certainly related to some extent – in case of
a bankruptcy the equity usually becomes worthless and the debt can only partly be
repaid by liquidating the assets of the company. However, equity and credit investments
differ considerably in frequency and magnitude of gains and losses. For shareholders,
the risk of large losses is balanced by the potential for large gains; the distribution of
stock returns is rather symmetric. Gains and losses occur with comparable frequency
and magnitude. Moreover, the value of a company’s equity is constantly reevaluated
at the stock market, larger changes in the stock price often take place rather gradually
and might be compensated later on, when the trend is reversed. The situation is very
different for credit contracts where the largest possible gain for the investor is set forth
in the contract itself. It is realized when the company meets its obligation to pay the
agreed amount, which is usually the case. Credit losses, on the other hand, occur very
infrequently, but the associated losses can be substantial, in particular when compared
to the largest possible gain set forth in the credit contract.

The scarcity of empirical data on credit defaults and losses has important implications.
On a qualitative level, it is very difficult to develop an intuition for credit risk when losses
rarely occur. Similarly, a quantitative statistical approach is complicated by the dearth
of empirical information. The assessment of credit risk often relies on stochastic models
whose parameters cannot be observed empirically. Instead of parameter estimation one
resorts to model calibration, where the model parameters are determined in such a way
that they describe empirical market prices of bonds or credit derivatives. However, this
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only allows for a self-consistent description of the credit market and may not represent
the true risk involved in credit portfolios. This is because, contrary to popular believe,
the market may at times be completely and consistently wrong in its estimation of credit
risk. In retrospect this has become apparent after the sub-prime mortgage crisis in the
US.

Empirical credit data is not only scarce, but also difficult to obtain. Therefore our
approach to credit risk is less driven by empirical data analysis than our investigation of
equity risk.

In Chapter 8 we familiarize ourselves with basic concepts of credit risk. In the subsequent
sections we first concentrate on the Merton model, which allows a structural approach
to credit risk. Within this model we strive to develop an intuition for credit risk. The
Merton model makes many simplifying assumptions and is not able to capture many
aspects which are relevant for a realistic credit portfolio. However, it does provide an
accurate description of the credit contract with the simplest cash flow, the zero-coupon
bond. Default events and the associated losses are derived from an underlying stochastic
process for the asset value of a company.

In Chapter 9 we set up the model and study the case of independent asset value pro-
cesses analytically. Moreover, we investigate the influence of correlations in Monte-Carlo
simulations. We find that even small correlations of the asset values have a pronounced
effect on the distribution of portfolio losses. For independent asset values the variance of
portfolio losses decreases if the number of contracts is increased, just as we expect from
the law of large numbers. This is no longer true in the presence of correlations, where
the strong asymmetry in the loss distribution is maintained. The probability for portfolio
losses which are large compared to the expectation value cannot be reduced arbitrarily.

For the diffusion process, we treat the case of a homogeneous correlated portfolio analyt-
ically in Chapter 10. We derive a functional dependence between default and recovery
rates. In Monte-Carlo simulations we find that this dependence is robust with respect to
the underlying process; we therefore refer to it as structural recovery rate.

In Chapter 11 we compare the structural recovery rate with reduced-form recovery models
in a simulation setting. Here we focus on general calibration issues that arise from
independent modeling of default and recovery rates. We explore to what extent the
different recovery models preserve the dependence between default and recovery rates,
and how accurately they can estimate the risk of large portfolio losses.

In Chapter 12 we investigate the relation of default probabilities and recovery rates
empirically, using Moody’s Default and Recovery Database. Indeed, the empirical results
are well described by the structural recovery rate. This is remarkable, as the Merton
model, from which the structural recovery rate has been derived, makes many unrealistic
assumptions: It neglects coupon payments, infers a very simple capital structure of the
debtors, and does not allow for defaults prior to maturity. Yet, we find strong empirical
support for the structural recovery rate in Moody’s Default and Recovery Database.

In the homogeneous correlated case treated in Chapter 10, all asset values share the same
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correlation coefficient, which describes the dependence of each asset on the overall market
movement. In order to explore generic statistical properties of the structural model,
we consider an ensemble of random correlation matrices in Chapter 13. By averaging
the portfolio loss distribution over this ensemble we show that the existence of asset
correlations severely limits the benefit of diversification in a credit portfolio. This is even
the case if the correlations are zero on average.

In Chapter 14 we conclude this thesis with a short summary and outlook.
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2. Power mapping

For financial risk management it is of vital interest to have good estimates for the correla-
tions between the stocks. A correlation matrix estimated from finite time series contains
a considerable amount of measurement noise. A method to suppress this noise is the
power mapping. It raises the absolute value of each matrix element to a power q while
preserving the sign. We use the Markowitz portfolio optimization as a criterion for the
optimal value of q and find a K/T dependence, where K is the portfolio size and T the
length of the time series. Both in numerical simulations and for real market data we find
that power mapping leads to portfolios with considerably reduced risk. It compares well
with another noise reduction method based on spectral filtering. A combination of both
methods yields the best results.

2.1. Introduction

The correlations between time series of financial assets play an important role in risk
management. The risk of an investment reflects the fluctuations of the investment returns.
A portfolio is a linear combination of assets; its coefficients (or weights) correspond to the
fraction of money that is invested in each asset. How can we construct a portfolio which
has minimal risk? Negative correlations can help to reduce the risk – the fluctuations
can partly cancel each other, if we choose the weights for the assets accordingly. Even
positive correlations can be used to reduce the risk if we allow short-selling, i.e., negative
weights in the portfolio.

The correlations between the asset returns have to be estimated using historical data.
However, the correlations are not necessarily constant as the business relations between
companies change. This non-stationarity makes it difficult to predict future correlations
from historical data. It limits the length of the historical time series which still provides a
good estimate. Moreover, it was found [14, 15] that correlation matrices calculated from
finite time series are covered by a considerable amount of noise. The bulk of their spectra
can be described by random matrix theory (RMT). In other words, there is a trade-off
between choosing the time series long enough to keep the noise dressing at a reasonable
level, and choosing them short enough to provide a good estimate of future correlations.
In practice, the noise dressing cannot be avoided. We will study the implications of
noise dressed correlation matrices on portfolio optimization and how methods for noise
reduction can help to improve the situation. We will focus on two such methods. The
first method, the RMT filtering, is based on a certain principal component analysis. It
filters out the noisy bulk of the spectrum and keeps only the large eigenvalues which
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2. Power mapping

can be associated with industrial branches [16–18]. For more recent studies, see also
References [19, 20]. The second method, the power mapping, is a new nonlinear shrinkage
approach which has been developed in [21]. Other noise reduction methods, which will
not be considered here, include a maximum likelihood approach put forward by Giada
and Marsili [22, 23], and methods based on the construction of a minimal spanning
tree [24–26].

As observed by Potters, it can be useful to vary the shrinkage parameter q of the power
mapping in dependence of the portfolio size K and the length T of the time series [27].
Our aim is to find the optimal value of q with respect to portfolio optimization and
explore its dependence on K and T systematically. The results for the power mapping
will be compared to the RMT filtering. A hybrid method combining RMT filtering and
power mapping will also be studied, extending previous work in our group [28].

Section 2.2 gives a short introduction to Markowitz optimization which is used to find the
weights of a portfolio with minimal risk for a given portfolio return. In Section 2.3 we will
discuss two methods of noise reduction – the RMT filtering and the power mapping. Both
methods will be compared in a numerical setup using Monte Carlo simulations (Section
2.4) and in a real market situation using historical data of the S&P 500 stocks (Section
2.5). Summary and conclusions are given in Section 2.6.

2.2. Portfolio optimization

The Markowitz optimization theory [29] was established in the 1950s. It is a procedure
to either maximize the return of a portfolio for a fixed risk level, or to minimize the risk
of a portfolio for a fixed desired return. Here, we will focus on the latter case. The
variables to be optimized are the weights wk of the different assets in the portfolio with
the constraint that they add up to 1.

The expected return of a portfolio is defined as the weighted sum of the expected returns
µk for each asset k,

R =
K∑
k=1

wk µk = w†µ . (2.1)

We will use the portfolio variance Ω as a risk measure. It can be expressed using the
correlation matrix C and the asset volatilities σk:

Ω =

K∑
k=1

K∑
l=1

wkwlσkσlCkl = w†Σw , (2.2)

where Σkl = σkσlCkl is an element of the covariance matrix. Note that other risk measures
like the Value-at-Risk are better suited to evaluate the risk of an investment when fat-
tailed return distributions are involved. However, using the variance is sufficient for our
purpose, as we only want to compare the performance of noise reduction techniques.

28



2.3. Noise reduction

Using Lagrange multipliers the minimization problem takes the form

min

{
1

2
w†Σw − γw†µ

∣∣ w†1 = 1

}
. (2.3)

The Lagrange multiplier γ can be interpreted as the investor’s risk tolerance. This is
a positive number and is equal to zero for the portfolio with the least risk – the global
minimum variance portfolio (GMVP). The solution to this optimization problem is the
portfolio with the weights

wopt =
Σ−11

1†Σ−11
+ γΣ−1

(
µ− 11†Σ−1µ

1†Σ−11

)
. (2.4)

The optimal portfolios can contain single weights which are much larger than one or much
smaller than zero. The former implies that one has to loan additional money to acquire
the assets. Negative weights imply short-selling of assets, which involves additional fees.
Therefore, one often wants to put additional constraints on the single weights. To disallow
short-selling completely, we require

wi ≥ 0 ∀ i . (2.5)

This additional constraint cannot be easily replaced by a Lagrange multiplier. Thus we
will solve this optimization problem numerically.

Allowing only strictly positive weights has one direct and rather limiting consequence:
Positive correlations cannot be used to reduce the portfolio risk, but they will always
increase it. This limits the potential for lowering the risk considerably, as we will see
later on.

2.3. Noise reduction

We consider a market consisting of K companies (more generally: risk elements) with
asset prices Sk(t), where k = 1, . . . ,K. To investigate the correlations, we start by
calculating the returns for a fixed time horizon ∆t,

rk(t) =
Sk(t+ ∆t)− Sk(t)

Sk(t)
. (2.6)

We can calculate a normalized time series by subtracting the mean and dividing by the
standard deviation of each time series:

Mk(t) =
rk(t)− 〈rk(t)〉T√〈
r2
k(t)

〉
T
− 〈rk(t)〉2T

. (2.7)

Arranging the normalized time series Mk(t) in a K × T matrix M , we can express the
correlation matrix simply as

C(T ) =
1

T
MM † . (2.8)
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It is important to note that the correlation matrix depends on the time horizon T . For
finite T the true correlations are noise dressed. This has been shown by Laloux et al. [14]
who compared the eigenvalue spectrum of a sample correlation matrix for the S&P 500
stocks with random matrix theory (RMT). The bulk of the eigenvalue spectrum showed
the same statistical behavior as an ensemble of random matrices [15]. There are only a
few large eigenvalues which are not in accordance with the eigenvalue density predicted
by random matrix theory. The largest of these is due to the collective market movement,
while the others correspond to dominant industrial branches.

2.3.1. RMT filtering

The comparison with random matrix theory proved not only helpful to identify the noise
in correlation matrices, but also showed a way to reduce this noise. The RMT filtering
method was developed in [16–18]. After diagonalization of the correlation matrix, Λ =
UC(T )U−1, only the K − c highest eigenvalues are preserved, while the bulk of the
eigenvalues is set to zero. This filtered spectrum

Λfiltered = diag(0, . . . , 0, λc+1, . . . , λK) (2.9)

is then transformed back to the original basis:

Cfiltered(T ) = U−1ΛfilteredU . (2.10)

Finally, the normalization of the diagonal to 1 has to be restored, i.e., Cfiltered
kk = 1 for

all k. This method is capable of removing the noise for uncorrelated assets completely.
The noise between the branches and inside the branches is reduced to some lesser extent.
While keeping only the significant eigenvalues, the information about the full correlation
structure and also the noise are still present in the eigenvectors. They are included in
the unitary matrix U which is used to transform back to the original basis. The method
has one input parameter, which is the number of eigenvalues to keep or, alternatively, a
threshold value. It can be determined by a fit of the bulk of the spectrum to the random
matrix spectral density. However, already the choice of keeping only the largest eigen-
value yields quite good results, as the market movement is usually very dominant. The
method has been shown to effectively reduce the noise in financial correlation matrices,
see References [17, 18, 30, 31].

2.3.2. Power mapping

A weakness of the RMT filtering method is that it discards information buried in the
bulk of the spectrum. This can become relevant for correlation structures with many
small and weakly correlated branches. A method which avoids such a cut-off has been
introduced in [21] – the so-called power mapping. It takes each element of the correlation
matrix and raises its absolute value to some power q, while preserving the sign,

C
(q)
kl = sign(Ckl) |Ckl|q . (2.11)
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2.4. Monte-Carlo simulations

It is worth to point out that C(q) is not the same as Cq. When q is larger than one,
the entries in the matrix will be suppressed, because due to normalization their absolute
values are smaller or equal to one. The idea behind power mapping is that the noise will
be suppressed stronger than the actual correlations. This can be seen, for example, in
the spectral density. The power mapping has a similar effect on the spectral density as a
prolongation of the time series. However, if q becomes too large, the actual correlations
will be suppressed more and more. We will investigate how the power mapping depends
on the value chosen for q. And we will try to find an optimal q with respect to portfolio
optimization.

The effect of the two noise reduction methods is compared qualitatively in Figures 2.1 and
2.2. Figure 2.1 shows a visualization of a correlation matrix based on a factor model with
4 branches and a number of branchless assets. The total number of assets is K = 500. As
the time horizon increases from T = 1000 to T = 5000 and T = 10000, we observe how
the noise is vanishing. This is most obvious in the region outside the branches, which
ideally should be zero, corresponding to white. The RMT filtering removes the noise
in the branchless part completely, resulting in a unity matrix in the upper right corner.
The noise in the inter-branch region is also reduced, although not completely. The power
mapping, on the other hand, suppresses the noise in the uncorrelated part very efficiently.
However, the correlations inside the branches are reduced as well. As it turns out, the
overall decrease of the correlations has no adverse effect on the portfolio optimization.
The histograms of the eigenvalue density of the same matrices are depicted in Figure 2.2.
Note that they appear slightly different than in [21] due to slightly different normalization
of the time series. The density of the sample correlation matrix for T = 1000 is similar to
the random matrix prediction. The four large eigenvalues, shown in the inset, correspond
to the branches. As the time horizon of the sample increases, two peaks emerge in the
density. The peak around one corresponds to the unity sub-matrix for the branchless
companies. In the RMT filtered matrix, the peak at 1 is exactly capturing the branchless
companies. Note that the filtering method changed the values of the large eigenvalues
due to the transformation back to the original basis and the restoring of the diagonal to
1.

The power mapping also leads to the emergence of the delta peak at 1. The peak below
one is also emerging, but at the same time shifted to higher values. It will eventually
be absorbed into the delta peak at 1, when q goes to infinity. The large eigenvalues are
decreased by the power mapping, corresponding to the decrease of the branch correlation.

2.4. Monte-Carlo simulations

In our numerical study we model the time evolution of the asset value of every company
by a stochastic differential equation of the form

dV

V
= µdt+ σε

√
dt . (2.12)
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2. Power mapping

Figure 2.1.: Visualization of a correlation matrix based on a factor model with 4 branches
and a number of branchless assets. In the right column, the matrix is shown
for T = 1000, 5000 and 10000. The plot in the lower left shows the correlation
matrix for T = 1000 after applying the RMT filtering. In the right column,
the power mapping has been applied to the T = 1000 matrix, with q = 1.25,
1.5, 1.75 and 2 (from top to bottom).
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2.4. Monte-Carlo simulations

Figure 2.2.: Eigenvalue density ρ(λ) for a correlation matrix based on a factor model with
4 branches and a number of branchless assets. In the left column, the density
is shown for T = 1000, 5000 and 10000. The plot in the lower left shows the
density for T = 1000 after applying the RMT filtering. In the right column,
the power mapping has been applied to the T = 1000 matrix, with q = 1.25,
1.5, 1.75 and 2 (from top to bottom).
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This is a geometric Brownian motion with a deterministic term µdt describing the expo-
nential growth of the asset value and a stochastic term σε

√
dt representing the fluctua-

tions. Here, µ is the drift, σ the volatility (constant) and ε an independently distributed
random number in each time step.

To model the correlations, we employ Noh’s model [32] which belongs to the class of
factor and arbitrage pricing models [33, 34]. It produces correlated normalized time
series Mk(t). We use the conventions of References [21, 32].

To achieve realistic portfolio correlations we divide the companies into different branches
b = 1, 2, . . . , B, where B is the total number of branches in a portfolio. The number of
companies in a specific branch b = b(k) is given by κb and the companies in this branch
are correlated with a specified correlation coefficient cb. In addition, we assume each
company k to be correlated with a correlation coefficient cm,k to a risk factor common
to the whole market. This leads us to a two-factor model with a time series ηm(t)
representing the market mode, with the branch specific time series ηb(k)(t), and with the
branch independent time series εk(t). A sum of these time series is used to construct the
asset returns for the companies in the portfolio,

Mk(t) =
√
cm,k ηm(t) +

√
cb(k) ηb(k)(t) +

√
1− cm,k − cb(k) εk(t) . (2.13)

The entries in each of the risk factors ηm(t), ηb(k)(t) and εk(t) are uncorrelated and stan-
dard normal distributed. Thus, also the time series Mk(t) is standard normal distributed.
The sample correlation can then be calculated using Equation (2.8). If the time series
are infinitely long, i.e., T →∞, the correlation coefficient for companies k and l reads

Ckl(∞) =
√
cm,kcm,l + δb(k)b(l)cb(k) + δkl

(
1− cm,k − cb(k)

)
. (2.14)

This value should resemble the best estimate for the correlation and is referred to as
the true correlation. For finite length T < ∞, the true correlations are noise-dressed,
because every matrix element carries a random number as offset, and the block structure
is obscured.

We mention in passing that any factor model can be written in matrix notation as

M = AX , (2.15)

where X is a R × T matrix containing the R = 1 + B + K uncorrelated risk factors,
and A is a K × R matrix containing the coefficients for each risk factor according to
Equation (2.13). Then the expression

C(∞) = AA† (2.16)

gives the true correlation matrix.

2.4.1. Criterion for optimal q

In our simulations we know the correct correlation matrix C(∞) and can use it in order
to calculate the actual risk for any given portfolio with weights w. As we will see in
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2.4. Monte-Carlo simulations

Section 2.5, the situation is more difficult when we consider real market data. There we
don’t know the true correlation structure and have to find a different method to evaluate
the risk of a portfolio.

For finite time horizon T we simulate the asset time series and calculate the correla-
tion matrix Csample(T ) according to Equation (2.8). Then we apply the power mapping
method for different values of q to obtain the noise reduced matrix C(q)(T ). Using the
Markowitz optimization, we determine the optimal weights wopt,(q) for C(q)(T ), in or-
der to minimize the risk for a given desired return. However, the risk is not correctly
estimated by C(q)(T ), because of the noise still present in the correlation matrix.

The actual risk can be calculated using the weights wopt = wopt,(q) and C(∞),

Ω =

K∑
k, l=1

wopt
k wopt

l σkσlCkl(∞) . (2.17)

The optimal value for q is the one which leads to the minimal actual risk.

2.4.2. Results

In each Monte-Carlo simulation which we perform, the following is fixed for the ensemble:
the number of assets K, the time horizon T , the correlation structure and the stochastic
process for the time series Mk(t). We choose the desired portfolio return R as the return
of the minimum variance portfolio of C(∞). In each realization of the ensemble we
randomly choose the expected returns µk ∈ N(0.05, 0.04) and the volatilities with σk ∈
N(0.15, 0.04) – to be more precise, we take the absolute value of the random variable for
σk.

We consider a portfolio of size K = 100 and a correlation structure containing 5 branches
with fixed branch sizes κb = 5, 10, 20, 30, and 35. Two cases are studied, in the
first we neglect the correlation to the whole market, i.e., we study a simple one-factor
model. In this case, the branch correlations cb are drawn from a uniform distribution with
0.1 ≤ cb ≤ 0.8. In the second case, the correlations to the market mode are uniformly
distributed with 0.05 ≤ cm,k ≤ 0.1, and the branch correlations satisfy 0.1 ≤ cb ≤ 0.7.
In Figure 2.3 we show a visualization of the correlation matrix for finite time horizon
T , both with and without market correlation. With the randomly chosen correlation
coefficients, we create an ensemble of 100 different correlation structures, and for each
correlation structure we average over 50 realizations for the returns and volatilities.

Short-selling allowed

First, we allow short-selling in the optimization, i.e., the weights wi can be positive or
negative. Figure 2.4 shows the results for the one-factor model with 5 branches. The
values for the optimal q exhibit a square-root-like dependence on the ratio K/T . We
compare the actual risk for the portfolios that are obtained by applying the Markowitz
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2. Power mapping

Figure 2.3.: Visualization of the correlation matrix for finite time horizon T . The left
plot shows the one-factor case, while the right plot also contains correlations
to the market mode.

optimization to the sample correlation matrix Csample(T ), the power-mapped matrix
C(q)(T ), and the filtered matrix Cfiltered(T ). The lowest possible risk is obtained by
applying the optimization on C(∞) directly. This is indicated by the horizontal dashed
line in the plot. As K/T approaches zero, the sample correlation approximates the true
correlation C(∞) better and better. As a consequence, the actual risk for the sample
correlation and for the noise reduced matrices goes toward the minimal risk. However, for
larger values of K/T , the actual risk for wopt,sample grows rapidly. The plot shows that
both noise reduction methods, power mapping and RMT-filtering, lead to significantly
reduced risk. The improvement of the actual risk is comparable for both methods, the
filtering method performed only slightly better than the power mapping with optimal q.

Figure 2.5 shows the results for the two-factor model with 5 branches and correlations
to the market mode. The values for the optimal q exhibit the same square-root-like
dependence on the ratio K/T as in the one-factor case. However, the values are slightly
lower here. This is due to the fact that the true correlation matrix contains many small
values in the regions outside the branch blocks. Higher powers q would suppress these
small correlation coefficients stronger, destroying real information. The actual risk for
the portfolios wopt,sample, wopt,(q), and wopt,filtered shows a similar behavior as in the one-
factor case. Again, filtering and power mapping lead to comparable risk improvements.

Short-selling disallowed

We now turn our attention to the case where short-selling is not allowed in the optimiza-
tion, i.e., the weights wi are strictly positive. In Figure 2.6 we present the results for the
one-factor model with 5 branches. The values for the optimal q still show a square-root-
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Figure 2.4.: Results for the one-factor model with 5 branches. Left: Optimal value for q
in dependence of K/T . Right: Actual risk for the portfolios optimized using
the sample correlation matrix Csample(T ) (black), the power-mapped matrix
C(q)(T ) (red), and the filtered matrix Cfiltered(T ) (blue). The orange dashed
line indicates the lowest possible risk obtained from C(∞).

Figure 2.5.: Results for the two-factor model with 5 branches and market correlation.
Left: Optimal value for q in dependence of K/T . Right: Actual risk for the
portfolios optimized using the sample correlation matrix Csample(T ) (black),
the power-mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T )
(blue). The orange dashed line indicates the lowest possible risk obtained
from C(∞).
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Figure 2.6.: Results for the one-factor model with 5 branches, no short-selling. Left:
Optimal value for q in dependence of K/T . The red diamond-shaped symbols
correspond to the case without short-selling, while the black symbols show
the short-selling case. Right: Actual risk for the portfolios optimized using
the sample correlation matrix Csample(T ) (black), the power-mapped matrix
C(q)(T ) (red), and the filtered matrix Cfiltered(T ) (blue). The orange dashed
line indicates the lowest possible risk obtained from C(∞).

like dependence on the ratio K/T . However, the values are lower than in the short-selling
case.

The actual risk for wopt,sample does not increase as drastically with K/T as in the case
where short-selling is allowed. Thus there is not as much room for risk improvement
by the noise reduction methods. Indeed, the actual risk is only slightly reduced by the
filtering method, while the power mapping gives better results here.

It is important to point out that only the combination of strictly positive weights wi and
positive correlation coefficients Ckl leads to these results. However, this turns out to be
a realistic scenario, since the correlations of the market data studied in Section 2.5 are
also mainly positive.

Figure 2.7 shows the results for the two-factor model with 5 branches and correlations to
the market mode. In this case, the short-selling constraint leads to even lower values for
the optimal q. Also here the actual risk for wopt,sample increases only slowly with K/T ,
and the risk improvement achieved by applying the noise reduction methods is rather
small. Both methods yield almost identical results for the actual risk.

A closer look at the K/T dependence

In Figure 2.8 the results for the optimal value of q are plotted in dependence of
√
K/T .

The linear fits to the numerical data confirm that
√
K/T is indeed the relevant parameter.
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Figure 2.7.: Results for the two-factor model with 5 branches and market correlation,
no short-selling. Left: Optimal value for q in dependence of K/T . The red
diamond-shaped symbols correspond to the case without short-selling, while
the black symbols show the short-selling case. Right: Actual risk for the
portfolios optimized using the sample correlation matrix Csample(T ) (black),
the power-mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T )
(blue). The orange dashed line indicates the lowest possible risk obtained
from C(∞).

Figure 2.8.: Optimal value for q in dependence of
√
K/T . The results are shown for the

one-factor model (left), as well as for the two-factor model (right). Black
symbols (stars) correspond to the case with short-selling, red symbols (dia-
monds) to the one without short-selling. The dashed and dashed-dotted lines
are linear fits to the numerical data.
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Figure 2.9.: Results for the one-factor model with 5 branches, short-selling allowed. Left:
Optimal value for q in dependence of K/T . Right: Actual risk for the
portfolios optimized using the sample correlation matrix Csample(T ) (black),
the power-mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T )
(blue). The red dashed-dotted line shows the results for the hybrid method.
The orange dashed line indicates the lowest possible risk obtained from C(∞).

Hybrid method

Here we want to examine whether it is possible to improve upon the results obtained for
the individual noise reduction methods by combining them. We will concentrate on the
case where we first apply the RMT filtering and then the power mapping. This com-
bination yielded better results than applying the filtering on power mapped correlation
matrices. Figures 2.9 and 2.10 show the optimal values for q as well as the actual risk
for the hybrid method, which has been applied to the one-factor and two-factor model,
respectively. Short-selling was allowed in these two cases. The values for the optimal
q in the hybrid method turn out to be smaller than in the power mapping alone. The
improvement in risk is rather modest, but in all cases that we have studied, the hybrid
method could always improve upon the best results of both individual methods. Some-
times this improvement was negligible, sometimes it was more noticeable. Figures 2.11
and 2.12 show the corresponding results for the case without short-selling.

2.4.3. Summary of Monte-Carlo results

The Monte-Carlo simulations show that both noise reduction methods considered here
yield a comparable reduction of the actual risk in portfolio optimization. The optimal
power q in the power mapping method exhibits a

√
K/T dependence. There is an ad-

ditional weak K-dependence which has not been discussed here. Which noise reduction
method yields a slightly better improvement of risk depends on the chosen parameters.
Neither one performs consistently better than the other. However, a combination of the
methods has consistently shown an improvement over both methods individually.
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Figure 2.10.: Results for the two-factor model with 5 branches and market correlation,
short-selling allowed. Left: Optimal value for q in dependence of K/T .
Right: Actual risk for the portfolios optimized using the sample correlation
matrix Csample(T ) (black), the power-mapped matrix C(q)(T ) (red), and
the filtered matrix Cfiltered(T ) (blue). The red dashed-dotted line shows the
results for the hybrid method. The orange dashed line indicates the lowest
possible risk obtained from C(∞).

Figure 2.11.: Results for the one-factor model with 5 branches, no short-selling. Left:
Optimal value for q in dependence of K/T . Right: Actual risk for the
portfolios optimized using the sample correlation matrix Csample(T ) (black),
the power-mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T )
(blue). The red dashed-dotted line shows the results for the hybrid method.
The orange dashed line indicates the lowest possible risk obtained from
C(∞).
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Figure 2.12.: Results for the two-factor model with 5 branches and market correlation,
no short-selling. Left: Optimal value for q in dependence of K/T . Right:
Actual risk for the portfolios optimized using the sample correlation matrix
Csample(T ) (black), the power-mapped matrix C(q)(T ) (red), and the filtered
matrix Cfiltered(T ) (blue). The red dashed-dotted line shows the results for
the hybrid method. The orange dashed line indicates the lowest possible
risk obtained from C(∞).

To explore the effect of fat-tailed distributions on the outcome of our Monte-Carlo sim-
ulations, we also used a jump-diffusion process and a GARCH(1,1) model to simulate
the asset time series. In both cases we find no significant differences in the results. This
suggests a good applicability of the numerical results to real world scenarios. In the fol-
lowing section we investigate how the two noise reduction methods work on real market
data, extending initial work in our group presented in [35, 36].

2.5. Market data

We use daily data of the 200 most actively traded stocks contained in the S&P
500 index. The data comprises the time from 2002 to 2006 and was obtained from
finance.yahoo.com. The correlations between these 200 stocks are mainly positive, as
can be seen in Figure 2.13, showing the histogram of the correlation coefficients Ckl for
the year 2002. Only very few and rather weak negative correlations are observed.

The plot in Figure 2.14 compares the eigenvector to the highest eigenvalue of the cor-
relation matrix C with the correlation coefficient between single stock returns and the
returns of the S&P 500 index. We observe that the correlations to the market as a whole
are very strong, and that the resemblance to the eigenvector of the highest eigenvalue of
C is very high. This is in accordance with literature, e.g., Laloux et al. [14].
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Figure 2.13.: Histogram of the correlation coefficients Ckl for the year 2002 of the 200
most actively traded stocks of the S&P 500 index.

Figure 2.14.: Correlation of the 200 stock returns to the returns of the S&P 500 index
(black line). In addition we show the eigenvector to the highest eigenvalue
of the correlation matrix C (red line).
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2.5.1. Portfolio Optimization

In our Monte-Carlo simulations we had the great advantage of knowing exactly the input
parameters for the portfolio optimization, namely the expected returns and the volatilities
of the single assets. Moreover we knew the true correlation matrix, which allowed us
to easily evaluate the actual risk for a given portfolio. The situation is much more
difficult in the case of real data. First, we have to assess the input parameters for the
portfolio optimization from a sample of historical data. A major obstacle is to choose an
appropriate time horizon for the sample. It has to be long enough to yield reasonably
good statistics, but it cannot be too long because of non-stationarity. It is particularly
difficult to make good estimates of the expected returns. We consider a portfolio of 100
stocks and evaluate the sample correlation matrix Csample for two different time horizons,
T = 125 and T = 150. For the estimate of the expected returns µk and the volatilities
σk we take only the last 20 trading days into account. In practice a portfolio manager
would also consider other information and forecasts of each company’s expected return.
It is crucial to have good estimates of the expected returns in order to achieve a good
portfolio return. To minimize the risk of the portfolio, we only need good estimates of
the volatilities and correlations.

For each of 1000 trading days, starting with January 31st, 2003, we calculate the corre-
lation matrix, the volatilities and the expected returns from the historical data. As the
desired daily return of the portfolio we choose R = 0.1%. Then we apply the Markowitz
portfolio optimization using the sample correlation matrix, the filtered matrix and the
power-mapped matrix for different values of q. The portfolios created in this way are
then evaluated using the 10 trading days following the sample period. The mean daily
return of the portfolio and its standard deviation during this evaluation period are called
realized return and realized risk, respectively.

For the RMT filtering we also have to set the number of valid eigenvalues. While this
was simply the number of branches in the numerical simulations, it is not as obvious
for market data. We chose to keep the 5 largest eigenvalues, as this yielded the best
results. We also studied the hybrid method introduced in Section 2.4.2. The results are
not shown, since the improvement over the power-mapping was only marginal.

2.5.2. Results

Short-selling allowed

As we have done in our numerical simulations, we first consider the case where we allow
short-selling. Figure 2.15 shows the results for the realized risk. We applied a 30-day
moving average to smooth the results, which makes comparison easier. The mean values
of realized return and realized risk over the whole 1000 days period are given in Table 2.1.
Both noise reduction methods lead to portfolios with considerably lower risk. In the case
of T = 125, the realized risk is reduced by about 60 percent by both methods. When
the time horizon is increased to T = 150, the risk reduction is still around 30 percent.
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Figure 2.15.: Realized risk of optimized portfolios when short-selling is allowed. The
time horizon is T = 125 (left) and T = 150 (right). The results have been
smoothed, representing a 30-day average. The portfolios have been opti-
mized using the sample correlation matrix Csample(T ) (black), the power-
mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T ) (blue).

The RMT filtering yields slightly lower risk than the power mapping in our results. The
mean realized return is also affected by the noise reduction methods. It is improved
considerably by both methods, in particular for the shorter time horizon T = 125. The
improvement of the mean returns is slightly better for the power mapping. The optimal
value for q in the power mapping method is 1.9 in the case with short-selling. We find
the same value for both time horizons. The results are in qualitative agreement with
our numerical findings. In particular, we notice that the realized risk for the sample
correlation is significantly increased in the case of the shorter time horizon, T = 125.

T=125 T=150

return risk return risk

Csample 1.53e-4 1.043e-2 4.25e-4 0.855e-2

Cfiltered 5.17e-4 0.631e-2 5.44e-4 0.625e-2

C(q) 5.74e-4 0.634e-2 6.11e-4 0.627e-2

Table 2.1.: Mean values for realized return and realized risk when short-selling is allowed.

Short-selling disallowed

The realized risk for the portfolio optimization without short-selling is shown in Fig-
ure 2.16. The mean values of realized return and realized risk for this case are given in
Table 2.2. Neither of the two noise reduction methods is able to improve the realized risk
noticeably, and the results are only slightly improved by increasing the time horizon from
T = 125 to T = 150. The mean realized return is only slightly improved by the noise
reduction methods. The optimal value for the power q in the power mapping method is
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Figure 2.16.: Realized risk of optimized portfolios when short-selling is disallowed. The
time horizon is T = 125 (left) and T = 150 (right). The results have been
smoothed, representing a 30-day average. The portfolios have been opti-
mized using the sample correlation matrix Csample(T ) (black), the power-
mapped matrix C(q)(T ) (red), and the filtered matrix Cfiltered(T ) (blue).

1.25 in the case without short-selling. These results agree with our numerical findings for
the two-factor case without short-selling (see Figure 2.7). As discussed above the lack
of risk improvement is due to the fact that both correlations and weights are positive in
this case.

T=125 T=150

return risk return risk

Csample 5.06e-4 0.664e-2 5.31e-4 0.649e-2

Cfiltered 5.11e-4 0.662e-2 5.30e-4 0.649e-2

C(q) 5.45e-4 0.658e-2 5.73e-4 0.647e-2

Table 2.2.: Mean values for realized return and realized risk when short-selling is not
disallowed.

Power mapping for non-optimal q

So far we have demonstrated that the power mapping method for noise reduction yields
a considerable improvement for the portfolio risk – at least when we allow short-selling.
But how does the power mapping compare, if we do not choose the optimal value for
the power q? For real-world applications the reliability and robustness of the method
is of great importance. In Figure 2.17 we show again the realized risk for the portfolio
optimization with short-selling. The results are plotted for the sample correlation matrix,
as well as for the power-mapped matrix, where the power q is varied around its optimal
value. We observe very similar realized risk in the parameter range 1.4 to 2.2, i.e., the
power mapping method yields very good risk-reduction even if the power q is only in

46



2.6. Summary

Figure 2.17.: Realized risk of optimized portfolios when short-selling is allowed. The
time horizon is T = 125 (left) and T = 150 (right). The results have
been smoothed, representing a 30-day average. The portfolios have been
optimized using the sample correlation matrix Csample(T ) (black), and the
power-mapped matrix C(q)(T ) (red). For the power mapping, the results
have been plotted for q values ranging from 1.4 to 2.2, while the optimal
value was q = 1.9 .

the vicinity of the optimal value. Hence it is not necessary for practitioners who want
to apply the power mapping to determine the exact value for the optimal q by doing
numerical simulations. Instead the results presented here can be used as a guideline to
choose a good value for q.

2.6. Summary

The noise dressing of financial correlation matrices has an enormous effect on portfolio
optimization and proper risk assessment. We compared two noise-reduction methods,
the power mapping and the RMT filtering. Both were applied to numerically simulated
data and real market data. The improvement of the portfolio risk due to both methods
was substantial. The power mapping performed slightly better in some cases, e.g., when
there was a constraint on short-selling. In the numerical simulations it was found that
the optimal value for the power q in the power mapping shows a

√
K/T dependence. It is

important to note that the results of the numerical simulations were independent of the
choice of the random process. Both a jump-diffusion and a GARCH(1,1) process were
studied for comparison. When short-selling is not allowed and there are only positive
correlations, the choice of weights for the optimal portfolio is very restricted. Therefore
the actual portfolio risk for the sample correlation does not increase as dramatically with
K/T as in the short-selling case. Consequently, the risk improvement achieved by noise
reduction is rather modest.

We did not try to mimic the behavior of the market data in our numerical simulations.
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However, the results of both agree qualitatively. The numerical simulations were sim-
ply used as a tool to investigate both noise reduction methods in more detail within a
controlled setting.

An important result for applications of the power mapping technique is the robustness of
its performance when the value of q is varied. Even for a rather wide range of q it reduced
the realized risk considerably. This makes it an attractive method for risk managers. A
hybrid method, combining both RMT filtering and power-mapping, can further improve
the results.
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Here we present two statistical causes for the distortion of correlations on high-frequency
financial data. We demonstrate that the asynchrony of trades as well as the decimaliza-
tion of stock prices has a large impact on the decline of the correlation coefficients towards
smaller return intervals (Epps effect). These distortions depend on the properties of the
time series and are of purely statistical origin. We are able to present parameter-free com-
pensation methods, which we validate in a model setup. Furthermore, the compensation
methods are applied to high-frequency empirical data from the NYSE’s TAQ database. A
major fraction of the Epps effect can be compensated. The contribution of the presented
causes is particularly high for stocks that are traded at low prices.

3.1. Introduction

The decrease of estimated correlations in financial data towards smaller return intervals
was first discovered by Thomas Epps in 1979 [37]. This behavior was subsequently
detected on different stock exchanges [38–40] and foreign exchange markets [41, 42].
The Epps effect has received considerable attention, from economists as well as from
mathematicians and theoretical physicists.

Hayashi and Yoshida [43] introduced a cumulative estimator that only considers returns
with overlapping time intervals. Hence, it deals with the asynchrony of time series as
a cause for the Epps effect. Subsequently, Voev and Lunde [44] demonstrated that this
estimator can be biased in the presence of noise and proposed a bias correction. Grif-
fin and Oomen [45] extended the estimator of Hayashi and Yoshida by adjustments for
lagged correlations. The work of Tóth and Kertész [46] also deals with the phenomenon of
lagged correlations. They introduce a model that is based on the decomposition of cross-
correlations. The recent study of Zhang [47] shows that usual previous-tick-estimators are
biased. They consequently provide an optimal sampling frequency of returns to suppress
the Epps effect. Barndorff-Nielson et. al. [48, 49] examine high frequency correlations
and propose multivariate realized kernels to significantly improve the estimation of cor-
relations. An extensive study of microscopic causes leading to the Epps effect has been
performed by Renò [50].

Clearly, many mechanisms contribute to the Epps effect. We identify two major causes
of purely statistical origin. Our aim is not to develop a complete description of the Epps
effect. We rather aim at identifying statistical causes that can be compensated directly,
without the requirement of adjusting parameters, model calibrations or an optimal sam-
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pling frequency. The two major causes we identify are the asynchrony of the time series
and the impact of the decimalization by the tick-size.

In Section 3.2.1 and 3.2.2, we present compensation methods for the impact of asyn-
chronous time series and the impact of the tick-size. This is followed by a combined
compensation of both effects in Section 3.2.3. The results are validated in a model setup
in Section 3.3.1. In Section 3.3.2, we apply the compensation methods to empirical data
from the NYSE’s TAQ database to estimate the impact of the statistical causes on the
Epps effect. We discuss our results in Section 3.4.

3.2. Theory of compensating microstructure noise distortions

In this section, we give an overview over compensation methods that account for distor-
tions of the Pearson correlation coefficient due to statistical effects. In particular, the
asynchrony of trading times and the impact of the tick-size are considered.

3.2.1. Asynchrony of trading times

We begin by demonstrating how the asynchrony of time series contributes to the Epps
effect. The asynchrony is simply due to the non-synchronous trading of stocks. A detailed
derivation and study of our finding is performed in [51].

Tóth and Kertész [46] stated that the impact of the asynchrony is weak, compared to the
impact of a static lag, for which they developed a model. Here, we demonstrate that the
asynchrony can be a major cause for the Epps effect.

The central assumption of this approach is the existence of underlying non-lagged time se-
ries of prices. The assumption of a finer (see, e.g., [46]) or continuous (see, e.g., [43, 48, 50])
timescale is frequently used in the estimation of correlations. This ansatz is also intu-
itive, for example, as most stocks are traded at several stock exchanges and off-exchange
(OTC) simultaneously. The basic idea is the following: Due to the asynchrony, each
term of the Pearson correlation coefficient can be divided into a part which contributes
to the correlation and a part which is uncorrelated and therefore lowers the correlation
coefficient.

The situation is sketched in Figure 3.1. Here, γi(t) refers to the point of last trade, for
the i-th stock at time t. The waiting times, that is, the periods between two consecutive
trades, are randomly (usually exponentially) distributed. Hence, when calculating the
return of the interval from t′ to t′+∆t, we actually obtain the return on an effective return
interval which is between the points of last trade referring to the right and the left side
of the return interval, that are [γ1(t′); γ1(t′ + ∆t] and [γ2(t′); γ2(t′ + ∆t]. These intervals
can be smaller or larger than the initially chosen return interval. When considering the
returns of two stocks within the same interval, one obtains two effective return intervals
that are in most cases not equal in length, start-point and end-point. These intervals
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usually share an overlap ∆to, although this is not necessarily true for stocks that are
traded on low quantities. This overlap is given by

∆to(t′) = min
(
γ1(t′ + ∆t), γ2(t′ + ∆t)

)
−max

(
γ1(t′), γ2(t′)

)
. (3.1)

An empirical study of waiting times unveiled that the fractional overlap ∆to/∆t declines
with lower return intervals as shown in Figure 3.2. This scaling behavior already seems
to be similar to the Epps effect on correlation coefficients. As we will demonstrate, the
fractional overlap is strongly connected to the Epps effect.

We consider the Epps effect on relative price changes or arithmetic financial returns r
which are defined as the relative price change during a return interval ∆t. It reads

r(t) =
S(t+ ∆t)− S(t)

S(t)
, (3.2)

where S(t) refers to the price of a security at time t.

Regarding the hypothetical underlying time series, the information within the overlap
∆to is synchronous. This part gives the true correlation of the time series. In contrast,
the parts left and right from the overlap are asynchronous. Under the assumption of
randomly distributed trading times, these parts are on average uncorrelated. Hence, the
returns outside the overlap distort the correlation coefficient.

It follows that the contribution of these two single returns to the Pearson correlation
coefficient is the Pearson correlation coefficient of the underlying time series multiplied
by the fractional overlap as shown in [51]. This can easily be outlined, when considering
the normalized returns of the underlying time series

g̃(t) =
r̃(t)− 〈r̃〉

σr̃
. (3.3)

Here, 〈· · · 〉 denotes the average over T and σ denotes the standard deviation of the time
series with length T . The tilde indicates the underlying time series. When calculating
the Pearson correlation coefficient of two time series, the overlap is a function of the time
step: ∆to = ∆to(t). We denote the interval of the overlap ∆to(t) for each time step as
J (t). The time steps on the underlying timescale are denoted by t̃. We can rearrange the
terms of the correlation coefficient in terms that originate from within the overlap-interval
and thus are synchronous, and terms that are asynchronous,

corr(r1, r2) =
1

T

T∑
t=0

( ∑
t̃ /∈J (t)

g̃1(t̃)

︸ ︷︷ ︸
async.

+
∑
t̃∈J (t)

g̃1(t̃)

︸ ︷︷ ︸
sync.

) ( ∑
t̃ /∈J (t)

g̃2(t̃)

︸ ︷︷ ︸
async.

+
∑
t̃∈J (t)

g̃2(t̃)

︸ ︷︷ ︸
sync.

)
∆t̃

∆t
. (3.4)

Here, ∆t̃ is the return interval of the hypothetical underlying time series. For T → ∞
and

∆t̃ < ∆t , (3.5)
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i.e., the return interval of the underlying time series ∆t̃ must be smaller than the consid-
ered return interval ∆t, we obtain in case of a Markovian underlying time series due to
the outer average

corr(r1, r2) =
1

T

T∑
t=0

∑
t̃∈J (t)

g̃1(t̃)g̃2(t̃)
∆t̃

∆t
, (3.6)

as the asynchronous terms are uncorrelated. With NJ (t) being the number of terms in
each overlap, we write

corr(r1, r2) =
1

T

T∑
t=0

 1

NJ (t)

∑
t̃∈J (t)

g̃1(t̃)g̃2(t̃)

 ∆to
∆t

, (3.7)

as ∆to = NJ (t)∆t̃. The term in the parenthesis in Equation (3.7) can be interpreted
as the undistorted correlation coefficient of the underlying time series corrt(g̃1, g̃2). Each
term of this correlation coefficient is multiplied by the fractional overlap ∆t/∆to(t) be-
cause only the information inside the overlap contributes to the correlation coefficient.

As we are able to quantify the impact of the fractional overlap on the correlation coeffi-
cient, we can easily compensate this distortion by

ĉorrasync(r1, r2) =

〈
g1(tj)g2(tj)

∆t

∆to(tj)

〉
, (3.8)

where g refers to the normalized return of the corresponding (non-hypothetical) time
series. Furthermore, only returns should be considered that actually share an overlap,
analogously to the estimator of Hayashi and Yoshida [43].

Initially, we made the assumption of an underlying time series of prices, which is correlated
and which exists on a smaller time scale. Equation (3.8) does no longer depend on the
time scale of the hypothetical underlying time series. Neither does it depend on the
actual prices on the underlying time series. Hence, the only necessary assumption is that
there exists underlying information which is correlated on a finer time scale. This is
an important finding, since Martens and Poon [52] indicated that the synchronization of
returns from international stock exchanges is a non-trivial problem.

3.2.2. Tick-Size

We now turn to the second statistical cause. We estimate the tick-size’s impact on the
Epps effect. A comprehensive derivation and discussion is performed in [53].

The lowest possible price change, the tick-size, of most securities has been constantly
reduced, resulting in tick-sizes of 1/100-th of the respective currency on most stock ex-
changes. This process is often referred to as decimalization. It was, e.g., motivated by
aiming at an enhanced market efficiency. In theory, small tick-sizes allow for a faster
clearing of market arbitrage. However, the question whether a smaller tick-size generally
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improves the market quality is controversially discussed [54, 55]. Among others, Harris
[56] discussed that a larger tick-size can ensure liquidity, but on the other hand, it can
lead to erroneous data in financial indices [57]. In this context, Angel [58] observed that
the prices of a stock are commonly in a typical range, which is optimal to provide liq-
uidity. Companies perform stock splits to control the absolute price of their share. A
recent study by Onnela et. al. [59] indicates that in some cases only a fraction of the
theoretically possible prices are used. Hence, prices cluster at certain multiples of the
tick-size resulting in an effective tick-size.

At first glance, it could appear that the transition from absolute price changes ∆S to
returns r eliminates this discretization from the distribution, since the returns are almost
continuously distributed. A detailed look at the center of a return distribution (see Fig-
ure 3.3) reveals that the discretization effects are still visible. Despite its poor graphical
visibility, the discretization affects returns on all intervals. Especially, we expect an im-
pact on the correlation coefficient if the discretization is high, that is, when stocks are
traded at low prices.

Due to the imposition of discrete prices, information is lost. The average relative price
change becomes smaller when considering smaller return intervals. The tick-size remains
the same of course. The information loss grows for smaller return intervals. Thus, the
discretization should also contribute to the Epps effect.

The basic assumption of our model is that we can statistically describe the discreteness
in market prices by a discretization of a hypothetical underlying price. Of course, the
market prices do not actually result from a discretization process. However, there is a
large variety of trading strategies simultaneously acting on the market. These strategies
also act on a large spectrum of different investment horizons. There are even traders that
try to exploit the finite tick-size in their trading strategies. As the price formation results
from the interaction of this diversity of trading strategies, the price fluctuations on the
level of the tick-size can be viewed as purely statistical. Hence, a natural approach is the
assumption of uniformly distributed discretization errors.

Using the arithmetic return defined in Equation (3.2), we introduce the discretization
error ϑ as

r̄(t) =
∆S̄(t)

S̄(t)
(3.9)

r(t) =
∆S̄(t) + ϑ

S̄(t)
(3.10)

with

∆S̄(t) = S̄(t)− S̄(t+ ∆t) , (3.11)

where S̄(t) denotes the discretized stock price and r̄(t) denotes the return, which is based
on discretized stock prices. We emphasize that we do not account for the discretization
of the prices S(t), but consider only the discretization of the price changes ∆S(t). We
demonstrate in Section 3.3.1 that this only induces a negligible error. As ϑ in Equation
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3. Epps effect

(3.10) is actually the difference of two uniformly distributed discretization errors, it follows
a triangular distribution.

The calculation of the Pearson correlation coefficient including the discretization errors
as introduced in (3.10) leads to

ĉorrtick(r1, r2) =
cov(r1, r2)

σr1σr2
(3.12)

=
cov (r̄1, r̄2) + cov

(
∆S̄1
S1
, ϑ2S2

)
+ cov

(
∆S̄2
S2
, ϑ1S1

)
+ cov

(
ϑ1
S1
, ϑ2S2

)
σ̂r1 σ̂r2

with

σ̂ri =

√
var (r̄i) + var

(
ϑi
Si

)
+ 2 cov

(
∆S̄i
Si

,
ϑi
Si

)
. (3.13)

Here, r̄ refers to the return with respect to discretized prices. Only the terms cov (r̄1, r̄2),
var (r̄1) and var (r̄2) can be calculated with the discretized prices. All other terms are
unknown and describe the information loss due to the discretization. We can estimate
these terms and thereby compensate for the information loss by interpolating the price
change distribution. Technically, this is achieved by expanding the variance and covari-
ance terms in Equations (3.13) and (3.13) and estimating the discretization error for all
price changes individually. Estimation techniques for the individual discretization errors
are comprehensively discussed in [53]. This study indicates that only certain terms of
Equation (3.13) have a noticeable impact on the compensation. If calculation speed is
an issue, one can approximate

ĉorrtick(r1, r2) ≈ cov (r̄1, r̄2)

σ̂r1 σ̂r2
. (3.14)

The main contribution to the distortion of correlation coefficients in small return intervals
is the overestimation of σ. Figure 3.6 in Section 3.3.1 shows this overestimated σ and the
tick-size-corrected σ̂ versus the return interval ∆t. This is consistent with the findings
of Hansen and Lunde [60]. They demonstrate that the realized variance is overestimated
on small return intervals due to microstructure noise. The empirical evidence in Section
3.3.2 indicates that the tick-size has a profound impact on this noise.

Due to the convex shape of the price change distribution, the discretization errors are not
distributed symmetrically. This effect grows with the impact of the discretization, i.e.,
for smaller return intervals. Thus, the estimation of variances on the discretized values is
biased. This gives the largest contribution to the distortion of correlation coefficients due
to discretized data. We can correct for this behavior with the presented compensation.

3.2.3. Combined compensation

Having presented compensation methods for distortions of the correlation coefficient due
to asynchronous time series and due to the tick-size, we now combine both findings.
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3.3. Results

The compensation of asynchrony acts on each term of the Pearson correlation coefficient
for every point in time. The tick-size compensation, in contrast, acts on the Pearson
correlation coefficient as a whole in terms of the time series, but it acts on every occurring
price change individually.

Both effects superimpose, as illustrated in Figure 3.4. The horizontal axis shows the
product of normalized 1-min returns for each point in 2007 (overnight returns are ex-
cluded). The vertical axis shows the corresponding fractional overlap of each return pair.
The discretization effects are visible in the center, superimposed with the asynchronous
characteristics. Similar to the findings of Szpiro [61] for single stocks, the tick-size induces
a nanostructure on the terms of the Pearson correlation coefficient for two stocks. We
will show that the two causes are independent. Thus they can be addressed by combining
both compensations in Section 3.3.2.

The combined compensation reads

ĉorr(r1, r2) =
1

σ̂r1 σ̂r2

〈
r̄1r̄2

∆t

∆to

〉〈
∆t

∆to

〉
(3.15)

×
(

cov

(
∆S̄1

S1
,
ϑ2

S2

)
+ cov

(
∆S̄2

S2
,
ϑ1

S1

)
+ cov

(
ϑ1

S1
,
ϑ2

S2

)
− 〈r̄1〉 〈r̄2〉

)
.

Analogously to the previous section, this expression can be approximated by

ĉorr(r1, r2) ≈

〈
r̄1r̄2

∆t
∆to

〉
σ̂r1 σ̂r2

. (3.16)

By multiplying the covariance terms of discretized returns r̄ with the inverse fractional
overlap ∆t/∆to and by correcting the overestimation of the standard deviations σ, the
largest fraction of the correlation coefficient’s distortion can be compensated.

3.3. Results

Before applying the method to empirical data, we evaluate it in a model setup. Subse-
quently, we apply the compensation methods to empirical data from the NYSE’s TAQ
database to estimate the impact of the presented causes on the distortion of correlation
coefficients.

3.3.1. Model results

We start by generating an underlying correlated time series using a GARCH(1,1) model,
as introduced in [62]

ri(t) = σi(t)
(√
c η(t) +

√
1− c εi(t)

)
. (3.17)

Here ri(t) is the return of the i-th stock at time t and c is the correlation coefficient.
The random variables η(t) and εi(t) are taken from standard normal distributions. η(t)
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3. Epps effect

is identical for all stocks; It induces the correlation. The εi are individual for each stock.
σi(t) is the non-constant variance, given by a GARCH(1,1) process

σ2
i (t) = α0 + α1r

2
i (t− 1) + β1σ

2
i (t− 1) . (3.18)

The initial parameters of the GARCH(1,1) process are chosen as α0 = 2.4× 10−4, α1 =
0.15 and β1 = 0.84.

Two return time series r1 and r2 are generated representing two correlated stocks. The
total length of these time series is chosen as 7.2× 106, corresponding to a return interval
∆t of one second during one trading year. From these returns, we generate two underlying
price time series S̃1 and S̃2. We set the starting prices at t = 0 to 1000. c is chosen as
0.4.

In order to reproduce empirical findings on stock exchanges, these prices are sampled
independently using exponentially distributed waiting times with average values typical
for the stock market. Thereby, we are able to model the asynchronous trade processes.

We choose the average waiting times as 15 and 25 data points (equivalent to seconds in
this setup). In the next step, we round the prices to integer values. An integer price of,
for example, 1000 then corresponds to a float price of 10.00 with a tick-size of 0.01.

Eventually we construct the time series of returns from these prices using return intervals
from 60 data points (corresponding to 1 minute) to 1800 data points (corresponding to
30 minutes). The obtained time series features both, asynchrony and discretization.

The results of the applied compensation methods are shown in Figure 3.5. We are able
to compensate the statistical distortion of correlation coefficients almost completely. The
remaining decline of the corrected correlation coefficient on very small return intervals
is due to the approximations presented in Sections 3.2.2 and 3.2.3 (only price change
discretization is considered) as well as the negligence of the correlation between price
changes and prices and the discretization of prices. The impact of the overestimation of
the standard deviation σ is shown in Figure 3.6. This illustrates that the tick-size can
have a large impact on the overestimation of σ. Moreover, we are able to compensate for
this behavior down to approximately ∆t = 180 time steps (corresponding to 3 minutes
in our model).

3.3.2. Empirical evidence

As already discussed, many mechanisms contribute to the Epps effect. Our present aim
is to quantify the part, which is caused by the statistical properties of the time series.

It is difficult to isolate the Epps effect on single stock pairs, as it is superimposed with
other effects leading to other characteristics of the correlation coefficient than expected
for the Epps effect.

Because of that, we classify two ensembles of stock pairs. We expect the tick-size to
have a large impact on the correlation coefficient only if the discretization is high, i.e.,
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3.3. Results

∆t [min] corr(ϑ,∆t/∆to)

1 5.52 · 10−4

3 5.61 · 10−4

5 9.24 · 10−4

7 7.75 · 10−4

9 1.37 · 10−3

11 1.38 · 10−3

13 1.22 · 10−3

15 8.31 · 10−4

17 6.30 · 10−4

19 4.59 · 10−4

21 5.35 · 10−4

23 5.94 · 10−4

25 7.33 · 10−4

27 8.15 · 10−4

29 8.27 · 10−4

Table 3.1.: Correlation coefficient of the inverse fractional overlaps and the corresponding
discretization errors.

if stocks are traded at low prices. Thus, we construct two ensembles of the 25 most
strongly correlated stocks in the S&P 500 that are traded in the range of $0.01 to $10.00
(Ensemble 1) and $10.01 to $20.00 (Ensemble 2).

Before applying the combined compensation deduced in Section (3.2.3), it is crucial to
evaluate whether the two causes are independent or not. To test this matter, we calculate
the correlation coefficient between all inverse fractional overlaps and the corresponding
discretization errors for all stocks within the ensembles. The results are shown in Ta-
ble 3.1. We find an average correlation coefficient of 8.14 · 10−4. Hence, the assumption
of independence seems justified.

After compensating the asynchrony effect for each pair, we build the average for the
ensemble by normalizing the correlation coefficients individually by their saturation value
at a return interval of 30 minutes. We also plot the error bars of the compensation
representing twice the standard deviation of the correction. By this method, we can
show the scope of the asynchrony model and identify regions, in which other effects
dominate. All data is extracted from the NYSE’s TAQ database for the year 2007. For
both ensembles, the price change distributions are interpolated segment-wise with heavy
tailed distributions as, e.g., suggested by [63].

The results of the first ensemble, shown in Figure 3.7a, indicate that the identified causes
can have a pronounced impact on the Epps effect. In this ensemble, the statistical causes
contribute approximately 35% of the Epps effect, measured by the saturation value of
the correlation coefficient at large return intervals. The results of the second ensemble
are shown in Figure 3.7b. Here, the statistical causes have an even larger impact on the
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3. Epps effect

Epps effect. Their contribution is approximately 75% of the Epps effect.

Of course, within the statistical ensembles stock pairs can be found which either do
not show an Epps effect or which are so infrequently traded that the assumption of an
underlying timeline might be unreasonable. Even though the assumption of an underlying
time series is a common and intuitive approach, it may not be valid for stocks traded on
very low frequencies.
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3.3. Results

Figure 3.1.: Illustration of the model for asynchronous trading times of two stocks. Shown
on the top are the prices S̃ for the hypothetical underlying Markovian
timescale. The “sampling” of theses prices to macroscopic prices S with ran-
domly distributed points of trades is illustrated in the middle. The points
of trades are indicated by the vertical lines. The thick bars at the bottom
illustrate the return interval between t′ and t′+∆t. The points of last trades
on these times are denoted by γ. The shaded area indicates the overlap ∆to.
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Figure 3.2.: Average fractional overlap calculated by the trade times of the 5 highest
correlated stock pairs of each industry branch in the S&P 500 index versus
the return interval ∆t.
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Figure 3.3.: Detail of the distribution of 5-min returns of the AES Corp. share in 2007.
The shaded areas refer to returns that originate from the same absolute price
change ∆S. The price changes ∆S are denoted as multiplies of the tick-size
q.
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3.3. Results

Figure 3.4.: Product of normalized return pairs versus their fractional overlap for 1-
minute returns of the shares of Novell Inc. and Unisys Corp.in 2007. The
average fractional overlap is 0.76.
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Figure 3.5.: Model results of compensation methods.
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tion σ̂ versus the return interval ∆t within the model.
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Figure 3.7.: Empirical results of applied compensation methods on two ensembles. a) The
25 highest correlated stock pairs of the S&P 500 that were traded between
$0.01 and $10.00 in 2007. b) The 25 highest correlated stock pairs of the S&P
500 that were traded between $10.01 and $20.00 in 2007. The correlation
coefficients have been individually normalized to the corrected value at ∆t
= 30 min
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3. Epps effect

3.4. Summary

We demonstrated that statistical causes can have a large impact on the Epps effect,
especially for stocks that are traded at low prices. The asynchrony of time series as well
as the tick-size have a major impact on the Epps effect. We developed two methods to
compensate for these causes. These methods are completely parameter-free and do not
require model calibrations.

However, this is not a full description of the Epps effect as there are certainly many
phenomena contributing to it. In certain scenarios, other statistical properties of the
time series or other causes for the Epps effect might dominate. The size of the error bars
in Figure 3.7 indicates that the asynchrony compensation does not give reliable results
for return intervals smaller than 3 minutes. Especially for very small return intervals, a
lag between the time series of two stocks might be the dominating cause, as suggested by
Tóth and Kertész [46].

For stocks that are infrequently traded at very low prices (often referred to as penny-
stocks) the assumption of uniformly distributed discretization errors needs to be carefully
reflected. It is possible that certain trading strategies dominate for those stocks leading
to an asymmetrical distribution of discretization errors.

Nonetheless, the presented compensations significantly improve the estimation of financial
correlations. These methods do not require parameter adjustments or model calibrations.
Our empirical study indicates that the identified causes can contribute up to 75% of the
Epss effect for stocks that are traded at low prices.
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4. Empirical pairwise copulae

In the previous chapters we have considered the correlation coefficient as a measure for
statistical dependence. However, the Pearson coefficient only measures linear dependence.
Furthermore, it is only a good measure for marginal distributions with finite variance.
While the joint probability distribution contains the full information of the statistical
dependence, it also involves the marginal probability distributions. As we will see, it is
possible to separate these two aspects into the copula, containing only the pure statistical
dependence, and the marginal distributions.

We analyze the statistical dependency structure of the S&P 500 constituents using intra-
day data from the New York Stock Exchange’s TAQ database. Instead of fitting a given
parametric copula with a predetermined shape, we study the empirical pairwise copula
directly. We find that the shape of this copula resembles the Gaussian copula to some
degree, but exhibits a stronger tail dependence, for both correlated and anti-correlated
extreme events. By comparing the tail dependence dynamically to the market’s average
correlation level as a commonly used quantity we disclose the average level of error of the
Gaussian copula.

4.1. Introduction

The measurement of statistical dependence is often broken down to the calculation of
a correlation coefficient, such as the Pearson coefficient [64] or the Spearman coefficient
[65]. Correlation coefficients are widely used in various disciplines of science. It is also
often included in financial modeling, e.g., in the Capital Assets Pricing Model (CAPM)
[66] or Noh’s model [32].

The Pearson correlation coefficient, however, only accounts for linear statistical depen-
dence, assuming that the observables are nearly normal distributed. Due to the central
limit theorem, this might be justified in some cases, but often the statistical dependence
is much more complex. In these cases, the statistical dependence cannot be represented
by a single number. The joint probability distribution, of course, holds all information of
the statistical dependence. Certainly, the joint probability distribution also contains the
individual marginal probability distributions. These can have different shapes depending
on the underlying process. The statistical dependence of different systems usually cannot
be directly compared with this approach.

Copulae, first introduced by Sklar in 1959 [67, 68], permit a separation between the pure
statistical dependence and the marginal probability distributions. This allows to compare
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the statistical dependence of diverse systems.

The usage of copulae is well-established in statistics and finance. There are many classes
of analytical copula functions that meet various properties [69]. Several studies of fi-
nancial markets are devoted to developing suitable copulae or fitting existing ones to
empirical data [70–72] or are based on a small subset of assets [73].

In this study, we choose a different approach. We perform a large-scale empirical study
to disclose the structure of the average pairwise copula of the US stock returns. As the
copula does not depend on the shape of the return distribution, we are able to average over
the copulae of different stock pairs although the shape of their marginal distributions may
differ. In particular, we study the intraday stock market returns of the 428 continuous
S&P 500 constituents in 2007–2010 based on intraday data from the New York Stock
Exchange’s TAQ database. This empirical study enables us to disclose the average level
of error involved in the Gaussian copula. We then compare the tail dependence of the
empirical copula and the Gaussian copula dynamically, based on a moving window of
two weeks. We map this tail dependence to the market’s average correlation level and
thereby provide an error estimate for the Gaussian copula based on the current general
market situation.

In Section 4.2 we give a brief introduction to the concept of copulae. We discuss the
average pairwise copula in Section 4.3, which is extended by dynamical aspects in Section
4.4. We conclude our results in Section 4.5.

4.2. Copulae

The basic concept is simple: Let a and b be two random variables with probability
densities fa(x) and fb(x) and cumulative distributions Fa(x) and Fb(x), with

Fa(x) =

x∫
−∞

fa(x
′) dx′ , (4.1)

and analogously for b. Further, let fa,b(x, y) be the joint probability density and Fa,b(x, y)
be the joint cumulative distribution. The inverse cumulative distribution function F−1

is called quantile function. For example, F−1
a (0.05) represents the value which 5% of all

random samples are smaller or equal to. This evidently gives,

Fa
(
F−1
a (α)

)
= α . (4.2)

F−1(α) is also called the α-quantile. The copula Copa,b(u, v) is defined as the cumulative
joint distribution of quantiles,

Copa,b(u, v) = Fa,b
(
F−1
a (u), F−1

b (v)
)
. (4.3)

The copula density copa,b(u, v) is consequently defined by

copa,b(u, v) =
∂2

∂u∂v
Copa,b(u, v) . (4.4)
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As the quantile functions F−1 are scale free, the copula does not depend on the under-
lying marginal distributions. It only contains the pure statistical dependence. Thus, by
obtaining the appropriate copula of a system, one can simply interchange the marginal
distributions without any changes in the copula. This is very useful if the marginal distri-
butions change for some reason, but the statistical dependence remains the same. We can
rebuild the joint cumulative distribution from the copula and the individual distributions
by

Fa,b(x, y) = Copa,b (Fa(x), Fb(y)) . (4.5)

4.3. Average copula

To calculate the cumulative copula from empirical data of two return time series r1 and
r2, we use

Copr1,r1(u, v) =
1

T

T∑
t=1

1U (r1(t))× 1V (r2(t)) , (4.6)

where T is the length of the time series. 1U and 1V are indicator functions relating to
the sets

U =
{
x | x ≤ F−1

1 (u)
}
, (4.7)

V =
{
y | y ≤ F−1

2 (v)
}
. (4.8)

The quantile function F−1 on empirical data is given by

F−1
1 (u) =

{
inf {x | F1(x) ≥ u} 0 < u ≤ 1

sup {x | F1(x) = u} u = 0
, (4.9)

and analogously for r2. We define F1(x) empirically as the percentage of the portion
that is smaller or equal to x compared to the total amount of values. When calculating
the empirical copula density, it is useful to first define a resolution of the 2D grid, e.g.
m = 50. On this m×m grid, we can calculate the copula by

copr1,r1

(
i

m
,
j

m

)
=

1

T

T∑
t=1

1Ūi(r1(t))× 1V̄j (r2(t)) i, j ∈ 1 . . .m (4.10)

with

Ūi =

{
x
∣∣∣ F−1

1

(
i− 1

m

)
< x ≤ F−1

1

(
i

m

)}
, (4.11)

V̄j =

{
y
∣∣∣ F−1

2

(
j − 1

m

)
< y ≤ F−1

2

(
j

m

)}
. (4.12)

An accurate estimation of the copula density requires a large amount of data points.
Thus, we estimate the average copula using intraday data. We start with the calculation
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Figure 4.1.: Average pairwise copula of the S&P 500 stock returns in 2007–2010. The
color shading in (a) illustrates the difference to the Gaussian copula (positive
values mean that Gaussian copula is less dense).
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of 30-minute arithmetic returns, because market microstructure distortions dominate at
smaller return intervals [37, 51, 53]. We expand our analysis further by calculating 1-hour,
2-hour and 4-hour returns.

We obtain a very similar copula for all return intervals. This is very surprising, because
it is well-known that the shape of the marginal return distribution changes towards small
return intervals – the tails of the distributions become stronger [74, 75]. However, appar-
ently this does not change the statistical dependence. The results are shown in Figure 4.1,
exemplarily for 1-hour returns. The copula has high density in the outer quantiles. This
corresponds to a higher correlation in the tails of the return distribution than in it’s
center. This is often referred to as tail dependence [76–78]. Our results indicate that,
on average, the upper tail dependence is stronger than the lower tail dependence. For
comparison, the average difference to the Gaussian copula (which is implied by many
correlation coefficients) is illustrated in Figure 4.1a. The (standard normal) Gaussian
copula is given by

Copc(u, v) = Fc(F
−1(u), F−1(v)) , (4.13)

copc(u, v) =
fc(F

−1(u), F−1(v))

f(F−1(u))f(F−1(v))
. (4.14)

Here, fc and Fc refer to the bivariate standard normal probability density and cumulative
distribution with correlation c. f is the univariate standard normal probability density,
while F−1 is the corresponding quantile function. To calculate the average difference
d, we have to calculate the Gaussian copula based on all coefficients of the correlation
matrix C, based on K = 428 stocks, and subtract it from the empirical copula,

d(u, v) =

K∑
i=1

K∑
j=i+1

(
copi,j(u, v)− copCi,j (u, v)

)
K(K − 1)/2

. (4.15)

This gives us information about how erroneous the dependence is estimated if implying
a Gaussian copula. The empirical copula exhibits a stronger tail dependence than the
Gaussian copula. The probability of correlated extreme events is significantly underesti-
mated. Furthermore, on small return intervals the tail dependence is equally strong for
both tails. Towards larger return intervals, the lower tail dependence becomes stronger
than the upper tail dependence. This might be caused by the market reacting more
severely on bad news than on good news [79]. We discuss this in more detail in the
next section. Another feature of the empirical copula is the relatively high density in the
(0,1) and (1,0) corners (except during the 2008–2009 crisis), indicating the presence of
anti-correlated extreme events.

During the financial crisis period from Oct 2008 to Apr 2009, the difference to the Gaus-
sian copula increases, as Figure 4.2 illustrates. The assumption of the Gaussian Copula
would have been a dramatic mistake during this period. In addition to an overall strong
correlation level during the crisis, a large portion of the statistical dependence lies in the
tails of the marginal distributions. The probability of correlated extreme events is very
high. Surprisingly the copula during the crisis exhibits a stronger positive tail dependence
than negative tail dependence.
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Figure 4.2.: Average pairwise copula of the S&P 500 stock returns during the crisis period
from 2008/10/15 to 2009/4/1.

4.4. Dynamics of the copula

It is evident that statistical dependencies of financial assets change in time. For example,
this can be caused by microeconomic influences, changing political factors or herding
effects. Earlier studies address this issue by discussing the dynamics of correlations [80–
83]. Here, we discuss a different approach on this topic. We perform a empirical study
of the changes in the average pairwise copula. We calculate the average copula within
2-week periods within the 2007-2010 period based on 1-hour returns. Results are shown
in Figure 4.3. To illustrate the structural changes of the copula, we plot the isosurfaces in
the tail regions. We discover that the tail dependence is stronger during financial crashes,
such as from Oct 2008 to Feb 2010. But the fluctuations of the tail dependence are very
large. It reflects the current market situation in a sensible manner.

Often financial crashes are accompanied by overall very large correlation coefficients. This
raises the question if there is some dependence between the market’s average correlation
level and the tail dependence. To obtain an insight into this question we compare the
average correlation coefficient of the whole market in each 2-week period to the tail
dependence. As correlation coefficients are still widely used, this maps a correlation
coefficient to one of the most important features of the copula.

To quantify this tail dependence, we calculate the probability of two returns to be simul-
taneously above or below a certain quantile α. This very simple form of a upper and
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Figure 4.3.: Evolution of the S&P 500 stocks’ average pairwise copula density. The iso-
surfaces correspond to the values 2.5 (blue) and 1.25 (red).

lower tail dependence coefficient is given by

λl(α) = Cop(α, α) , (4.16)

λu(α) = 1− Cop(1− α, 1− α) . (4.17)

More advanced tail dependences are, e.g., discussed in Reference [78]. However, as we
only examine the difference between the empirical copula and the Gaussian copula, we
restrict ourselves to this measure. We perform the analysis for return intervals from 30
minutes to two hours. Results are shown in Figure 4.4. We find a very strong relation of
the tail dependence and the average correlation coefficient. For comparison we build the
average tail dependence coefficients λl and λu of the Gaussian copula, given by

λl = λu = Copc(α, α) . (4.18)

To calculate the average Gaussian tail dependence, for each 2-week period, we calculate
the tail dependence of the Gaussian copula based on the correlation matrix elements Ci,j
of this period,

〈
λ

(Gauss)
l

〉
=
〈
λ(Gauss)
u

〉
=

K∑
i=1

K∑
j=i+1

(
CopCi,j (α, α)

)
K(K − 1)/2

. (4.19)
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Figure 4.4.: Tail dependencies of the empirical copula (blue and red crosses) compared
the Gaussian copula (black dots) based on the market’s average correlation
level for different quantiles α and return intervals ∆t.
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Figure 4.3.: (continued)
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This gives the opportunity to compare how the tail dependence is overall misjudged by
the Gaussian copula.

The relation between the market’s average correlation level and the tail dependence
appears to be almost linear. This behavior is similar to the Gaussian copula except
that the tail dependence is more pronounced. For small return intervals, such as ∆t
= 30min and 60min, the tail dependence has a tendency to be stronger than in the
Gaussian case. For small quantiles, such as α = 2% and 4%, there are many cases where
this linear relation does not hold. There are many outliers that feature a much stronger
tail dependence than in the Gaussian case. On larger return intervals, the tail dependence
becomes more and more similar to the Gaussian case, which is consistent with studies
of the marginal distributions [74]. Here, the lower tail dependence is significantly higher
than the upper tail dependence, as discussed in the previous section. This underlines
the unsuitability of the Gaussian copula for the estimation of correlated extreme events.
This is a key ingredient to the estimation of financial risk [17, 71, 72, 84].

4.5. Summary

In a large-scale empirical study of the S&P 500 stocks, we disclosed important features of
the statistical dependence structure. This gives the opportunity to isolate the statistical
dependence structure from features of the probability distributions, such as heavy tails.
In general, the overall average pairwise copula of the 4-year period feature stronger tails
than the Gaussian copula. Extreme events are much more correlated than assumed by a
linear correlation. Moreover, the empirical copula indicates the presence of anti-correlated
extreme events. Despite the large differences between the Gaussian marginal distribution
and the distribution of high frequency returns, the dependency structure in the central
part of the distributions is quite similar. This explains why techniques to reduce risk
involving correlations work well in “calm times”, as this is represented by the center
region of the copula. It also provides a possible explanation why these approaches often
fail during stock market crashes. The probability of simultaneous extreme events, both
in correlated and anti-correlated manner, is underestimated.

In a further study, we calculated the time-dependent empirical copula in the resolution
of 2-weeks. We showed that on small return intervals the Gaussian copula systemati-
cally underestimates the tail dependence: The market reacts sensitively to large negative
returns resulting in a collective downward motion. The evolution of the copula in the
4-year period discloses a strong relation between the market’s average correlation level
and the tail dependence. For return intervals of 4 hours and in the center region of the
distribution, the Gaussian copula describes the situation fairly well. When using smaller
return intervals or estimating the tail regions, the fluctuations in the tail dependence
become stronger. By comparing the empirical copula to the Gaussian copula, we disclose
the degree of error involved in using correlation coefficients. By identifying this degree
of error, it is possible to improve the estimation of risk in models that use correlation
coefficients.
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5. Local normalization

Let us now shift our attention to the problem of non-stationarity in financial time series.
When we aim at studying the dynamical behavior of the stock market, we first have
to decide on our main observable. The statistical properties of individual time series
certainly change; this is reflected in the fluctuating behavior of the volatility, for instance.
Furthermore, the dependence between different time series is also subject to change. As
the dependence structure is more descriptive of the market’s overall behavior than the
statistical features of individual stocks, the correlation matrix seems a natural choice as
our quantity of interest.

However, the non-stationarity of the individual time series may cause problems for the
estimation of correlations. How can we avoid or reduce this kind of estimation error? In
this chapter we introduce a method to rid the time series of local trends and variable
volatility, while preserving cross-correlations. This procedure allows us to concentrate on
the non-stationarity of the correlations themselves.

5.1. Introduction

The statistical description of the stock market is often based on stationary random pro-
cesses. This assumption allows to determine the parameters of the random processes
and the correlations between them from historical data and to feel confident that the
same parameters also provide a good statistical description of the future evolution of the
market. Practitioners often rely on the stationarity of financial time series. When ap-
plying the capital asset pricing model introduced by Sharpe [66], when using Markowitz
portfolio optimization [29], or when pricing options within the framework of Black and
Scholes [85] and Merton [86], they implicitly assume a geometric Brownian motion with
constant drift and standard deviation or “volatility”.

At the same time, it is well known that empirical returns are not normal distributed
and that their drift and volatility cannot be assumed constant. Indeed, a vast literature
on modeling and testing for structural change has emerged, see [87–89]. In these works
structural changes are abrupt and happen only rarely. In other words, the time series are
assumed to be quasi-stationary, i.e., stationary between changes. To capture the empiri-
cal behavior of the volatility, Engle [90] introduced random processes with autoregressive
conditional heteroscedasticity. These were later generalized by Bollerslev [62] and others.
Even though the conditional volatility is time dependent in these models, the uncondi-
tional volatility is still assumed constant. However, recent empirical results, put forward
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in [91], indicate a non-stationary behavior even in unconditional volatilities.

Non-stationarity poses a serious problem for the calculation of correlations between time
series. For stationary time series the only estimation error for the correlations stems
from the finite sample size, see [14, 15]. For non-stationary time series, however, the
correlation coefficient averages over time dependent parameters of each random process,
as well as over the time dependence of the correlation itself. We demonstrate that this
gives rise to an additional estimation error.

We put forward a method to locally normalize the return time series. The resulting
time series are nearly normal distributed and stationary, while retaining their non-lagged
cross-correlations. Our approach goes beyond local detrending methods [92–96] which
normalize the local average return to zero, but keep the variable volatility of the time
series. Hence, it is still possible to study lagged auto- and cross-correlations of the
absolute value of returns. In contrast, our method also rids the time series of non-
stationary volatility. While this does not conserve the lagged correlations of the absolute
return values, it does provide a better estimate of the non-lagged cross-correlations of
returns.

We test our method in a Monte-Carlo simulation of correlated auto-regressive processes,
which exhibit a similar statistical behavior as empirical return time series. Furthermore,
we apply the local normalization to empirical stock returns. We study the time depen-
dence of the average market correlation, as well as the time-averaged correlation matrix
of all stocks considered.

The local normalization procedure we propose here is reminiscent of the local unfolding
of spectra in the field of quantum chaos [97, 98]. By unfolding spectra so that the local
average eigenvalue density is constant, it is possible to compare systems of very different
scales and to uncover the universal statistical behavior of the local fluctuations in their
spectra. A review is given in Reference [99].

In Section 5.2 we discuss the difficulties of measuring the current state of the stock
market and introduce a method to locally normalize non-stationary time series. This
method is tested on simulated auto-regressive processes, which is detailed in section 5.3.
In sections 5.4 and 5.5 we apply the local normalization to empirical stock returns and
discuss the results. Summary and conclusions are given in Section 5.6.

5.2. Local normalization of return time series

5.2.1. Measurement of correlations

Our empirical study comprises daily closing prices of the S&P 500 stocks as well as closing
values for the S&P 500 index1. The observation period ranges from January 2nd, 2001,
to May 5th, 2009, which corresponds to N = 2094 trading days. We consider only 378

1All empirical data obtained from finance.yahoo.com
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stocks, for which the time series are complete and cover the whole observation period.
For each stock k we calculate the return time series

rk(t) =
Sk(t+ ∆t)− Sk(t)

Sk(t)
, (5.1)

where Sk(t) is the price at trading day t. We choose a return interval ∆t of one trading
day so that t in Equation (5.1) runs from 1 to N − 1.

As already pointed out in the introduction, the stock market does not behave like a
stationary process. Although it is possible to find longer periods in historical data, where
a more or less constant trend can be observed, this is not a deterministic trend as assumed
in a geometric Brownian motion. In fact, it behaves much more like a random variable
itself and critically depends on the time horizon chosen for the average. In our data
analysis we will only consider a short-time average of the returns which offsets their
current fluctuations. Similarly, we will only consider a short-term standard deviation of
the returns.

To describe the statistical behavior of the stock market, we have to take into account
the correlations between individual stocks. The Pearson correlation coefficient for the
returns of stock k and stock l reads

Corr(rk, rl) =

〈
(rk(t)− 〈rk(t)〉) (rl(t)− 〈rl(t)〉)

〉
√〈

r2
k(t)

〉
− 〈rk(t)〉2

√〈
r2
l (t)

〉
− 〈rl(t)〉2

.

Applying this definition directly to empirical returns is problematic for several reasons.
First, the Pearson correlation coefficient yields a good description for linearly correlated
and normally distributed random variables. The distribution of empirical returns, how-
ever, is fat-tailed. Second, as noted above, the averages corresponding to the trends and
volatilities are not stable. Thus, only short-term averages can be taken into account.
Third, the correlations themselves may not be constant, which limits the reasonable time
horizon for the averages. However, the time horizon cannot be chosen too short, other-
wise the estimation error of the correlations, often referred to as “noise”, becomes too
large [14, 15].

Our approach to these problems is to first use local averages on short time horizons in
order to eliminate the local trends and volatilities, thus defining locally normalized time
series. We can then choose a larger time horizon for the calculation of their correlations.

5.2.2. Local normalization

We begin with introducing a notation for the local average of a function f(t) where the
n most recent sampling points are averaged,〈

f(t)
〉
n

=
1

n

n−1∑
j=0

f(t− j∆t) .
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We choose this unsymmetric definition because it corresponds to the typical situation in
finance where historical data is considered up to the current date. Using this notation
we define the locally normalized returns as

ρn(t) =
r(t)− µn(t)

σn(t)
(5.2)

with the local mean value

µn(t) =
〈
r(t)

〉
n

and the local volatility

σn(t) =

√〈
r2(t)

〉
n
−
〈
r(t)

〉2

n
.

We illustrate the effect of the local normalization with empirical data. It will be discussed
later on why n = 13 is a good choice for daily returns. Figure 5.1 shows the return time
series of General Electric (GE) as an example. The returns r(t) feature rare, large events
which indicate a rather heavy-tailed distribution. The values of the local drift µ13(t)
account for roughly 25 percent of the return values. Furthermore, we observe that the
local volatility σ13(t) exhibits the well-known clustering which refers to extended periods
of low volatility changing with periods of high volatility. The locally normalized returns
ρ13(t) show a homogeneous behavior without any obvious extreme events. In fact, the
visual inspection already suggests that ρ13(t) might be nearly normally distributed. To
examine this quantitatively, we applied the local normalization with n = 13 to all stocks.

In Figure 5.2 we compare the histograms of all daily returns to the normal distribution. If
the returns are normalized on intervals of 100 trading days, we see a clear deviation from
the normal distribution with a higher peak around zero and fatter tails. The histogram
for the locally normalized returns, on the other hand, resembles the normal distribution
quite well. The number of observations n which are used in the local normalization has
been chosen in order to approach the normal distribution. Lower values for n will result
in a more platykurtic distribution. This is shown in Figure 5.3 where the histograms
of locally normalized returns are plotted for different values of n. As a criterion for the
optimal value of n we choose the kurtosis excess of the locally normalized returns. For our
empirical daily returns, n = 13 yields a kurtosis excess closest to zero. We also checked
that the local normalization with n = 13 works equally well for all stocks. While the
kurtosis excess of the returns is typically greater than 4, the local normalization brings
these values very close to zero. The kurtosis excess of the locally normalized returns
ranges from -0.5 to +0.55, with a mean of -0.02. In Figure 5.4 we plot the quantiles of
each time series ρ13(t) against the quantiles of the normal distribution. The individual
time series show minor deviations from the normal distribution, in particular in the tails.
On average, however, we find almost perfect agreement with the normal quantiles.

We note that it is not the time horizon of 13 trading days which is of particular im-
portance, as the same n = 13 also yields the best results for larger return intervals ∆t.
Applying the local normalization to randomized permutations of the return time series
leads to a smaller optimal value, n = 9. This indicates that the autocorrelation in the
returns’ absolute values has an impact on the optimal value n for the local normalization.
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Figure 5.1.: Illustration of the local normalization for n = 13 using the General Electric
stock as an example. The plot shows from top to bottom: the return time
series r(t), the local drift µ13(t), the local volatility σ13(t), and the locally
normalized time series ρ13(t). The time axis ranges from January 2001 to
May 2009.
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Figure 5.2.: Top: Histogram of daily returns normalized on intervals of 100 trading days,
plotted logarithmically. Bottom: Histogram of locally normalized returns
ρ13, plotted logarithmically. For comparison, a standard normal distribution
is plotted as orange dashed line.
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Figure 5.3.: Histograms of locally normalized returns ρn for different values of n. The
black histogram shows the daily returns normalized on intervals of 100 trad-
ing days. Blue corresponds to n = 20, red n = 13, and orange to n = 7.

The fact that the local normalization yields nearly normal distributed time series raises
the question whether these still contain any meaningful information. In the following
section we examine how well the non-lagged cross-correlation between simulated time
series is preserved by the local normalization. First, however, we discuss the impact
on the autocorrelations of the time series. While the autocorrelation of daily returns
drops to zero for non-zero lag times, the local normalization introduces small negative
autocorrelations for lags smaller than n trading days, see Figure 5.5. The same is true
for local detrending based on a moving average [94–96]. The absolute values of daily
returns show a very slowly decaying autocorrelation. While this feature is conserved by
local detrending, it is destroyed almost completely by the local normalization. Instead,
we observe small negative autocorrelations for lags smaller than n trading days and zero
for larger lags, see Figure 5.6.

5.3. Time dependent correlations in a GARCH model

Before we turn our attention to the correlation analysis of empirical market data, we
shall test the local normalization in a well-controlled setting. For this purpose we choose
a GARCH(1,1) model, as introduced by Bollerslev [62], to simulate two time series r1(t)
and r2(t) on a discrete time axis t = 0, . . . , N . The stochastic process for these two time

81



5. Local normalization

Figure 5.4.: Quantile-quantile plot of the locally normalized returns ρ13 versus the normal
distribution. The black lines show the results for each individual stock. The
orange dashed line corresponds the normal quantiles.

Figure 5.5.: Autocorrelation function of the returns r(t) (orange line) and the locally
normalized returns ρ13(t) (black line). The blue dotted line marks zero.
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5.3. Time dependent correlations in a GARCH model

Figure 5.6.: Autocorrelation function of the absolute values of returns |r(t)| (orange line)
and the absolute values of locally normalized returns |ρ13(t)| (black line).
The blue dotted line marks zero.

series reads

rk(t) = σk(t)
(√

c(t) η(t) +
√

1− c(t) εk(t)
)

σ2
k(t) = α0 + α1 r

2
k(t− 1) + β1 σ

2
k(t− 1) .

where η(t) and εk(t) are independent normally distributed random variables, and k = 1, 2.
The parameters α0, α1 and β1 are chosen in order to mimic the behavior of a typical
empirical time series of daily returns. We impose a time dependent correlation c(t) on
the random variables that drive r1(t) and r2(t). However, it will not be straightforward
to recover this correlation from the time series, since the volatilities σ1(t) and σ2(t) are
also fluctuating and are rather uncorrelated.

We simulate time series with a length of 10000 time steps and calculate the correlations
on a moving window of 500 time steps. The results for one realization of the random
processes are shown in Figure 5.7. The average results for an ensemble of 500 realizations
are also depicted. For the raw GARCH data, the correlation is on average underestimated
by 11.4 percent. The local normalization improves this to an average relative error of
-1.9 percent, while also reducing the fluctuations. Here, we use n = 25 for the local
normalization, as this value yields nearly normal distributed values for the time series.
We conclude that the local normalization does not only retain the cross-correlations
between time series, but actually improves the estimation of correlation coefficients.
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Figure 5.7.: GARCH simulation with time dependent correlation, single run of the simu-
lation (top) and ensemble average (bottom). The solid line line corresponds
to the correlations c(t) which were imposed on the random variables in the
GARCH processes. The blue crosses show the correlation coefficient of the
raw GARCH time series. And the orange diamond-shaped symbols show the
results for the locally normalized time series.
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5.4. Time dependence of market correlations

We take a look at market correlations, i.e., the correlations ck between the return time
series of an individual stock k and the market index. Correlations are calculated for each
trading day, taking into account the prices for the M = 50 preceding trading days. The
time horizon for the calculation of correlations was chosen rather short in order to reveal
even rapid changes in the correlations. Yet at the same time, the time horizon cannot be
chosen too small, otherwise the measurement noise due to the finite sample size becomes
the dominant source of fluctuations. In Figure 5.8 the market correlation is displayed
for two examples, Tyco International LTD (TYC, Industrials), and ProLogis SBI (PLD,
Financials). The results are shown for both cases, with and without applying the local
normalization defined in Equation (5.2). Overall, both curves are in good agreement.
This demonstrates that the correlation between two time series is preserved very well
when applying the local normalization. However, the results for the locally normalized
time series are more stable. Large jumps and kinks in local drift and volatility can lead to
erroneous fluctuations in the correlation. These are avoided by the local normalization.
The market correlations of both TYC and PLD are changing considerably over time.
Values range roughly from 0.2 to 0.95 for TYC, and from -0.1 to 0.85 for PLD. The latter
shows a long-term trend towards higher values during the time period considered here.
For comparison, we also show the results for a larger time horizon, M = 200. Here, the
estimation errors due to the non-stationarity of the time series are even more apparent.
The local normalization yields a much smoother result for the correlations.

Figure 5.9 shows the market correlation averaged over all S&P 500 stocks. This average
eliminates most of the finite-sample measurement noise and thus provides a more solid
insight into the dynamics of the market correlations. It is not unusual to observe changes
by more than 30% in the average market correlation in less than 100 trading days. Again,
we compare the results for M = 50 and M = 200. Here, it becomes apparent that the
larger time horizon already smoothes out most of the variability of the correlations. We
don’t observe a noticeable systematic error as in the GARCH simulations discussed in
Section 5.3. The reason for this is that the empirical volatilities of different time series
are stronger correlated than in the GARCH model.

5.5. Average correlation matrix for the S&P 500 stocks

We now consider correlations between the return time series of individual stocks. The
correlation matrix C, with matrix elements Ckl for the correlation of stocks k and l, is an
important input for Markowitz portfolio optimization [29] and therefore receives a lot of
attention in research. However, most of the literature concentrates on the measurement
noise due to the finiteness of the time series, see, for example, References [18–23, 100, 101].
The local normalization introduced in Section 5.2 eliminates local changes of drift and
volatility. This procedure leads to nearly normal distributed time series and allows us to
calculate an average correlation matrix for the entire observation period. For comparison,
we also calculate an average correlation matrix for the original return time series. Both
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Figure 5.8.: Market correlation of TYC (Tyco International LTD, Industrials, left) and
PLD (ProLogis SBI, Financials, right). Calculation on a sliding 50-trading-
days window (top row) and a sliding 200-trading-days window (bottom row).
The results are shown for the original returns (orange lines) and for the
locally normalized returns (black lines).
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5.5. Average correlation matrix for the S&P 500 stocks

Figure 5.9.: Average market correlation which has been calculated on a sliding 50-trading-
days window (top) and a sliding 200-trading-days window (bottom). Results
are shown for the original returns (black line) and for the locally normalized
returns (orange line).
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matrices are depicted in Figure 5.10. They show a very similar structure, though the local
normalization yields a clearer, less noisy plot. The stocks have been sorted by industry
sector using the Global Industry Classification Standard (GICS). The Energy and the
Utilities sector show the strongest intra-sector correlation. They are also correlated to
each other and to the Financials sector, but show rather weak correlation to the remaining
sectors. We also observe a high correlation between the sectors Materials, Industrials,
Consumer Discretionary, Financials, Information Technology and Telecommunication. Of
these the Financials sector shows the highest intra-sector correlation. The sectors with
the weakest correlation are Consumer Staples and Health Care.

To compare the correlation matrices quantitatively, we calculate the absolute difference
of two neighboring correlation coefficients. The average of this value is reduced by 15
percent, if the time series have been locally normalized. This indicates a smoother cor-
relation matrix and a better consistency with the industry classification of the stocks.
Additionally, we perform a spectral analysis of the correlation matrices as in [14, 15].
The histogram of eigenvalues is depicted in Figure 5.11. For the locally normalized re-
turns, the bulk of the spectrum is contracted towards one, i.e., eigenvalues smaller than
one have increased, while eigenvalues larger than one have decreased. However, the two
largest eigenvalues have also increased. The largest eigenvalue corresponds to the overall
market and has increased from 101.3 to 102. The second largest eigenvalue corresponds
to the most dominant industrial sector (Energy) and has increased from 16.8 to 17.4. For
the local normalization, the eigenvector corresponding to the second largest eigenvalue
clearly identifies all stocks of the Energy sector. For the correlation matrix of the original
returns, this identification is less clear. In combination with the insights gained in Section
5.3 for the GARCH model, these results support our claim that the local normalization
yields improved correlation estimates.

5.6. Summary

A crucial feature of financial time series is their non-stationarity. We introduced a method
to normalize the time series locally, such that all local trends and variable volatilities
are removed. The parameter for this local normalization can be adjusted in order to
yield nearly normal distributed time series. We have shown that this procedure works
both for a GARCH simulation, and for daily returns of historical market prices. The
locally normalized time series are much better suited for a cross-correlation analysis than
the original time series with their fat-tailed distributions and non-stationary drifts and
volatilities. We checked carefully – both in GARCH simulations and in empirical data –
that the non-lagged cross-correlations are not lost in the local normalization. In fact, the
correlations are very well-preserved and are no longer prone to artifacts due to sudden
changes in drift or volatility.

In our empirical study we have illustrated how the average level of correlations in the
market can change very rapidly. Furthermore, we considered the average correlation
matrix which exhibits a block structure in accordance with the industry branches. The
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Figure 5.10.: Correlation matrix averaged over all trading days for original returns (left
plot) and locally normalized returns (right plot). The stocks have been
sorted by industry classification (GICS). The industry branches are denoted
beneath the matrix: Energy (E), Materials (M), Industrials (I), Consumer
Discretionary (CD), Consumer Staples (CS), Health Care (HC), Financials
(F), Information Technology (IT), Telecommunication (*), and Utilities (U).
In this color scale representation zero corresponds to white, while larger
values correspond to darker colors. Negative values are negligible here.

Figure 5.11.: Histogram of the relative frequencies ρ(λ) of the eigenvalues for the average
correlation matrix (large eigenvalues displayed as lines in the inset). Results
are shown for the original returns (black line) and for the locally normalized
returns (orange line).
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5. Local normalization

visualization of the correlation matrix revealed less noise when the local normalization
had been applied to the return time series. In the spectral analysis of the correlation
matrix, we found that the local normalization increased the two biggest eigenvalues which
correspond to the market and the most dominant industrial branch. The rest of the
eigenvalues were all slightly contracted towards one.

The local normalization allows for a more direct observation of correlations by avoiding
the difficulties that arise from the non-stationarity of time series. In the following chapters
we shall examine the time dependence of the correlation structure in the market and the
implications for portfolio optimization.
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6. Market similarity and covariance
estimators

In the previous chapter we have already shown evidence that the correlations change with
time. Here we introduce a similarity measure which compares the correlation structure
of the market at different times. Similarity is measured by the matrix 2-norm of the
difference of the correlation matrices estimated for two different times.

We apply this similarity measure to improve the estimation of correlation and covariance
matrices from historical financial data. To this end, we introduce a weighting scheme that
accounts for similarity of previous market conditions to the present one. The resulting
estimators are less biased and show lower variance than either unweighted or exponen-
tially weighted estimators. The method is validated in a simulation study and tested
empirically in the context of mean-variance portfolio optimization. In the latter case we
find an enhanced realized portfolio return as well as a reduced portfolio risk compared to
alternative approaches based on different strategies and estimators.

6.1. Introduction

Good estimates of the correlation and covariance matrices of financial returns are central
for a wide range of applications such as risk management, option pricing, hedging and
capital allocation. For example, in risk management applications, they directly affect
the calculation of the value at risk or the expected shortfall. In the context of capital
allocation, the correlation structure is key in the classical portfolio optimization problem,
as shown in the seminal work of Markowitz [102].

Generally, the quality of the estimated matrices increases with the length of the time
series, i.e., the amount of data used. For small datasets the matrices have a large variance
and may even be singular or indefinite. In financial context, however, using long time
series results in biased estimates of the correlation structure, since the dependence of
asset returns is not constant in time (see, e.g., [103] for an early review).

The problem is that standard estimators equally weight all parts of the dataset. By
consequence, out-of-date and improper information highly affect the estimates. Here
we tackle this problem by introducing a new weighted estimator of the correlation or
covariance matrix. This estimator makes use of enough data to adequately limit its
variance but, in order to minimize its bias, focuses only on those parts of the data where
the market is in a similar condition, i.e., it exhibits a similar correlation structure.
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To reduce the effects of time changing structures, common approaches in the literature
choose time intervals in which the structures are approximately constant. Examples of
such approaches are exponentially weighted estimators like the RiskMetrics estimators
(see, e.g., [104]) or the estimators discussed in [105]. Since these estimators only use a
small part of the data, they show a large variance. Moreover, whenever the number of
effectively used observations is not large compared to the dimensions of the time series,
estimated correlation and covariance matrices may be regarded as completely random.
[14] showed in an empirical example that in such cases 94% of the spectrum of esti-
mated correlation matrices equal the spectrum of random matrices and only their largest
eigenvalues may be estimated adequately. Solutions to this problem involve reducing the
dimensionality of the problems by imposing some structure on the correlations, e.g., by
using factor models or shrinkage estimators as in [106] or by noise reduction techniques,
e.g., Random Matrix Filtering [18] or Power Mapping [101].

Beside the non-parametric estimators mentioned above, there are approaches such as
the DCC model of [107] which capture the time changing structure directly. They use
conditional dynamic models of the correlation matrices going back to the work of [62]. A
short overview may be found in [108] or [109]. These approaches, however, are parametric
approaches, i.e., they assume parametric models for the dynamics and face model risk.
The decision which of the numerous variations of the models in the literature fits the data
best can only be made ex-post and only after comparing results from various different
models. Our focus is therefore, how to improve non-parametric estimation with respect
to bias and variance of the estimators.

With the availability of intraday high frequency financial data, it was expected that finer
sampled data would effectively enlarge the datasets and improve estimates of parameters.
However, when return data is observed on shorter time intervals, it is contaminated by
market microstructure effects. These effects influence estimators and induce bias and
noise (see, e.g., for a recent discussion [110]). Possible reasons include asynchrony and
decimalization effects (see, e.g., [51, 53, 111]).

Since the amount of data for the estimation may only be increased by either considering
a longer time period or by sampling on higher frequencies, the mentioned properties of
financial time series limit the amount of usable data. Longer time intervals bias the
estimators due to the time changing nature of the matrices. Higher frequencies intensify
the effects of the market microstructure on the estimators.

Here, we circumvent these limits. We propose to enlarge the amount of usable data by
adaptively including different parts of the time series with similar correlation structures
into the estimator. We therefore introduce a similarity measure which measures the
degree of similarity between days of the time series based on probe correlation estimates.
We demonstrate the application of the measure on assessing similarities on stock returns
from the S&P 500 index. The measure reliably detects regime changes in the data as well
as the special market situation during the financial crisis in 2008.

The similarity measure enables us to construct a weighting scheme for correlation or
covariance estimators that attaches high weights to similar parts of the data and sup-
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presses distortions. In a simulation study, we demonstrate that these similarity weighted
estimators show smaller bias and variance than unweighted or exponentially weighted
estimators. The results hold for constant as well as for dynamic correlation structures in
the data. In a real data application we apply our estimator to covariance estimation in the
context of mean-variance portfolio optimization. We use time-series of stocks from the
S&P 500 index and randomly choose stocks to build up portfolios. We show that optimal
portfolios which are based on the similarity weighted covariance estimator outperform
alternative approaches with respect to realized volatility and realized return.

Section 6.2 introduces the measure of similarity. In Section 6.3, a similarity based weight-
ing scheme for estimators of correlation or covariance is constructed. Section 6.4 contains
a simulation study analyzing variance and bias of the resulting estimators. In Section 6.5
we empirically apply the estimators in the context of mean-variance portfolio optimiza-
tion. Section 6.6 concludes.

6.2. Measuring market similarity

We measure the degree of similarity ζ in the market’s correlation structure by the norm
of the difference of the correlation matrices C(t1) and C(t2) at times t1 and t2,

ζL(t1, t2) =
∣∣∣∣CL(t1)− CL(t2)

∣∣∣∣
2
, (6.1)

where ||C||2 represents the induced matrix 2-norm (or Euclidean norm) of the real valued
matrix C, which, in case C is symmetric, corresponds to the absolute value of its largest
eigenvalue. The correlation matrices CL(t1) and CL(t2) are estimated on a backward-
looking moving window of length L. The window length L is indicated by a superscript,
i.e., ζL. To reduce the impact of outliers in the data, the estimates are based on Spear-
man’s rank correlation instead of Pearson’s product moment correlation, as the former
estimator is more robust to non-normal distributions1. Since the estimates should be
unbiased for time varying correlations, the use of small window lengths is recommended.
As discussed in [14], this results in noisy estimates of the matrices and only the largest
eigenvalues of the matrices are adequately estimated. However, the similarity measure
(6.1) is based on the 2-norm and thus depends only on this largest eigenvalue, which can
be estimated even for small values of L.

Figure 6.1 illustrates the evolution of the similarity measure ζ50 for the example of the
471 assets that were continuously listed in the S&P 500 index between Aug 2005 and Jan
2010. The similarity measure is evaluated for every day within this period and depicted
as a matrix. Each point of the graphic reflects the degree of similarity between the days
at its coordinates.

1The local normalization, introduced in the previous chapter, may also be used in this context. In
contrast to the Spearman’s rank correlation, it directly addresses the issue of non-stationarity in the
individual time series. While the local normalization was not used in this particular study, we checked
later on that it yields comparable results for similarity weighted estimators.
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Figure 6.1.: Illustration of the ζ50 similarity measure for the correlation structure of the
S&P 500 index from 2005 to the beginning of 2010. The region past Oct
2008 can clearly be identified as the beginning of the financial crisis in 2008.
Furthermore, in Feb 2007 the correlation structure of the assets changes.

The axes represent time, therefore the evolution of the market related to a specific point
in time is given by the upright (or vertical) intersection through this point. Darker regions
on this intersection are less similar and brighter regions more similar to the situation at
the specific point in time. In this illustration, the financial crisis is clearly visible by the
dark shaded area from Oct 2008 to Mar 2009. The correlation structure in this period
is completely different from any period before. After this period we find the market
stabilizing: The correlation structure becomes similar to previous market states again.
Beside the financial crisis, we can find regions for any point in which the correlation
structure was similar and regions where it was different.

Furthermore, we are able to identify a regime switch in the correlation structure at the
end for Feb 2007, indicated by a shift from light to dark shared areas. This transition
is reflected in a raised average correlation level which affects the measure of similarity.
Figure 6.2 shows the average correlation of the 471 assets over time. Between Feb 2007
and Apr 2007 the overall level of correlation increases, indicating the new correlation
regime. The sharp transition on Feb 2007 was induced by a large overall price drop
of the stocks in the S&P 500. This originated in drastic events on the Chinese stock
market2.

2See, e.g., Cover Story of Bloomberg Businessweek, Mar 12 2007: What The Market Is Telling Us.

94



6.3. Similarity weighted estimators

Oct 2005

Apr 2006

Oct 2006

Apr 2007

Oct 2007

Apr 2008

Oct 2008

Apr 2009

Oct 2009
0.1

0.2

0.3

0.4

0.5

0.6

0.7

r s

Figure 6.2.: Mean of pairwise Spearman’s correlation coefficients for the dataset from Sep
2008 to Nov 2009 each evaluated with a moving window of 50 trading days.
In Feb 2007 the overall level of correlation increases.

6.3. Similarity weighted estimators

The similarity measure ζL may serve as a weighting scheme for estimators of correlation
or covariance matrices. With respect to the reference point t0 the scheme inscribes high
weights to periods where the market behaved in a similar manner. On the other hand, the
periods in which the market behaved very differently are suppressed. Therefore, consider
the adapted similarity measure

ζ̃L(t, t0) = 1− ζL(t, t0)

2(K − 1)
, t ∈ [t0 − T, t0], (6.2)

where T is the total number of considered time steps, i.e., the length of the time series.
The factor K refers to the number of assets to include. 2(K−1) represents the theoretical
maximum possible value for ζ, i.e., the highest possible dissimilarity. This is easily checked
by calculating the difference of the correlation matrices for the fully correlated case and
the fully anticorrelated case. The value of all non-diagonal entries of the resulting matrix
is 2, while the diagonal entries are zero. Therefore the largest eigenvalue of this matrix
is 2(K − 1).

We note that the probe matrices CL in equation (6.1) are estimated with window length
L. Therefore, within the time-span [t0−L, t0], they share identical values with the probe
matrix at t = t0. ζ̃

L(t, t0) is then dominated by the amount of identical values and not
by the estimated similarity. In particular, the identical values can affect the similarity
measure by orders of magnitude. Therefore, the similarity measure is not reliable within
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this region and is set to the maximum value of the other time-spans, resulting in a
corrected measure

ζ̃∗L(t, t0) =

{
max(ζ̃L(t < t0 − L, t0)) t ∈ [t0 − L, t0]

ζ̃L(t, t0) t ∈ [t0 − T, t0 − L[
. (6.3)

By choosing the maximum value of similarity, we assume a high similarity of the most
recent data which should be reasonable in most of the cases. However, the actual choice
of similarity for the region of t ∈ [t0 − L, t0] only has a small impact on the overall
weighting, since usually L � T, as long as deterministic effects in ζ̃L are excluded. A
normalized weighting scheme for the estimation of the correlation or covariance matrix
C(t0) or Σ(t0) at time t = t0 is then

w(t, t0, L) =
ζ̃∗L(t, t0)

t0∑
t′=t0−T

ζ̃∗L(t′, t0)

, (6.4)

resulting in the weighted estimators

Ĉ(t0) =

t0∑
t=t0−T

w(t, t0, L) ĈL(t) and

Σ̂(t0) =

t0∑
t=t0−T

w(t, t0, L) Σ̂L(t) . (6.5)

The superscript L again denotes the respective window length of the estimators. For large
T and time series with dynamic correlation structure, the weighting scheme should be
restricted to the s largest values of w. This leads to a complete suppression of dissimilar
parts of the data. Let w(s) denote the s-th largest value of w. The restricted scheme ws
is then given by

ws(t, t0, L) =
|w − w(s)|+
t∑

t′=t0−T
|w − w(s)|+

, (6.6)

with

|w − w(s)|+ = max(w(t′, t0, L)− w(s) , 0) . (6.7)

The unbiasedness of the estimators (6.5) in time series, where the underlying correlation
matrix is constant, is easily checked. However, due to fluctuations of the weights w, their
variances are expected to be slightly larger than for a constant non-adaptive weighting
scheme w = 1/T. These effects are explored in the simulation study in the next section.

6.4. Simulation study

The study presented here aims at the validation of the estimators introduced in the last
section. We estimate correlation and compare it to standard estimators with respect to
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Figure 6.3.: Shown are the theoretical similarity matrices of the second and third scenario
for the first 1000 trading days. In the left figure, the discrete regimes of the
second scenario are clearly visible. In the right figure the similarity matrix
of the third scenario is shown. It shows no sudden changes.

bias and variance. Bias and variance of the estimators are calculated as the deviation
of the sample mean from the theoretical value (bias) and the sample variance of the
estimates of 400 repetitions of the study, respectively. The study consists of 3 scenarios
of normally distributed daily returns of 16 assets. The scenarios are constructed similarly
to the testing environments in [20].

The first scenario is equicorrelation with the parameter ρ = 0.7. This means that all
pairwise correlations of the correlation matrix (ρi,j) of the 16 asset returns are equal
to ρ = 0.7 for i 6= j. In the second and third scenario, the market consists of two
equicorrelated branches, the first 8 assets with the parameter ρ1 and the second 8 assets
with ρ3. Assets of two different branches are equicorrelated with the parameter ρ2 = 0.2.
The equicorrelation parameters of the branches change over time, i.e., ρ1 = ρ1(t) and
ρ3 = ρ3(t).

In the second scenario, the market switches deterministically in turn between three differ-
ent regimes. Each regime lasts 100 trading days. In regime 1, the branches are equicor-
related with parameters ρ1 = 0.7 and ρ3 = 0.3. In the second regime, these parameters
are both equal to 0.5, in the third regime, they are 0.3 and 0.7, respectively.

In the third scenario, the parameters ρ1(t) and ρ3(t) change sinusoidally with the trading
days t according to:

ρ1(t) = 0.4 + 0.3 sin

(
t

600
2π

)
(6.8)

ρ2(t) = 0.4 + 0.3 sin

(
t− 300

600
2π

)
. (6.9)

Figure 6.3 depicts the theoretical similarity matrices of the second and third scenario for
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the first 1000 trading days. The discrete regimes of the second scenario are clearly visible
while the similarity matrix of the third scenario shows no sudden changes.

The similarity weighted estimator is compared to benchmark estimators. The first bench-
mark is the standard Pearson correlation estimator based on the last 300 returns. As the
second benchmark, we use the RiskMetrics exponentially weighted correlation estimator.
The estimator weights the j-th recent return with weight wj . The weights are chosen
according to

wj =

(
1− λT

1− λ

)−1 T∑
j=1

λj−1 ≈ (1− λ)
T∑
j=1

λj−1 , (6.10)

with λ = 0.94 as suggested by [104].

We estimate the correlation matrix in all three scenarios for the days t = 1000, t = 2500
and t = 5000. The correlation matrix of the first scenario has only one parameter ρ, while
the matrices of the second and third scenario have three parameters ρ1, ρ2 and ρ3. We
estimate these parameters by averaging the corresponding entries of the estimated matri-
ces. To estimate mean and variance of these estimators, each simulation is independently
repeated 400 times. The results are presented in tables 6.1 to 6.3 which show the means
and sample standard deviations of the parameters of interest over the 400 repetitions for
the 3 estimators.

Table 6.1 shows the results of scenario 1. The parameter ρi,j = 0.7 is estimated adequately
in all cases, which confirms that all estimators are unbiased in this setup. As to be
expected, the standard estimator has the lowest variance. It uses a constant weighting
scheme. This is known to be optimal, when the underlying correlation is constant. In
this setup, the adaptive weighting scheme of the similarity weighted estimator should
also equally weight all observations. However, due to stochastic fluctuations the weights
vary. Therefore, the variance of the estimator is slightly larger than the variance of the
standard estimator. The exponentially weighted scheme suffers the highest variance as
it heavily weights the most recent observations. This results in an unbalanced weighting
scheme which is not optimal in this scenario.

The results of scenario 2 are shown in table 6.2. The standard estimator is highly biased
since its weighting scheme weights data from all 3 regimes equally. Unlike the stan-
dard estimator, the exponential estimator weights the most recent observations most and
therefore seems unbiased. Again, its variance is the largest among the three considered
estimators. The similarity weighted estimator shows variances comparable to the vari-
ance of the unweighted estimator but is nearly unbiased. Table 6.3 shows the results
of scenario 3. Since in this scenario the true parameters change continuously in time,
the scenario tests if the adaptive scheme given by the similarity measure separates the
similar regions from the dissimilar ones in an adequate way. The results are analogue to
the results of scenario 2, but for the days 1000 and 2500 also the similarity weighted and
exponentially weighted estimators deviate from the theoretical values. However, they
both are much closer to the theoretical value than the unweighted estimator.

It is worthwhile to note that in all scenarios the bias of the similarity weighted estimator
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Table 6.1.: Simulation results for scenario 1, the scenario of constant correlation struc-
ture. Shown are the results for the similarity weighted, the unweighted and
the exponentially weighted estimator. All estimators are unbiased, the expo-
nentially weighted estimator shows the largest standard deviation.

similarity unweighted exponential
ρScen1 ρ̂Scen1 σ̂ρ̂Scen1 ρ̂Scen1 σ̂ρ̂Scen1 ρ̂Scen1 σ̂ρ̂Scen1

Day 1000 ρ = 0.7 0.6974 0.0364 0.6979 0.0296 0.6947 0.0736
Day 2500 ρ = 0.7 0.6991 0.0403 0.7002 0.0288 0.6977 0.0729
Day 5000 ρ = 0.7 0.6973 0.0429 0.7004 0.0296 0.7022 0.0718

is similar to the bias of the exponentially weighted estimator. The standard deviation
of the similarity weighted estimator, however, is only slightly larger than the standard
deviation of the unweighted estimator and much smaller than the standard deviation of
the exponentially weighted estimator. The chosen number of 16 assets may seem small
from a practical point of view. To ensure the scaling of the results with dimensions, the
same study was conducted for 100 assets with analogous correlation structures leading
to equivalent results.

6.5. Application to financial data

In this section, we apply our estimator to financial data in the context of mean-variance
portfolio allocation. The application is motivated by [112] who showed that the realized
volatility of theoretically optimal portfolios is lowest if the covariance matrices for the
optimization process are correctly specified. We therefore compare realized volatility and
return of various portfolios drawn from the S&P 500. The study shows that portfolios
based on the similarity weighted estimator outperform alternative portfolios. We conclude
that these similarity weighted estimators perform very well in real data applications.

The value V of a portfolio consisting ofK assets with prices Si and corresponding portfolio
weights wi (i = 1 . . .K) is given by

V =
K∑
k=1

wkSk = w′S , (6.11)

where S refers to the (K×1) vector of asset prices and w contains the respective weights.

Consider an investment period from day t = 0 to day t = T. Let Σ and µ be covariance
matrix and the expectation of theK asset returns over the period. Then portfolio variance
and expectation at time t = T are given by

Var(VT ) = w′Σw ,

E[VT ] = V0(1 +w′µ) ,
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Table 6.2.: Simulation results for scenario 2, the scenario of discrete regimes in the cor-
relation structure. Shown are the results for the similarity weighted, the
unweighted and the exponentially weighted estimator. Clearly, the similarity
weighted and the exponentially weighted estimators are less biased than the
unweighted estimator. The exponentially weighted estimator shows a much
larger standard deviation than the similarity weighted one. Note that the
theoretical values refer to the values of the regimes of one day before the
mentioned days.

similarity unweighted exponential
ρScen2 ρ̂Scen2 σ̂ρ̂Scen2 ρ̂Scen2 σ̂ρ̂Scen2 ρ̂Scen2 σ̂ρ̂Scen2

Day 1000
ρ1 = 0.7 0.6605 0.0339 0.4992 0.0448 0.6911 0.0759
ρ2 = 0.2 0.2007 0.0528 0.1995 0.0552 0.1925 0.1350
ρ3 = 0.3 0.3368 0.0498 0.5000 0.0442 0.3002 0.1299

Day 2500
ρ1 = 0.7 0.6792 0.0341 0.4985 0.0456 0.6883 0.0734
ρ2 = 0.2 0.2026 0.0551 0.1996 0.0553 0.1975 0.1363
ρ3 = 0.3 0.3199 0.0464 0.4989 0.0443 0.3019 0.1288

Day 5000
ρ1 = 0.5 0.4992 0.0492 0.4972 0.0448 0.5010 0.1072
ρ2 = 0.2 0.2005 0.0623 0.1987 0.0558 0.1947 0.1384
ρ3 = 0.5 0.4994 0.0502 0.4995 0.0458 0.4946 0.1076

Table 6.3.: Simulation results for scenario 3, the scenario with sinusoidally changing cor-
relation structure. Shown are the results for the similarity weighted, the
unweighted and the exponentially weighted estimator. Clearly, the similar-
ity weighted and the exponentially weighted estimators are less biased than
the unweighted estimator. Due to the fast changing structures, for the days
1000 and 2500 they deviate from the theoretical values but are much closer
to the theoretical value than the unweighted estimator. Again, the exponen-
tially weighted estimator shows a much larger standard deviation than the
similarity weighted one.

similarity unweighted exponential
ρScen3 ρ̂Scen3 σ̂ρ̂Scen3 ρ̂Scen3 σ̂ρ̂Scen3 ρ̂Scen3 σ̂ρ̂Scen3

Day 1000
ρ1 = 0.1402 0.2144 0.0548 0.4941 0.0457 0.1927 0.1391
ρ2 = 0.2 0.1994 0.0524 0.1997 0.0561 0.1951 0.1374
ρ3 = 0.6598 0.5796 0.0429 0.3058 0.0532 0.5994 0.0869

Day 2500
ρ1 = 0.6598 0.6012 0.0478 0.3062 0.0540 0.6029 0.0891
ρ2 = 0.2 0.2007 0.0529 0.2007 0.0559 0.1992 0.1363
ρ3 = 0.1402 0.1994 0.0516 0.4935 0.0459 0.1905 0.1372

Day 5000
ρ1 = 0.6598 0.6692 0.0361 0.4955 0.0457 0.6767 0.0804
ρ2 = 0.2 0.1993 0.0553 0.1996 0.0552 0.1979 0.1360
ρ3 = 0.1402 0.1302 0.0469 0.3030 0.0539 0.1221 0.1397
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where 1 is a vector of ones. Let δVt denote the daily returns of the portfolio over the
investment period. Then

RV =
T∑
t=0

(δVt)
2

is the realized volatility of the portfolio which is a measure of the portfolio risk over the
investment period.

In mean-variance portfolio optimization as introduced by [102], optimal portfolio weights
wi are derived by minimization problems of the form

min
w

{
1

2
w′Σw − γw′µ

}
, (6.12)

subject to certain constraints, e.g.,

K∑
k=1

wk = 1 (6.13)

(budget restriction). The parameter γ > 0 is the investors’ risk tolerance parameter.
A value γ = 0 denotes no risk tolerance. In this case, the investor’s only aim is to
minimize the portfolio variance. Large values of γ denote risk neutrality, i.e., the investor
maximizes the expected portfolio return only.

Since different investors have different risk tolerance levels, we focus on two special cases
of the minimization problem. We consider the minimum-variance portfolio (MVP), i.e.,
the portfolio of minimal variance without further constraints, and the portfolio with
minimal variance under the constraint of a fixed target portfolio return R (TRP). The
minimum-variance portfolio is the solution of equation (6.12) when γ is set to zero, i.e.,
the investor is not risk tolerant. To obtain portfolio TRP, γ can easily be expressed by
the target return R

γ =
R− α

β

µ′Σ−1µ− α2

β

, (6.14)

where α = 1′Σ−1µ and β = 1′Σ−11. A detailed derivation can be found, e.g, in [113].

In a recent paper, [114] argue that minimum-variance portfolios outperform various other
strategies of portfolio optimization, even with respect to their return.

By contrast, [115] raise the question whether portfolio optimization pays out at all. In
their results, optimized portfolios do not significantly outperform naively diversified port-
folios, i.e., portfolios where the same amount 1/n is invested in n assets. We therefore
include this naive portfolio in our study, even though the naive portfolio does not depend
on estimators of correlation or covariance. The portfolio strategies MVP and TRP allow
to rank the estimators of the covariance structure according to the portfolio performance,
while the outcomes of the naive portfolio confirm the overall plausibility of the results.
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The basic idea of the study is to calculate optimal portfolios for every day of our dataset
and to evaluate them over some investment horizon T with respect to risk (realized volatil-
ity) and return. We then compare the results of the different strategies and estimators.
Since mean variance portfolio optimization requires inversion of the covariance matrix,
the matrices must not be singular. Covariance and correlation matrices based on expo-
nentially weighted estimators are often near to singularity. For example, the standard
RiskMetrics approach with λ = 0.94 results in a time series with an effective length of ap-
proximately only 30 trading days. Therefore, exponentially weighted estimators perform
badly in our study and we exclude them from the graphs for clarity and convenience.

We use the same dataset as in Section 6.2, i.e., the 471 assets of the S&P 500 index
that are included in the index from 2005 to the beginning of 2010. From this dataset, we
randomly choose 10 portfolio constellations of 100 stocks each. For every trading day from
Aug 2008 to Nov 2009 we compute portfolio weights for the constellations corresponding
to the 3 strategies. The required covariance estimates rely on the similarity weighted
estimator and alternatively on the unweighted estimator. For the first estimator, we
need a similarity measure, which is determined as discussed in Section 6.2. The probe
matrices to calculate the similarity measure rely on moving windows of L = 50 trading
days and are based on all 471 assets of the dataset. We find that a value of L = 50
gives the best results in terms of portfolio risk and stability. Window lengths between
30 to 70 trading days lead to similar results. The results for window lengths around 50
seem to be quite representative for this application. However, other scenarios, markets
or applications might require a different window length which needs to be evaluated on
different objectives.

The weighting scheme of the estimator includes the s = 300 most similar past days. The
unweighted estimator is based on a moving window of 300 days. The weights of the target
return portfolio rely on an additionally specified target return R and on estimates of the
vector µ of expected returns as well. The vector µ is estimated by the returns of the
portfolio’s stocks for every trading day from a moving window of 14 trading days. The
target return is then adaptively chosen to be 5 percentage points above the average entry
of µ.

The evaluation results of realized volatility and returns are shown in Figures 6.4 and
6.5 and in tables 6.4 and 6.5. The evaluation periods are 14, 28 and 56 trading days,
respectively. The results shown are averages of the 10 portfolio constellations. Visual
inspection of the figures shows that the naive portfolio performs worst, especially during
the financial crisis. In this time frame, the incorporation of the covariance structure into
the portfolio weights pays out. Realized volatility of the optimized portfolios consistently
lies below the realized volatility of the naive portfolios whereas the similarity weighted
scheme obtains the best results. The results are robust for the considered investment
horizons which is shown in the tables in more detail.

In both cases, in the minimum variance portfolio (MVP) as well as in the 5% above market
drift portfolio (TRP), the similarity weighting significantly reduces the realized risk.
Moreover, the TRP case reveals that the realized return could be improved compared to
the unweighted optimization, although the naive portfolio features an even higher return.
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Figure 6.4.: Average realized return and realized volatility (risk) for a target return of
5% above portfolio drift over 10 portfolio constellations. The unweighted
correlation matrix (300 days moving window) is compared to a similarity
weighted correlation matrix using the similarity measure ζ50. The results are
compared to a naive portfolio as a reference.
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Figure 6.5.: Average realized volatility risk for a minimum variance portfolio over 10
portfolio constellations. The unweighted correlation matrix is compared to
a weighted correlation matrix using the similarity measure ζ50. The results
are compared to a naive portfolio as a reference.

Table 6.4.: Average realized risk in mean-variance portfolio optimization for the minimum
variance portfolio and different evaluation windows. The last column provides
a comparison to the naive portfolio.

Optimization type

Evaluation unweighted weighted naive

14 day 0.00052 0.00047 0.00124

28 day 0.00102 0.00090 0.00252

56 day 0.00231 0.00211 0.00593
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Table 6.5.: Average realized return and realized risk in mean-variance portfolio optimiza-
tion for a target return of 5% above the market drift and different evaluation
windows. The last column provides a comparison to the naive portfolio.

Optimization type

Evaluation unweighted weighted naive

14 day Risk 0.00054 0.00048 0.00124
Return -0.00391 -0.00252 -0.00103

28 day Risk 0.00108 0.00095 0.00252
Return -0.00918 -0.00567 -0.00202

56 day Risk 0.00244 0.00224 0.00593
Return -0.02138 -0.01547 -0.00362

6.6. Summary

We introduced a measure that quantifies the similarity of the correlation structure for two
different times. This measure gives a clear indication for drastic changes in the market
structure, e.g., at the beginning of the financial crisis 2008.

The similarity measure was adapted to calculate weighted correlation and covariance
matrices in which information that originated from a similar market state is weighted
higher.

We analyzed the resulting similarity weighted estimators in a simulation study and ap-
plied them to a mean-variance portfolio optimization on empirical data. The results show
that our method is able to reduce the portfolio volatility and to enhance the realized port-
folio return compared to the use of unweighted correlations. The application of similarity
weighted estimators is especially advantageous in periods in which the market structure
changes drastically.
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7. Identifying states of a financial market

The understanding of complex systems has become a central issue because complex sys-
tems exist in a wide range of scientific disciplines. Time series are typical experimental
results we have about complex systems. In the analysis of such time series, stationary
situations have been extensively studied and correlations have been found to be a very
powerful tool. Yet most natural processes are non-stationary. In particular, in times of
crisis, accident or trouble, stationarity is lost. As examples we may think of financial
markets, biological systems, reactors (both chemical and nuclear) or the weather. In
non-stationary situations analysis becomes very difficult and noise is a severe problem.
Following a natural urge to search for order in the system, we endeavor to define states
through which systems pass and in which they remain for short times. Success in this
respect would allow to get a better understanding of the system and might even lead to
methods for controlling the system in more efficient ways.

Here we concentrate on financial markets. We analyze the S&P 500 stocks in the 19-
year period 1992-2010. We use the correlation matrix to identify and classify typical
“market states”. In particular we ask, how similar is the present market state, compared
to previous states? To calculate this similarity we measure temporal changes in the
statistical dependence between stock returns.

7.1. Similarity of the markets in different time points

The effort to understand the dynamics in financial markets is attracting scientists from
many fields [103, 116–122]. Statistical dependencies between stocks are of particular
interest, because they play a major role in the estimation of financial risk [17]. Since the
market itself is subject to continuous change, the statistical dependencies also change in
time. This non-stationary behavior makes an analysis very difficult [123, 124].

It is necessary to consider data over large time horizons T so as to obtain reliable statistics.
This leads to a fundamental problem that arises in the case of non-stationary systems:
To extract useful information from empirical data we seek a correlation matrix from very
recent data, in order to provide a good description of current correlation structure. This
is because correlations change dynamically due to the non-stationarity of the process,
making it very difficult to estimate them precisely [80, 81, 83, 101]. However, if the length
T of the time series is short, the correlation matrices C are noisy. On the other hand, to
keep the estimation error low, T can be increased, but this leads to a correlation matrix
that generally does not describe the present state very well. Various noise reduction
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techniques provide methods to conquer noise [14, 18, 21, 100, 125].

In several non-stationary systems, it is possible to obtain a large number of correlated data
over time. Such systems include, but are not restricted to, financial markets (which show
non-stationary behavior due to crises), biological or medical time series (such as EEG),
chemical and nuclear reactors (non-stationary behavior includes, in particular, accidents)
or weather data. In the following, we only consider the financial markets, since we have
studied extensively some very high quality data of this system, the non-stationary features
of which have been quite striking in the last years. We propose a definition of a state
which is appropriate for such systems and suggest a method of analysis which allows for
a classification of possible behaviors of the system.

When T/K < 1, which is the case we are interested in, the correlation matrix becomes
singular. However, one can still make significant statistical statements, e.g., for the
average correlation level whose estimation error decreases as 1/K. In the following, we
focus on correlation matrices C(t1) and C(t2) at different times t1 and t2 measured over
a short time horizon. Therefore these have a pronounced random element. We take these
objects as the fundamental states of our system. As a central element, we employ the
distance measure introduced in the previous chapter1. We define

ζ(t1, t2) ≡ 〈|Cij(t1)− Cij(t2)|〉ij (7.1)

to quantify the difference of the correlation structure for two points in time, where | . . . |
denotes the absolute value and 〈. . .〉ij denotes the average over all components. Note that
in this case the random component that is unavoidable in the definition of the states of
the system is strongly suppressed by the average over K2 � 1 numbers.

7.2. Empirical study

To apply the above general statements to a specific example, we analyze two datasets: (i)
we calculate ζ(t1, t2) based on the daily returns of those S&P 500 stocks that remained
part of the S&P during the 19-year period 1992–2010, and (ii) we study the four-year
period 2007–2010 in more detail based on intraday data from the NYSE TAQ database.
Since the noise increases for very high-frequency data [37, 51, 53], we extract one-hour
returns for dataset (ii). For one-hour returns, we consider this market microstructure
noise as reasonably weak.

However, sudden changes in drift and volatility are present on all time scales. They
can result in erroneous correlation estimates. To address this problem, we employ the
local normalization method introduced in Chapter 5. The results of dataset (i) are
presented in figure 7.1a. In this figure, each point is calculated on correlation matrices
over the previous two months. This new representation gives a complete overview about
structural changes of this financial market of the past 19 years in a single figure. It allows

1To be precise, we used the 1-norm instead of the 2-norm in this study. However, we checked that our
results are robust with respect to the particular choice of the distance measure.
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to compare the similarity of the market states at different times. To make this procedure
concrete, consider the following example. Pick a point on the diagonal of figure 7.1a and
designate it as “now”. From this point the similarity to previous times can be found on
the vertical line above this point, or the horizontal line to the left of this point. Light
shading denotes similar market states and dark shading denotes dissimilar states. We can
furthermore identify times of financial crises with dark shaded areas. This indicates that
the correlation structure completely changes during a crisis. There are also similarities
between crises, as between the “credit crunch” that induced the 2008–2009 financial crisis
and the “market meltdown”, the burst of the dot-com bubble in 2002. A further example
is the overall rise in correlation level in the beginning of 2007. This event can be mapped
to drastic events on the Shanghai stock exchange [126].

Using dataset (ii), we are able to obtain a more detailed insight into recent market
changes, as shown in figure 7.1b. This area is represented by the lower right square in
figure 7.1a. Using intraday data, we calculate the correlation matrices on shorter time
scales. We choose a time horizon of one week, because it provides insight into changes
in the correlation structure on a much finer time scale. This enables us to identify a
short sub-period within the 2008–2009 crisis (in the beginning of 2009) during which the
market temporarily stabilizes before it returns to the crisis state. Figure 7.2 provides a
detailed look. While the correlation structure during the crisis displays an overall high
correlation level, the correlation structure of the stable period is similar to the period
before the crisis, one of the typical states in a calm period which is identified from daily
data in dataset (i). This phenomenon might be related to the market’s reaction to news
about the progress in rescuing the American International Group (A.I.G.) [127].

The evolutionary structure presented in Figures 7.1a and 7.1b illustrate that the correla-
tion matrix sometimes maintains its structure for a long time (bright regions), sometimes
changes abruptly (sharp blue stripes), and sometimes returns to a structure resembling a
structure the market has experienced before (white stripes). This suggests that the mar-
ket might move among several typical market states. How can we identify these market
states? Using our distance measure for correlation matrices, we can perform a cluster
analysis which groups similar correlation structures together and thereby allows us to
identify the dominant market states.

7.3. Cluster analysis

For this analysis, we use the correlation matrices obtained for dataset (i). We consider
only disjunct two-month time windows ending at the respective dates. Because of the
window length, some financial crashes cannot be resolved. Our aim is rather to identify
the evolution of the market, which is, in some cases, induced by financial crisis.

Our clustering analysis is based on a top-down scheme: All the correlation matrices are
initially regarded as a single cluster and then divided into two clusters by a procedure
based on the k-means algorithm. Each division step consists of the following process:
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1. Choose two initial cluster centers from all matrices. Label all other matrices by the
more similar cluster center in terms of ζ.

a) Calculate the “center of mass” of each cluster. Take these as the new cluster
centers.

b) Re-label all matrices to their most similar cluster center.

c) Repeat this process until there is no change in labeling.

For each division step, this process minimizes the sum of distances to the cluster centers,

D =
2∑
i=1

∑
tj∈Si

〈∣∣∣Ckl(tj)− C(i)
kl

∣∣∣〉
kl

, (7.2)

where C(i) is the correlation matrix of cluster center i, and Si is the set of times tj defining
cluster i. In order to find the global minimum of D, we have to repeat this process for
many different choices of initial cluster centers. If we repeat the division process until all
correlation matrices are identified as different clusters, we obtain the full clustering tree
shown in figure 7.3.

We can stop this division process when the average distance from each cluster center to its
members becomes smaller than a certain threshold. To identify the typical market states,
we choose the threshold at 0.1465 as it represents the best ratio between the distances
between clusters and their intrinsic radius. The corresponding clustering tree is shown
in figure 7.4.
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(a) daily data

(b) intraday data

Figure 7.1.: Financial crisis are accompanied by drastic changes in the correlation struc-
ture, indicated by blue shaded areas. The market similarity ζ in panel (a) is
based on daily data. Panel (b) is a more detailed study of the 2007–2010 pe-
riod, including the “credit crunch.” The area of panel (b) is a magnification
of the lower right square in panel (a).
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Figure 7.2.: Within the 2008–2009 crisis, the market temporarily stabilizes. This stable
state is very similar to the pre-crisis state that we identified from daily data
(state 7).
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Figure 7.3.: The entire tree of the clustering analysis: No termination of the division
process takes place until all the correlation matrices are identified as different
components. The large bold numbers represent the market states each of
which consists of the matrices in the sub-trees below. Each right end of
the tree corresponds to each 2-month term (year-term). Terms 1, 2, . . . ,
6 correspond to January to February, March to April, . . . , November to
December, respectively. The length of each branch represents the distance
from the center of the subcluster to the center of the original cluster before
the last dual division.
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Figure 7.4.: Clustering tree structure of the 8 market states.
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7.4. Market states

To visualize the characteristic structures of each state, we calculate its average correlation
matrix and sort the companies according to their industry branch, as defined by the
Global Industry Classification Standard (GICS). The resulting matrices, the industry
branches correspond to the blocks on the diagonal. The correlation between two branches
are given by the off-diagonal blocks. The results are illustrated in figure 7.5. We can
confirm that the typical states obtained from the clustering analysis indeed correspond
to different characteristic correlation structures.

Our analysis also offers insight into market structure dynamics. Figure 7.6 shows the
temporal behavior of the market state. The market remains in the same state, sometimes
for a long time, and sometimes only for a short time. The typical duration depends upon
the state: Some states (e.g., state 1 and state 2) appear in clusters in time while other
states appear more sparsely in time (e.g., state 4). There seems to exist a global trend on
a long time scale, although the market state is switching back and forth between states.

In figure 7.5, we can see differences between the states in the correlation between branches
as well as in the correlation within a branch. The correlation within the energy, infor-
mation technology, and utilities branches is very strong in all states. State 1 shows an
overall weak correlation, while states 3 and 4 feature in addition a strong correlation
of the finance branch to other branches. State 2 shows very unusual behavior: In the
period of the dot-com bubble, many branches are anti-correlated with one another. In
states 5, 6 and 7, the overall correlation level rises, although certain branches, such as en-
ergy, consumer staples, and utilities, are either strongly or weakly correlated with other
branches. The energy branch (E) can be either strongly correlated to the rest of the
market, weakly correlated, or even anti-correlated. Therefore we study the histogram of
the correlation coefficients Cij(t). We present the results in figure 7.7. In the months
leading up to the credit crunch in October 2008, we observe a bimodal structure in the
histogram. It corresponds to the time period when the Energy branch shows a strong
anti-correlation with other branches. The bimodality suggests that a subset of stocks –
in this case, predominantly the Energy stocks – decouples from the rest of the market.
During the crash, the histogram shows a very narrow distribution around large values of
the correlation coefficients, which corresponds to state 8 in figure 7.5, where the branch
structure is lost almost completely in an overall strongly correlated market.
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Figure 7.5.: The correlation between different industry branches as well as the intra-
branch correlation characterize the different market states (a-h). The inter-
branch correlation is represented by the off-diagonal blocks, and the intra-
branch correlation is represented by the blocks in the diagonal. Legend: E:
Energy, M: Materials, I: Industrials, CD: Consumer Discretionary, CS: Con-
sumer Staples, H: Health Care, F: Financials, IT: Information Technology,
C: Communication, U: Utilities.
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Figure 7.6.: Temporal evolution of the market state. The horizontal axis represents the
observation time and the vertical axis denotes the market state obtained from
top-down clustering. The market state sometimes remains in the same state
for a long time, and sometimes for a short time in the same state. It also can
return to a state that it has previously visited. Some states (e.g., state 1 and
state 2) appear to cluster in time, while other states appear more sparsely
and intermittently in time (e.g., state 4).

(a) Surface plot (b) Single histograms

Figure 7.7.: Footprint of the state transition in the 2008 crisis by histograms of the cor-
relation coefficients Ckl(t). (a) Surface plot for the time period September
2007 to March 2009. We use a logarithmic scale to show the bimodal struc-
ture more clearly. (b) Histograms for September 2008 (black solid line) and
December 2008 (red dashed line).
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7.5. Summary

Our findings offer insight for constructing an “early warning system” for financial markets.
By providing a simple instrument to identify similarities to previous states during an
upcoming crisis, one can judge the current situation properly and be prepared to react
if the crisis materializes. Another indication for a crisis is given when the correlation
structure undergoes rapid changes.

Using the similarity measure we were able to classify several typical market states between
which the market jumps back and forth. Some of these states can easily be identified in
the similarity measure. However, there are several states in which the market stays for a
short period only. Thus, these states are sparsely embedded in time. With a clustering
analysis, we were able to identify these states and disclose a detailed dynamics of the
market’s state.

A possible application of the similarity measure is risk management. Given the similarity
measure, the portfolio manager is aware of periods in which the market behaved com-
pletely differently and thus can choose not to include them in his calculations. He can
furthermore identify regions in which the market behaved similarly and refer to these
regions when estimating the correlation matrix.

Our empirical study is a first step towards the identification of states in financial markets,
which are a prominent example of complex non-stationary systems.
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8. Introduction to credit risk

The majority of studies in econophysics has been devoted to market risk. Less work has
been done on other forms of economical and financial risk. For example, one distinguishes
operational risk (due to failure of internal systems), political risk (due to political decisions
that affect the capital markets) and legal risk (due to fraud and discontinued contracts).
Here we address credit risk which is due to the failure of a counterpart to make a promised
payment. The recent financial crisis demonstrated in a drastic way how important it is to
improve the knowledge about and the modeling of credit risk. Although the probability
that a promised payment is not made is usually small and difficult to estimate for one
given credit contract, the total amount of money lent in various contracts and thus
the associated losses can be enormous. This may jeopardize the existence of financial
institutions which issued the credits and even effect the stability of the financial system
as a whole.

In the last decade physicists started applying their specific tools to credit risk [128–133].
The interesting point for practitioners and researchers, especially statistical physicists, is
the highly asymmetric form of the loss distribution and the resulting peculiar features.
This distinguishes credit risk from market risk, although the former clearly depends on
the latter. In investment theory the standard deviation, referred to as volatility, of the
relative stock price change is taken as a measure of how risky a certain investment is. If
more uncertainty is incorporated in the investment, i.e. if the volatility is larger, then the
demanded earnings are higher. Investors are traditionally risk averse. In other words, a
potential loss is considered to be more punitive than a potential gain is beneficial, even
if they are equally probable and large. Due to the asymmetric character of the loss dis-
tributions, risk measures other than the volatility are needed in credit risk management.

In the following, we first familiarize ourselves with basic concepts of credit risk. Then we
set up and analyze a structural model for credit risk, based on a jump-diffusion process
for the risk factors. These models are particularly appealing to physicists because their
starting point is, in physics terminology, microscopic and dynamical. This gives them a
rather general character which makes them also suited for other problems in physics and
in the theory of complex systems.

8.1. Debt instruments

A debt instrument is a written promise to repay a debt. There is a wide range of such
contracts. A debt instrument has two positions: a lending side (the creditor) and a
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Creditor Obligort = 0 Principal

Creditor Obligort = T Face value

Figure 8.1.: The cash flow of a zero-coupon bond.

borrowing side (the obligor). Bonds are very common. A bond is issued for a period
of one year or more with the purpose of raising capital by borrowing. The government,
states, cities, corporations, and many other types of institutions can sell bonds. Generally,
a bond is a promise to repay the principal along with interest (coupons) on a specified date
(maturity). The principal is the amount borrowed or the part of the amount borrowed
which remains unpaid (excluding interest). Some bonds do not pay interest during the
lent term. In this study we focus on the zero-coupon bond. The cash flow of the zero-
coupon bond is limited to two dates: the date of issue t = 0 and maturity t = T . At the
issue date the creditor lends a specified amount of money to the obligor. At maturity, the
obligor has to repay the face value of the bond. The face value is the amount borrowed
plus interest and additional yield compensating for the risk. Figure 8.1 shows the cash
flow of the zero-coupon bond.

8.2. Default event

The key issue separating credit risk from, for example, market risk, is the concept of
default. Its definition is not homogeneous throughout the industry of credit risk manage-
ment. Usually default means that there has been a missed or delayed payment of interest
and/or principal within a grace period, or that an obligor files for bankruptcy [134]. Al-
though default is a truly rare event, creditors can lose large amounts of money. A good
example is the bankruptcy of Enron Corporation in Dec. 2, 2001. At an asset value of
US $49.53 billion, this was the largest bankruptcy filing in US history to that date [135].
The actual loss for the creditors was US $9.9 billion [134].

8.3. Credit ratings

A way to quantify credit risk is to determine the credit worthiness of a potential obligor
from the historical performance of related or similar obligors. There is a wide range of
rating systems for credit worthiness, systems used internally by the credit institutes as
well as external ratings available for public. The credit rating of a company is often
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directly linked to the probability that the company defaults within a fixed time horizon,
usually one year. Two frequently used rating systems are Standard & Poor’s and Moody’s.
The probability that the credit rating of a company changes is expressed in terms of a
rating transition matrix which contains the probabilities that a company with a certain
rating migrates to another category, usually within a year. The credit rating transition
matrix is based on the historical migration frequencies of corporate bonds. It is observed
that the most probable future event is that the company remains in the same rating
category. This is valid for all rating categories. Moreover, the probability of a downgrade
is generally higher than the probability of an upgrade [136].

8.4. Credit risk observables

There are several ways of quantifying credit risk. We distinguish between standalone risk
and portfolio risk [137]. The most frequently used standalone observables are the default
probability (PD), the loss given default (LGD) and the migration risk. The conventional
portfolio risk observables are default correlations and exposure, i.e. the size, or proportion,
of a credit portfolio exposed to default risk.

8.5. Correlations

The credit worthiness of obligors often involves mutual correlations. For example, de-
faults are more frequent in times of regression in the surrounding economy. Furthermore,
one can see that companies in the same country and/or industry can affect each others
rating migrations, up as well as down [138]. There are different ways to incorporate corre-
lations between default events of obligors. For example, one uses the correlations between
the equity values of the companies to describe the dependency of credit migrations. An-
other way to examine this is to look at how the obligors depend on the current state of
the economy [139]. Modeling correlations is often difficult because only limited data is
available for the indicators chosen. Moreover, because of the huge number of correlations
involved in a normal sized credit portfolio (which can contain a few thousand bonds), it
is necessary to make simplifying assumptions. A common procedure is to categorize the
companies into different groups or branches with specified correlations. For example, one
can assume correlations which are country-specific, industry-specific etc. Even though
these simplifications lead to a more manageable model, it is still a complicated task to
decide the structure of the categorization and to estimate the group-specific correlations.

8.6. Probability density function of credit losses

The primary output of a credit risk model is the probability density function (PDF) of
credit losses for a given portfolio. Adapting to the more common physics terminology,
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Unexpected loss

Expected loss

Economic capital

α-quantile Loss in %
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Figure 8.2.: A schematic loss distribution with the expected loss EL, the unexpected loss
UL and the economic capital EC.

we refer to this function as the loss distribution. Here we make the assumption that the
loss is a continuous random variable, so that we can work directly with the PDF. From
the loss distribution one determines the expected loss EL, the unexpected loss UL, the
required risk capital and further quantities. The expected loss EL is the mean of the
loss distribution, and the unexpected loss UL is its standard deviation. It is important
to notice that UL, not EL, measures risk. However, to cover potential losses it is not
enough to have a “cushion” within the standard deviation. The probability that losses
exceed the UL is significant, and it is therefore necessary to have another measure of risk
capital. To quantify risk capital one usually uses the economic capital EC, which is also
known as Capital at Risk CaR or as the Value at Risk VaR. The economic capital EC is
defined as the difference between the expected loss EL and the α-quantile for a certain
level of confidence. Figure 8.2 shows a typical loss distribution with EL, UL and EC.
The general appearance of such a loss distribution is different from the distributions in,
for example, market risk. While the distributions of market risk are typically Gaussian,
the distributions generated by credit risk are skewed and leptokurtic [138].

To measure the important tail behavior, one uses the kurtosis excess. We recall that the
kurtosis β2 is defined as the fourth central moment divided by the squared second central
moment. The kurtosis excess γ2 is the part of the kurtosis that exceeds the kurtosis of
the normal distribution (which is equal to 3), i.e. γ2 = β2 − 3. A distribution is often
referred to as fat-tailed if it is leptokurtic, i.e. γ2 > 0. Fat-tailed distributions have higher
quantiles than a normal distribution and thus require more attention from a credit risk
manager.

To generate a loss distribution of a credit portfolio, one can evaluate it for a structural
model either analytically (in some simple cases) or numerically by Monte Carlo simula-
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tion. It is also possible to approximate an actual portfolio distribution by some known
analytical distribution. In the latter case, one maps the actual portfolio with an un-
known distribution to an equivalent portfolio with a known distribution. A frequently
used distribution which has the right features, i.e. skewed and fat-tailed, is the beta distri-
bution [138]. A better and more sophisticated approach than parametric approximations
is offered by reduced form models. Some of these models lead to analytically tractable
loss distributions, see e.g. [140] and references therein.

8.7. Credit risk models

Current credit risk models can be divided into two main categories: structural models
and reduced form models.

In the structural models one makes assumptions about the time evolution of the risk fac-
tors, i.e. mostly the asset or stock prices of the companies, as well as about the liabilities.
Whenever the asset value falls below some specified threshold, like the book value of the
liabilities, the firm defaults. The structural credit risk modeling approach has its roots
in the Black and Scholes theory for option pricing, and the Merton model, see [138]. The
Black and Scholes theory is based on the assumption of a frictionless market where the
stock or asset price is described by a geometric Brownian motion. Merton viewed the
equity value of a company as a call option on the asset value with a strike price equal
to the face value F of the debts. It is assumed that the company has a certain amount
of zero-coupon debt due at a future time T . In consequence, it is possible to apply the
whole Black and Scholes machinery to the credit risk modeling problem [138]. This is the
“microscopic” viewpoint which makes structural models suitable for physics approaches.

The reduced form models for credit risk are based on the assumption of a functional
relationship between the obligors’ expected default rates and different background fac-
tors. These background factors may represent either observable or unobservable variables.
Observable variables typically depend on the general state of the economy, and the un-
observable variables often represent some random risk factors [139]. The event of default
is often modeled by an intensity process, e.g. a Poisson process. Unlike the structural
approach, the reduced form approach is not directly based on a dynamical description of
the economy. Reduced form models are often implemented as black-box models, where
the accuracy of the model outcome is more important than an intuitive economical in-
terpretation of the mechanisms included in the black box.

One of the key issues when setting up a credit risk model is to define an event that
leads to an actual loss. Usually, credit risk modelers use either of two definitions of
credit loss: the default mode paradigm, or the mark-to-market paradigm. Within the
default mode (DM) paradigm, a credit loss occurs only when an obligor defaults within
the bonds maturity time. Within the mark-to-market (MTM) paradigm a credit loss
can occur without an actual default. The creditor can lose money whenever an obligor’s
credit worthiness deteriorates. Both of these two modeling approaches are common in
current vendor credit risk frameworks. Typical arguments for using one of them are the
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simplicity of the DM model and the multi-state nature of the MTM model. The DM
model suits better for creditors which only are interested in a buy-and-hold portfolio,
while the MTM model is more adequate for pricing decisions of more liquid credits [139].

There is a wide range of different credit risk management tools available in the finan-
cial industry. Many of those models seek to estimate the full distribution to be able
to calculate different statistics measures [139]. Examples of vendor credit risk models
are CreditMetrics (by RiskMetrics Group), PortfolioManager (by KMV), CreditPortfo-
lioView (by McKinsey & Co), and CreditRisk+ (by Credit Suisse Financial Products),
see [141] and a review in [142].
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9. A structural model with jumps and
correlations

9.1. Model setup

As in Merton’s original paper [143], we assume that a company k has a certain amount
of zero-coupon debt; this debt has the face value Fk and will become due at maturity
time T . A default of the zero-coupon bond occurs if the value Vk(T ) of the company’s
assets at time T is less than the face value, i.e., if Vk(T ) < Fk. The recovery rate is then
Rk = Vk(T )/Fk and the normalized loss given default is

Lk = 1−Rk =
Fk − Vk(T )

Fk
. (9.1)

In this structural model, defaults and losses – and hence also recoveries – are directly
determined by the asset value at maturity. Therefore, the stochastic modeling of the asset
value Vk(t) of a company allows to assess its credit risk. Let p̃k be the probability density
function (PDF) of the asset value Vk(T ) at maturity. Then the default probability is
given by

PDk =

Fk∫
0

p̃k(Vk) dVk , (9.2)

the expected recovery rate can be calculated as

〈Rk〉 =
1

PDk

Fk∫
0

Vk
Fk

p̃k(Vk) dVk , (9.3)

and the expected loss given default is

〈Lk〉 =
1

PDk

Fk∫
0

Fk − Vk
Fk

p̃k(Vk) dVk (9.4)

=

1∫
0

Lk pk(Lk) dLk , (9.5)

where pk is the PDF of the loss given default.
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The loss for a portfolio of K contracts is the sum of the non-normalized losses Fk−Vk(T ),
normalized to the sum of all face values,

L =

∑K
k=1(Fk − Vk(T )) Θ(Fk − Vk(T ))∑K

l=1 Fl
. (9.6)

Here we use the Heaviside function Θ as a default indicator,

Θ(Fk − Vk(T )) =

{
1 , if Vk(T ) < Fk (default)
0 , if Vk(T ) ≥ Fk (no default)

. (9.7)

We notice that the portfolio loss (9.6) is normalized such that 0 ≤ L ≤ 1. Introducing
the dimensionless fractional face values

fk =
Fk∑K
l=1 Fl

. (9.8)

and using Lk = (Fk − Vk(T ))/Fk according to definition (9.1), we can cast the portfolio
loss into the form

L =

K∑
k=1

fkLk Θ(Fk − Vk(T )) . (9.9)

In the special case of a homogenous portfolio with identical face values for all companies,
the fractional face values become fk = 1/K and the portfolio loss is the arithmetic mean

L =
1

K

K∑
k=1

Lk Θ(Fk − Vk(T )) , if all Fk are equal. (9.10)

The distribution p(L) of the portfolio loss is the main quantity of interest. Since the
portfolio loss is functionally dependent on the asset values at maturity, Vk(T ), we can
calculate the portfolio loss distribution using a filter integral,

p(L) =

∞∫
0

dV1 · · ·
∞∫

0

dVK p̃(V1, . . . , VK) δ

(
L−

K∑
k=1

fkLk Θ(Fk − Vk)

)
. (9.11)

We notice the subtle difference between the loss distribution and the distribution of the
loss given default. This difference is best understood by considering Equation (9.11) for
K = 1, which yields

p(L) = (1− PD1)δ(L) + PD1p1(L) . (9.12)

This is the weighted sum of the distribution δ(L) in the case of no default, and the
distribution p1(L) in the case of default.

9.2. Independent asset values

Let us first consider independent asset value processes. In this case the multivariate
PDF of the asset values, p̃(V1, . . . , VK), factorizes and we can write the portfolio loss
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distribution (9.11) as

p(L) =

∞∫
0

dV1 p̃1(V1) · · ·
∞∫

0

dVK p̃K(VK) δ

(
L−

K∑
k=1

fkLk Θ(Fk − Vk)

)
. (9.13)

For the expected loss we find

〈L〉 =
K∑
k=1

fk〈LkΘ(Fk − Vk)〉 =
K∑
k=1

fk〈Lk〉PDk . (9.14)

To check the form of the loss distribution around the expected loss, we consider the
skewness and the kurtosis. They are combinations of the centered moments

mν = 〈(L− 〈L〉)ν〉 . (9.15)

The skewness is the third centered moment, normalized by the standard deviation to the
third power,

γ1 =
m3

m
3/2
2

=
〈(L− 〈L〉)3〉
〈(L− 〈L〉)2〉3/2

. (9.16)

This dimensionless quantity is zero for a symmetric distribution and it is the larger the
more asymmetric the distribution is. The kurtosis is the dimensionless ratio m4/m

2
2 of

the forth and the squared second centered moments. For a Gaussian distribution, the
kurtosis has the value three, because of m4 = 3m2

2. One thus defines the kurtosis excess

γ2 =
m4

m2
2

− 3 =
〈(L− 〈L〉)4〉
〈(L− 〈L〉)2〉2

− 3 , (9.17)

which is zero for a Gaussian and the larger the fatter the tails. Of course, one can use
the kurtosis only if the second and the fourth centered moments exist.

We look at the skewness first and find, again directly from the definition (9.13),

m2 =

K∑
k=1

f2
kPDk

(
〈L2

k〉 − PDk〈Lk〉2
)

m3 =
K∑
k=1

f3
kPDk

(
〈L3

k〉 − 3PDk〈L2
k〉〈Lk〉+ 2P 2

Dk〈Lk〉3
)
. (9.18)

Because of m3 6= 0, the portfolio loss distribution is asymmetric. How does this asym-
metry depend on the number of companies K ? – To answer this question, we assume
that the face values Fk are all of the same order which implies fk ∼ 1/K according to
Equation (9.8). Furthermore, we assume that the parameters of the asset value processes
are also similar for the different companies. Then the default probabilities PDk and the
moments 〈Lνk〉 do not depend on k. We conclude that the second and the third centered
moments are of order 1/K and 1/K2, respectively. This yields the estimate

γ1 ∼
1√
K

(9.19)
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for the K dependence of the skewness. The skewness vanishes rather slowly as a function
of K. Even for a large number of companies, the portfolio loss distribution is asymmetric.
Similarly, we find

γ2 ∼
1

K
(9.20)

for the K dependence of the kurtosis excess.

To study the shape of the portfolio loss distribution in more detail, we carry out a 1/K
expansion. We work with the characteristic function ϕ(ω), where

p(L) =
1

2π

+∞∫
−∞

ϕ(ω) exp(−iωL)dω and ϕ(ω) =

1∫
0

p(L) exp(iωL)dL . (9.21)

Equation (9.13) yields

ϕ(ω) =
K∏
k=1

∞∫
0

dVk p̃k(Vk) exp(iωfkLkΘ(Fk − Vk))

=
K∏
k=1

 ∞∫
Fk

dVk p̃k(Vk) +

Fk∫
0

dVk p̃k(Vk) exp(iωfkLk)


=

K∏
k=1

 (1− PDk) + PDk

1∫
0

dLk pk(Lk) exp(iωfkLk)


=

K∏
k=1

(
(1− PDk) + PDkϕk(ωfk)

)
= exp

(
K∑
k=1

ln
(

1 + PDk(ϕk(ωfk)− 1)
))

. (9.22)

In the second last step, we introduced the characteristic function of the individual loss
given default distribution,

ϕk(ω) =

1∫
0

pk(Lk) exp(iωLk)dLk . (9.23)

We notice that it appears in Equation (9.22) with argument ωfk. We recall that fk ∼ 1/K
if the face values are not too different in size. To derive an approximation for the portfolio
loss distribution, we make this assumption. We may then view the argument ωfk as small
and expand the characteristic function. We find

ϕ(ωfk) = 1 + iωfk〈Lk〉 −
ω2

2
f2
k 〈L2

k〉 −
iω3

6
f3
k 〈L3

k〉+O
(

1

K4

)
(9.24)
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up to third order in 1/K where 〈Lνk〉 is the ν-th moment of the individual loss given
default. We insert the expansion (9.24) into the last of the Equations (9.22) and also
expand the logarithm up to third order in 1/K. Collecting everything, we find

ϕ(ω) = exp

(
i〈L〉ω − m2

2
ω2 − im3

6
ω3 +O

(
1

K3

))
. (9.25)

The exact mean value 〈L〉 as given in Equation (9.14) and the exact centered moments
m2 and m3 as given in Equation (9.18) occur. Under the assumption that the face values
Fk and the parameters of the stochastic processes for the asset values are similar for the
different companies, we concluded before that m2 and m3 are of the order 1/K and 1/K2,
respectively. The correction is then of the order 1/K3. Hence, we eventually arrive at

p(L) =
1

2π

+∞∫
−∞

exp

(
−i(L− 〈L〉)ω − m2

2
ω2 − im3

6
ω3 +O

(
1

K3

))
dω (9.26)

up to order 1/K2. If we settle with an approximation to first order 1/K, we may drop
the term involving m3 and find the Gaussian

p(L) ' 1√
2πm2

exp

(
−(L− 〈L〉)2

2m2

)
(9.27)

with variance m2. The reason for the appearance of this Gaussian is, of course, the
Central Limit Theorem. We convinced ourselves that the third centered moment m3 is
the next to leading term in an 1/K expansion. We thereby also showed in this way the
importance of the skewness γ1 and the slowness of the convergence to a symmetric, that
is, Gaussian form.

However, there is a severe drawback in the asymptotic approximations (9.26) and (9.27)
because they cannot account for an important non-analytic contribution. There is always
a contribution of a δ-function at L = 0 stemming from the probability that no default
occurs. This contribution is often not included in graphical representations of the loss
distribution.

A better approximation of the portfolio loss distribution is possible if we restrict ourselves
to homogenous portfolios. Then we can rewrite Equation (9.13) as a combinatorial sum

p(L) =
K∑
j=0

(
K

j

)
(1− PD)K−j P jD Fj(L) (9.28)

where we define the function Fj(L) as

Fj(L) =

1∫
0

dL1p1(L1) · · ·
1∫

0

dLjpj(Lj) δ

(
L− 1

K

j∑
k=1

Lk

)

≈ 1

2π

∞∫
−∞

dω exp

(
−iω

(
L− j

K
〈Lk〉

))

exp

(
− ω

2j

2K2

(
〈L2

k〉 − 〈Lk〉2
)
− iω3j

6K3

(
〈L3

k〉 − 3〈Lk〉〈L2
k〉+ 2〈Lk〉3

))
.
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The approximation for Fj(L) follows the same line of arguing as above. Note that each
term of the sum in Equation (9.28) corresponds to the event that exactly j defaults
occur. In particular, for j = 0 the delta peak (1− PD)K δ(L) is obtained exactly in this
approximation.

In Figure 9.1 we compare the exact loss distributions for K = 10, 100 and 1000 to the
asymptotic approximation (9.26) to order 1/K2, and to Equation (9.28) with the approx-
imation in Equation (9.29). In both cases, the analytical approximations are evaluated
numerically. The exact loss distributions are obtained by numerically calculating the
convolutions in Equation (9.29), using the characteristic function of pk(L), and insert-
ing these Fj(L) into Equation (9.28). As numerical values for the model parameters we
choose µ = 0.05, σ = 0.15, T = 1, V0 = 100 and F = 75.

For K = 10 the delta peak (1 − PD)K δ(L) (not shown in the plots) is quite dominant
and leads to a very poor result of approximation (9.26), while the approximation of
Equation (9.28) already yields a quite reasonable result. For K = 100, features of the
Gaussian limit are already present. The approximation of Equation (9.28) captures the
tail behavior of the distribution quite nicely.

For K = 1000, the Gaussian limit (9.27) is almost reached, but, interestingly, the distribu-
tion is still slightly asymmetric. The agreement with the asymptotic approximation (9.26)
is convincing, although the tail behavior is not as well described as by the approximation
of Equation (9.28).

Figure 9.1 yields a good intuition for the tail behavior and for the speed of convergence
to the Gaussian, or any other universal limit. Remarkably, deviations from the Gaussian
are seen even for K = 1000. Thus, only really large portfolio sizes imply universal shapes.

We notice that the symmetric shape of the Gaussian can only be reached without correla-
tions between the asset processes: with correlations, the probability of default is enlarged
without compensation on the positive side because in the best case none of the obligors
defaults. Thus, the distribution is asymmetric.

The assumption of independent asset values is certainly unrealistic. However, when we
study the influence of correlations, it will be helpful to contrast these results with the
independent case. Furthermore, we can apply our insights for the independent case to
derive analytical results for the correlated case in the large portfolio limit.

9.3. Correlated asset values

While our considerations for independent asset values are valid for any stochastic process
with finite moments, we are now going to consider a specific process for the asset values.
We model their time evolution by a stochastic differential equation of the form

dVk
Vk

= µdt+
√
c σdWm + dJm +

√
1− c σdWk + dJk . (9.29)
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Figure 9.1.: Loss distribution for three different portfolio sizes K = 10, 100, 1000, respec-
tively. The insets show logarithmic plots. Black solid lines show the analyti-
cal results, while the blue dashed-dotted lines correspond to Equation (9.26),
and the orange dashed lines to the approximation of Equation (9.28). The
model parameters are µ = 0.05, σ = 0.15, T = 1, V0 = 100 and F = 75.
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This is a correlated jump-diffusion process with a deterministic term µdt and a linearly
correlated diffusion. The Wiener processes dWk and dWm describe the idiosyncratic and
the market fluctuations, respectively. For simplicity, we choose the same drift µ, volatility
σ and correlation coefficient c for all companies. The jump terms are not contained in
Merton’s original model; they ensure that the default probability does not go to zero as
the time to maturity becomes very short. For applications of jump-diffusion processes in
credit risk modeling see, e.g., [84, 144, 145]. We include two jump terms in the stochastic
process, dJk for idiosyncratic jumps and dJm for jumps which affect the entire market.
As in [84], the jumps are modeled by a Poisson process with intensity λ. We recall that
in such a process the probability function for the event to occur n times between zero
and the time t is given by

pPoisson
n (t) =

(λt)n

n!
exp (−λt) . (9.30)

The size Λ of the jump, measured in units of the current asset value V (t), is a random
variable with a distribution which we have to specify. Jumps can be positive or nega-
tive. The largest possible negative jump is 100% of the current asset value. Based on
this information, a possible distribution of the jump size Λ is a shifted log-normal dis-
tribution, Λ + 1 ∼ LN(µJ , σJ), with mean µJ and standard deviation σJ . We use the
same parameters for idiosyncratic and market wide jumps. Without the jump term, the
distribution of the asset price Vk(t) is log-normal. The jumps render the tails of the asset
price distribution fatter.

We are first going to explore the case of correlated asset value processes numerically. In
the Monte-Carlo simulations we consider the stochastic process in Equation (9.29) for
discrete time increments ∆t = T/N , where the time to maturity T is divided into N
steps. The market value of company k at maturity is then given by

Vk(T ) = Vk(0)
N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+ dJm,t +

√
1− c σεk,t

√
∆t+ dJk,t

)
.

(9.31)
The random variables ηm,t and εk,t are independent and are drawn from a normal distri-
bution. It is not difficult to carry out numerical simulations for arbitrary sets of input
parameters. However, to study the generic behavior, it is helpful to reduce the number
of free parameters in the model. We restrict our study to a homogeneous portfolio where
the parameters for the asset value processes (9.31) are the same for all companies and
all bonds have the same face value and maturity. We make these choices to prevent
a competition of effects due to variations in these parameters with those features that
we wish to focus on, namely the dependence of the loss distribution on the number of
companies K, on the jump intensity and on the correlations. The parameters for the
diffusion process are µ = 0.05 and σ = 0.15. The initial asset value is set to V0 = 100,
the face value of the zero-coupon bonds is F = 75 with maturity time T = 1.

We begin with the simplest case in which jumps and correlations are absent, that is, we
have dJk = 0 and c = 0. In Figure 9.2 the simulated loss distributions are displayed
for K = 100 and for K = 1000 companies. While the strong non-Gaussian shape was

134



9.3. Correlated asset values

Figure 9.2.: The portfolio loss distribution p(L) as function of the loss L for K = 100
and for K = 1000 companies in the absence of jumps and correlations. p(L)
is shown on a linear scale (left), and on a logarithmic scale (right). The
contribution proportional to δ(L) is not shown.

to be expected for K = 100, it is remarkable that the loss distribution still has a small
asymmetry for K = 1000 and thus deviates from Gaussian form. This demonstrates once
more that, for the loss distribution, the Central Limit Theorem is only valid for extremely
large K. We can numerically check the 1/K behavior of skewness and kurtosis excess as
predicted in Equations (9.19) and (9.20).

We now switch on the jumps in the stochastic processes for the asset values. The jump
intensity is λ = 0.01 and the jump size distribution has mean value µJ = −0.4 and stan-
dard deviation σJ = 0.3. We recall that jumps make the tails of the return distributions
fatter and thus more realistic. The numerically simulated loss distributions in Figure 9.3
are clearly influenced. In particular for K = 100, we observe a much higher probability
for smaller losses than in the absence of jumps. For K = 1000, the jumps shift the
peak further to the right. Both effects occur because Vk(T ) at maturity is more likely
to lie below the threshold, that is, Vk(T ) ≤ Fk. To further study how the shape of the
loss distribution is changed by the jumps, we extract from our simulations the kurtosis
excess as function of the jump intensity λ. As seen in Figure 9.4, the kurtosis excess,
not surprisingly, quickly grows in the beginning when the jump intensity is increased.
For large jump intensities, however, it becomes smaller again. Thus, the kurtosis excess
exhibits a maximum. This is due to the competition between the purely diffusive motion
without jumps and the jumps. For very small jump intensities, the loss distribution is
close to a Gaussian. This feature is then quickly destroyed. The competition between
diffusion and jumps is strongest in the region near the maximum. As seen in Figure 9.3
for K = 100, the loss distribution has a somewhat Gaussian shape due to the diffusion
in the center, but a fat tail due to the jumps. Hence it is strongly non-Gaussian and
the kurtosis excess is largest. For very large jump intensities, on the other hand, the
jumps dominate everything; the Gaussian in the center is suppressed, the tails take over
and produce some kind of distribution with a kurtosis excess that only slowly changes as
the jump intensity grows further. The numerical simulation also shows that the kurtosis
excess still goes with 1/K for large K.
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9. A structural model with jumps and correlations

Figure 9.3.: The portfolio loss distribution p(L) as function of the loss L for K = 100
and for K = 1000 companies without correlations but in the presence of
jumps with an intensity of λ = 0.01 and a jump size distribution specified
by µJ = −0.4 and σJ = 0.3. p(L) is shown on a linear scale (left), and
on a logarithmic scale (right). The contribution proportional to δ(L) is not
shown.

Figure 9.4.: The kurtosis excess γ2 as function of the jump intensity λ in the absence of
correlations for K = 10 companies. The jump size distribution is specified
by µJ = −0.4 and σJ = 0.3.
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9.3. Correlated asset values

Figure 9.5.: The portfolio loss distribution p(L) as function of the loss L for K = 100
and for K = 1000 companies in the absence of jumps but with correlations
specified by c = 0.2 (left) and c = 0.5 (right). The contribution proportional
to δ(L) is not shown.

We proceed by turning off the jumps again and switching on the correlations. The loss
distributions for c = 0.2 and c = 0.5 are displayed in Figure 9.5. The results differ con-
siderably from the uncorrelated case; the distributions are not converging to a Gaussian
shape. In particular, we observe that the tails of the loss distributions are nearly identi-
cal for K = 100 and K = 1000. In other words, the probability of large portfolio losses
cannot be reduced by increasing the number of contracts in the portfolio. How does this
behavior depend on the correlation coefficient c? – To answer this question, we examine
two risk measures which capture the tail behavior of the portfolio loss distribution, the
Value-at-Risk (VaR) and the Expected Tail Loss (ETL). Both measures are commonly
used in credit risk management, see, e.g., [146–148]. Figure 9.6 shows the Value-at-Risk
and the Expected Tail Loss for the 99.9% confidence level. The results are shown for
K = 10, K = 100 and K = 1000 companies as function of the correlation coefficient
c. Importantly, already at a correlation coefficient of c = 0.25, the three curves merge.
Hence, for larger c, the tail behavior does not depend on the number K of companies
anymore; the system behaves as if the effective number of companies were the same.
Figures 9.5 and 9.6 demonstrate that diversification does not reduce credit risk if the
correlations are too large. This result of the simulation is of high practical relevance
because correlation coefficients of 0.25 or larger are not at all uncommon in market data.

Finally, we carry out a simulation with both, jumps and correlations. The loss distribu-
tions for K = 100 and for K = 1000 companies are shown Figure 9.7. The jumps are
implemented as in the previous simulations and the correlation coefficient is c = 0.5. As
compared to Figure 9.5, the jumps make the distributions somewhat broader, because
larger losses become more likely. The other features do not change much.
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9. A structural model with jumps and correlations

Figure 9.6.: Value-at-Risk VaR0.999 (left) and Expected Tail Loss ETL0.999 (right) for
K = 10, 100, 1000 (solid, dashed, dotted line, respectively) as function of the
correlation coefficient c in the absence of jumps. The scale on the vertical
axis is logarithmic.

Figure 9.7.: The portfolio loss distribution p(L) as function of the loss L for K = 100
and for K = 1000 companies in the presence of jumps with an intensity
of λ = 0.01, jump size distribution specified by µJ = −0.4, σJ = 0.3 and
correlations with c = 0.5. The contribution proportional to δ(L) is not shown.
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10. Dependence of defaults and recoveries

The current research on credit risk is primarily focused on modeling default probabilities.
Recovery rates are often treated as an afterthought; they are modeled independently, in
many cases they are even assumed constant. This is despite of their pronounced effect
on the tail of the loss distribution.

As already mentioned above, we can distinguish two conceptually different approaches
to credit risk modeling: structural and reduced-form approaches. The structural models
go back to Black [85] and Merton [143]. The Merton model assumes that a company
has a certain amount of zero-coupon debt which becomes due at a fixed maturity date.
The market value of the company is modeled by a stochastic process. A possible default
and the associated recovery rate are determined directly from this market value at matu-
rity. In the reduced-form approach default probabilities and recovery rates are described
independently by stochastic models. The aim is to describe the dependence of these
quantities on common (macroeconomic) covariates or risk factors. For some well known
reduced-form model approaches see, e.g., [149–153]. First Passage Models constitute a
third approach – which is usually regarded as structural, but is better described as a
mixed approach. They were first introduced by Black and Cox [154]. As in the Mer-
ton model, the market value of a company is modeled as a stochastic process. Default
occurs as soon as the market value falls below a certain threshold. In contrast to the
Merton model, default can occur at any time. In this approach, the recovery rate is not
determined by the underlying process for the market value. Instead recovery rates are
modeled independently, for example, by a reduced-form approach (see e.g., [155, 156]).
In some cases recovery rates are even assumed constant [157]. The independent modeling
of default and recovery rates leads to a serious underestimation of large losses.

Here, as in the previous chapters, we consider the Merton model. In this structural model,
defaults and recoveries are both determined by an underlying process. Hence, they are
intrinsically connected. For the diffusion process, we can derive the functional relation
between expected recovery rate and default probability. This relation depends on a single
parameter only. In Monte-Carlo simulations we find that the same functional dependence
also holds for jump-diffusion and GARCH processes. We discuss how to incorporate this
structural recovery rate into reduced-form models, in order to restore essential structural
information which is usually neglected in the reduced-form approach.
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10. Dependence of defaults and recoveries

10.1. Correlated diffusion

In Chapter 9 we have examined the numerical results of the Merton model with correlated
diffusion processes for the asset values. The correlations have a profound effect on the
tail behavior of the portfolio loss distribution. Increasing the number of contracts K in a
portfolio has only a very limited effect on the risk of large portfolio losses. Even for rather
small correlations, the portfolio loss distribution approaches very quickly an asymptotic
limit for K → ∞. Our goal in this section is to describe this limiting distribution
analytically.

In the structural model defaults and losses are directly determined by the asset value
at maturity. Therefore, the stochastic modeling of the asset value Vk(t) of a company
allows to assess its credit risk. We consider a portfolio of K credit contracts, where the
asset value of each company k is correlated to one or more covariates. Conditioned on
the values of the covariates we obtain different values for default probability PDk and
expected recovery rate 〈Rk〉 = 1−〈Lk〉. In fact, we find a functional dependence between
these two quantities, which is in stark contrast to many reduced form models which
assume their independence.

10.1.1. Analytical discussion

We consider a homogeneous portfolio of size K with the same parameters for each asset
process, with the same face value, Fk = F , and initial market value, Vk(0) = V0. We
model the time evolution of the market value of a single company k by a stochastic
differential equation of the form

dVk
Vk

= µdt+
√
c σ dWm +

√
1− c σ dWk . (10.1)

This describes a correlated diffusion process with a deterministic term µdt and a linearly
correlated diffusion. The parameters of this process are the drift constant µ, the volatility
σ and the correlation coefficient c. The Wiener processes denoted by dWk and dWm

describe the idiosyncratic and the market fluctuations, respectively.

For discrete time increments ∆t = T/N , where the time to maturity T is divided into
N steps, we arrive at the discrete formulation of Equation (10.1). The market value of
company k at maturity can be written as

Vk(T ) = V0

N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+

√
1− c σεk,t

√
∆t
)
. (10.2)

We define the market return Xm as the average return of all single companies k over the
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10.1. Correlated diffusion

time horizon up to maturity,

Xm =
1

K

K∑
k=1

(
Vk(T )

V0
− 1

)
(10.3)

=
1

K

K∑
k=1

N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+

√
1− c σεk,t

√
∆t
)
− 1 . (10.4)

For K →∞ we can express the average over k as the expectation value for εk,t. Due to
the independence of εk,t for different k and t, we can write

Xm + 1 =
N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+

√
1− c σ〈εk,t〉

√
∆t
)
. (10.5)

Since
〈εk,t〉 = 0 , (10.6)

expression (10.5) simplifies to

Xm + 1 =
N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t
)

= exp

(
N∑
t=1

ln
(

1 + µ∆t+
√
c σηm,t

√
∆t
))

≈ exp

((
µ− c σ2

2

)
T + σ

√
c∆t

N∑
t=1

ηm,t

)
. (10.7)

In the last step of the calculation we expanded the logarithm up to first order in ∆t. The
random variables ηm,t are standard normal distributed. Therefore the variable

ln (Xm + 1) =

(
µ− c σ2

2

)
T + σ

√
cT

1√
N

N∑
t=1

ηm,t (10.8)

is normal distributed with mean µT − 1
2cσ

2T and variance cσ2T . This implies a shifted
log-normal distribution for the market return itself,

p(Xm) =
1

(Xm + 1)
√

2πcσ2T
exp

(
−
(
ln(Xm + 1)− µT + 1

2cσ
2T
)2

2cσ2T

)
. (10.9)

For a single company k we can write

ln
Vk(T )

V0
=

N∑
t=1

ln
(

1 + µ∆t+
√
c σηm,t

√
∆t+

√
1− c σεk,t

√
∆t
)

(10.10)

≈ ln (Xm + 1)− (1− c)σ2

2
T + σ

√
(1− c)T 1√

N

N∑
t=1

εk,t . (10.11)
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10. Dependence of defaults and recoveries

Conditioned on a fixed value for the market return Xm, all variables Vk(T ) are indepen-
dent and lnVk(T )/V0 is normal distributed with mean ln (Xm + 1) − 1

2(1 − c)σ2T and
variance (1− c)σ2T . Since we consider a homogeneous portfolio, we will omit the index
k in the following. This allows for a clearer notation. However, the individual loss given
default will still be denoted by Lk to distinguish it from the portfolio loss L. The prob-
ability density function for the market value V (T ) is given by the following log-normal
distribution

p̃(V (T )) =
1

V (T )
√

2π(1− c)σ2T
exp

−
(

ln V (T )
V0
− ln (Xm + 1) + 1

2(1− c)σ2T
)2

2(1− c)σ2T

 .

(10.12)

We introduce the function

A(Xm) = ln
F

V0
− ln (Xm + 1) (10.13)

and the compound parameter
B =

√
(1− c)σ2T . (10.14)

For c = 0 this parameter B is equal to the volatility on the time horizon T ; for c > 0 it has
a reduced value. With A(Xm) and B we can express the individual default probability
as

PD(Xm) =

F∫
0

p̃(V ) dV = Φ

(
A(Xm) + 1

2B
2

B

)
, (10.15)

where Φ is the cumulative standard normal distribution. The expectation value for the
individual loss given default reads

〈Lk(Xm)〉 =
1

PD(Xm)

F∫
0

F − V
F

p̃(V ) dV (10.16)

=
1

PD(Xm)

[
Φ

(
A(Xm) + 1

2B
2

B

)
− e−A(Xm)Φ

(
A(Xm)− 1

2B
2

B

)]
.

This leads to the expected recovery rate

〈R(Xm)〉 = e−A(Xm) Φ

(
A(Xm)− 1

2B
2

B

)/
Φ

(
A(Xm) + 1

2B
2

B

)
. (10.17)

The portfolio loss for a homogeneous portfolio, or simply the average loss, is then given
as

〈L(Xm)〉 = PD(Xm)〈Lk(Xm)〉 . (10.18)

Conditioned on the market return, the single asset value processes are independent.
Hence, we know from Section 10.1 that the variance of portfolio losses will be zero in
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10.1. Correlated diffusion

Figure 10.1.: Parameter dependence of the functional relations 〈R(PD)〉 (left plot) and
L(PD) (right plot). The parameter values are B = 0.2, 0.4, 0.6, 0.8 and 1.0
(top to bottom in the left plot, and bottom to top in the right plot).

the limit K → ∞. We can therefore substitute the portfolio loss L(Xm) by its expecta-
tion value and obtain from Equations (10.16) and (10.18)

L(Xm) = Φ

(
A(Xm) + 1

2B
2

B

)
− e−A(Xm) Φ

(
A(Xm)− 1

2B
2

B

)
. (10.19)

We can eliminate A(Xm) from Equations (10.15) and (10.17) and arrive at a functional
dependence of recovery rate and default probability,

〈R(PD)〉 =
1

PD
exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (10.20)

This functional relation depends only on a single parameter B. In Figure 10.1 we demon-
strate this parameter dependence by showing 〈R(PD)〉 for a set of parameter values.
Larger values for B lead to an overall decrease of recovery rates. In addition the depen-
dence on PD becomes steeper. From Equation (10.20) we obtain the functional relation
of portfolio losses and default probabilities,

L(PD) = PD − exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (10.21)

The parameter dependence of this relation is also shown in Figure 10.1.

In order to calculate Value-at-Risk and Expected Tail Loss, we make use of the substi-
tution

|p(L)dL| = |p(Xm)dXm| . (10.22)

We start from the PDF of market returns (10.9) and calculate its quantile function as

F̄−1(α) =

α∫
−1

p(Xm)dXm = exp
(√

cσ2T Φ−1(α) + µT − 1
2cσ

2T
)
− 1 . (10.23)
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10. Dependence of defaults and recoveries

We can express the Value-at-Risk at confidence level α as

VaRα = L
(
F̄−1(1− α)

)
, (10.24)

where the function L is given by Equation (10.19). The Expected Tail Loss is the condi-
tional expectation value of portfolio losses which are larger than the Value-at-Risk,

ETLα =
1

1− α

1∫
VaRα

Lp(L) dL =
1

1− α

F̄−1(1−α)∫
−1

L(Xm) p(Xm) dXm . (10.25)

It is straightforward to evaluate this integral numerically. We will now compare these
analytic results with Monte-Carlo simulations for a finite portfolio size.

10.1.2. Monte-Carlo results

In the Monte-Carlo simulation we consider the stochastic process in Equation (10.2) for
discrete time increments and with the same parameters of the individual processes as in
Section 10.2. As correlation coefficient we choose c = 0.5. The simulation is run with an
inner loop and an outer loop. In the inner loop we simulate K = 500 different realizations
of εk,t for a single realization of the market fluctuations ηm,t with t = 1, . . . , N . The inner
loop can be interpreted as a homogeneous portfolio of size K, or simply as an average
over the idiosyncratic part of the process. For each run of the inner loop, we calculate
the market return Xm, the number of defaults ND(Xm) and the expected recovery rate
〈R(Xm)〉. The market return Xm is defined as the average return at maturity,

Xm =
1

K

K∑
k=1

(
Vk(T )

V0
− 1

)
. (10.26)

For sufficiently large K the idiosyncratic terms average out, and the market return Xm

is solely defined by the realization of ηm,t. This is the reason why we use the market
return as a parameter for the other observables. The number of defaults ND(Xm) simply
counts how many times the condition Vk(T ) < F is fulfilled. We can estimate the default
probability as

PD(Xm) ≈ ND(Xm)/K , (10.27)

and we obtain the portfolio loss as

L(Xm) =
1

K

K∑
k=1

F − Vk(T )

F
Θ(F − Vk(T )) . (10.28)

The outer loop runs over 106 realizations of the market terms, where we obtain different
values for the market return Xm and, consequently, the number of defaults ND(Xm), the
default probability PD(Xm) and the expected recovery rate 〈R(Xm)〉.

Here, we do not discuss the parameter dependence of the models or aim at calibrating
them to a given portfolio. Instead we only present the results for a single set of parameters
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10.1. Correlated diffusion

with economically sensible values. The initial market value is set to V0 = 100, the face
value of the zero-coupon bonds is F = 75 with maturity time T = 1, corresponding
to one year. As correlation coefficient we choose c = 0.5, which is in line with typical
correlations of equity prices. The parameters for the diffusion process are µ = 0.05 and
σ = 0.15, which implies an average growth rate of 5% and a volatility of 15% per year.
This parameter set corresponds to an economically calm period and a rather conservative
leverage of F/V0 = 75%.

Figure 10.2 shows the dependence of recovery rates 〈R(Xm)〉 on default probabilities
PD(Xm) in one plot, and the dependence of portfolio losses L(Xm) on default probabili-
ties PD(Xm) in a second plot. In both cases we observe a very good agreement between
the Monte-Carlo simulations and the analytical results in Equations (10.20) and (10.21),
respectively. Deviations from the average values are smaller for higher default probabil-
ities. Low default probabilities correspond to positive or small negative market returns
Xm, see Figure 10.3. In this case defaults and recoveries are mostly influenced by the
idiosyncratic part of the process, and the correlation to the market plays only a minor
role. This is why we observe a much broader range of recovery rates for low default
probabilities.

When only limited historical data on defaults and recoveries is available, it might appear
reasonable to assume a constant recovery rate. This corresponds to a linear dependence
of the portfolio loss on default probability. For small default probabilities this is a good
approximation of the results shown in Figure 10.2. However, for larger default prob-
abilities a constant recovery rate model severely underestimates portfolio losses. The
combination of high default probabilities and low recovery rates strongly influences the
tail of the loss distribution.

In Figure 10.3 we demonstrate that the dependence of default probabilities and portfolio
losses on the market return is well described by Equations (10.15) and (10.19), respec-
tively. Given the functional relation between portfolio loss L and market return Xm, we
can transform the PDF of market returns into the PDF of portfolio losses,

p(L) =
1

|L′(Xm)|
p(Xm) . (10.29)

A comparison to the Monte-Carlo result for the portfolio loss distribution is given in
Figure 10.4. We observe an excellent agreement, even for extremely large portfolio losses.
As we have seen in the numerical results in Section 9.3, even small correlations lead to a
fast convergence of the portfolio loss distribution to the large portfolio limit.

Figure 10.5 shows Value-at-Risk and Expected Tail Loss for a 99.9% confidence interval,
in dependence of the correlation coefficient c. The analytical results for the large portfolio
limit, K → ∞, are obtained from Equations (10.24) and (10.25), respectively. They are
compared to the simulation results for finite K. We observe that the tail risk for K = 1000
has reached the large portfolio limit even for very small correlations.

Since the diffusion process was used both in the Monte-Carlo simulations and in the an-
alytical derivation, the good agreement of the respective results comes as no surprise. In
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10. Dependence of defaults and recoveries

Figure 10.2.: Dependence on default probabilities PD for the diffusion process. The left
plot shows the dependence of recovery rates 〈R(Xm)〉 on default probabili-
ties PD(Xm). The right plot shows the dependence of portfolio losses L(Xm)
on default probabilities PD(Xm). The Monte-Carlo results for the diffusion
process (grey symbols) are compared to the analytical results (solid line).
Black star symbols indicate local average values of the simulation results.
The parameter B =

√
(1− c)σ2T is determined from the simulation pa-

rameters.

the following sections we will explore two different processes in the Monte-Carlo simula-
tions and compare those with the analytical results for the diffusion.

10.2. Correlated jump-diffusion

10.2.1. Analytical discussion

We extend the diffusion model of the previous section by adding two jump terms to the
stochastic process, dJk for idiosyncratic jumps and dJm for jumps which affect the entire
market. The stochastic differential equation for the market value reads

dVk
Vk

= µdt+
√
c σ dWm + dJm +

√
1− c σ dWk + dJk . (10.30)

This is a correlated jump-diffusion process, which we already encountered in Section 9.3.
The jumps are again modeled by a Poisson process with intensity λ, and the jump size Λ
follows a shifted log-normal distribution, Λ+1 ∼ LN(µJ , σJ), with mean µJ and standard
deviation σJ .

Let us now consider the stochastic process in Equation (10.30) for discrete time increments
∆t = T/N , where the time to maturity T is divided into N steps. Then the market value

146



10.2. Correlated jump-diffusion

Figure 10.3.: Dependence on market returns Xm for the diffusion process. The left plot
shows the dependence of default probabilities PD(Xm) on market returns
Xm. The right plot shows the dependence of portfolio losses L(Xm) on
market returns Xm. The Monte-Carlo results for the diffusion process (grey
symbols) are compared to the analytical results (solid line). The parameter
B =

√
(1− c)σ2T is determined from the simulation parameters.

Figure 10.4.: Probability density function p(L) for the portfolio losses for the diffusion
process. The black solid line corresponds to the simulation results. The grey
dashed line shows the analytical results, where the PDF of market returns
is transformed.
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10. Dependence of defaults and recoveries

Figure 10.5.: Value-at-Risk VaR0.999 (left) and Expected Tail Loss ETL0.999 (right) as
function of the correlation coefficient c. The solid lines correspond to the
analytical result for K → ∞, while the grey symbols show the simulation
result for K = 1000. The scale on the vertical axis is logarithmic.

of company k at maturity is given by

Vk(T ) = V0

N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+ dJm,t +

√
1− c σεk,t

√
∆t+ dJk,t

)
. (10.31)

Akin to the diffusion case, we find for the market return of the jump-diffusion

Xm =
1

K

K∑
k=1

N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+ dJm,t +

√
1− c σεk,t

√
∆t+ dJk,t

)
− 1 .

(10.32)
For K → ∞ we can express the average over k as expectation values for εk,t and dJk,t.
Since the averages are independent for different k and t, we can write

Xm + 1 =

N∏
t=1

(
1 + µ∆t+

√
c σηm,t

√
∆t+ dJm,t +

√
1− c σ〈εk,t〉

√
∆t+ 〈dJk,t〉

)
,

(10.33)
where the averages are given as

〈εk,t〉 = 0 (10.34)

〈dJk,t〉 =

(
exp

(
µJ +

σ2
J

2

)
− 1

)
λJ . (10.35)

Unless we choose µJ = −σ2
J/2, the expectation value for the jump term does not vanish.

In the diffusion case we expanded the logarithm in Equation (10.7). An analogous step
is not possible for the jump-diffusion because the jump term dJm,t does not scale with
∆t. This complicates a further analytical discussion of the jump-diffusion case.
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10.2. Correlated jump-diffusion

10.2.2. Monte-Carlo results

In the Monte-Carlo simulation we consider the stochastic process in Equation (10.31)
for discrete time increments. As in the diffusion case we simulate K = 500 different
realizations of εk,t and dJk,t for a single realization of the market terms ηm,t and dJm,t

with t = 1, . . . , N . For each realization of the idiosyncratic terms we calculate the mar-
ket return Xm, the number of defaults ND(Xm), the default probability PD(Xm) and
the expected recovery rate 〈R(Xm)〉. The full Monte-Carlo simulation consists of 106

realizations of the market terms.

For the diffusion terms and the contract details we use the same parameters as in Sec-
tion 10.1. The additional parameters for the jump terms are λ = 0.005, µj = −0.4 and
σj = 0.3.

Figure 10.6 shows the dependence of recovery rates 〈R(Xm)〉 on default probabilities
PD(Xm) in one plot and the dependence of portfolio losses L(Xm) on default probabilities
PD(Xm) in a second plot. In both cases we observe a very good agreement between the
Monte-Carlo simulations of the jump-diffusion and the analytical results for the diffusion,
see Equations (10.20) and (10.21), respectively. The average recovery rates deviate only
for very low default probabilities from the diffusion result. For the portfolio loss this
deviation is suppressed and no longer visible. The parameter B is here the same as in the
diffusion case, this means it is not influenced by the additional jump terms of the process.
The most striking difference to the plots in Figure 10.2 is the abundance of simulation
results with very high default probabilities. This is due to the market-wide jumps which
render the tails of the market return distribution fatter. The idiosyncratic jumps lead to
slightly larger deviations of individual results from the mean values.

The analytical results for the diffusion case do not only describe the PD-dependence of
the jump-diffusion results, but also their dependence on the market return Xm. This is
shown in Figure 10.7. Both default probabilities and portfolio losses are well described
by Equations (10.15) and (10.19), respectively. Given the functional relation between
portfolio loss L and market return Xm, we can again use Equation 10.29 to transform
the PDF of market returns into the PDF of portfolio losses. Here we use the simulation
data on Xm to determine their distribution numerically. In Figure 10.8 we compare this
to the Monte-Carlo result for the loss distribution. As in the diffusion case, we observe
an excellent agreement, even for extremely large losses. The market-wide jumps lead
to a very slow decay in the tail of the loss distribution. The results for Expected Loss,
Value-at-Risk and Expected Tail Loss are listed in Table 10.1. The analytical values
are obtained by evaluating Equations (10.24) and (10.25), respectively, for the numerical
PDF of market returns. They describe the simulation results very well.

Our results show that the Merton model with jump-diffusion can be described by the
analytical results for the diffusion if we exchange the distribution of market returns. The
dependencies on default probabilities and market returns are nearly the same as in the
diffusion case.
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10. Dependence of defaults and recoveries

Figure 10.6.: Dependence on default probabilities PD for the jump-diffusion process. The
left plot shows the dependence of recovery rates 〈R(Xm)〉 on default prob-
abilities PD(Xm). The right plot shows the dependence of portfolio losses
L(Xm) on default probabilities PD(Xm). The Monte-Carlo results for the
jump-diffusion process (grey symbols) are compared to the analytical re-
sults for the diffusion (solid line). The parameter B =

√
(1− c)σ2T is

determined from the simulation parameters.

Figure 10.7.: Dependence on market returns Xm for the jump-diffusion process. The left
plot shows the dependence of default probabilities PD(Xm) on market re-
turns Xm. The right plot shows the dependence of portfolio losses L(Xm) on
market returns Xm. The Monte-Carlo results for the jump-diffusion process
(grey symbols) are compared to the analytical results for the diffusion (solid
line). The parameter B =

√
(1− c)σ2T is determined from the simulation

parameters.
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10.2. Correlated jump-diffusion

Figure 10.8.: Probability density function p(L) for the portfolio losses for the jump-
diffusion process. The black solid line corresponds to the simulation results.
The grey dashed line shows the analytical results, where the PDF of market
returns is transformed.

simulation analytical result

EL 1.03 · 10−3 9.07 · 10−4

VaR0.99 1.50 · 10−2 1.47 · 10−2

ETL0.99 3.70 · 10−2 3.75 · 10−2

Table 10.1.: Expected Loss, Value-at-Risk and Expected Tail Loss for the jump-diffusion
process.

151



10. Dependence of defaults and recoveries

10.3. Correlated GARCH process

We now examine the Merton model with a GARCH(1,1) model for the underlying asset
value process. The GARCH model was first introduced by Bollerslev [62]. It is able
to reproduce many of the stylized facts [158] found in empirical financial time series.
In particular, it exhibits volatility clustering and fat-tailed return distributions. The
GARCH(1,1) model is a discrete time process with an autoregressive volatility. The
return at time t reads

rk,t = σk,t
(√
c ηt +

√
1− c εk,t

)
σ2
k,t = α0 + α1 r

2
k,t−1 + β1 σ

2
k,t−1 . (10.36)

where ηt and εk,t are independent normal distributed random variables. The parameters
α0, α1 and β1 are chosen in order to mimic the behavior of a typical empirical time
series of daily returns. The initial values for the volatilities have been set homogeneously
as σk,0 = σ

√
∆t, where σ = 0.15 is the same value used in the diffusion and the jump-

diffusion case. However, the volatility does not remain the same for all k as t evolves, since
σk,t also depends on the idiosyncratic random part in rk,t−1. Thus, the homogeneity of
the portfolio is lost to some degree. Instead the process covers a wide range of volatilities
both within one realization of the market terms, i.e., within one portfolio, and also over
different market realizations. The GARCH process is therefore the most general case
we examine here. It provides an indication of how broadly our analytical results for the
diffusion case can be applied.

For the GARCH process the market value of company k at maturity reads

Vk(T ) = V0

N∏
t=1

(1 + µ∆t+ rk,t) . (10.37)

The deterministic drift term can also be included in Equation (10.36) instead. Then the
parameters α0, α1 and β1 have to be adjusted accordingly. The drift constant is again
set to µ = 0.05.

As in the diffusion and jump-diffusion case we simulate 106 portfolios of size K = 500.
For each portfolio we calculate the market return Xm, the number of defaults ND(Xm),
the default probabilities PD(Xm) and the expected recovery rate 〈R(Xm)〉.

In Figure 10.9 we present the Monte-Carlo results for the PD-dependence of the GARCH
process. One plot shows the dependence of recovery rates 〈R(Xm)〉 on default probabil-
ities PD(Xm), a second plot shows the dependence of portfolio losses L(Xm) on default
probabilities PD(Xm). First, we observe a much broader range of the individual results
than in the diffusion and jump-diffusion case. This is to be expected because the fluc-
tuating volatilities lead to pronounced fat tails in the return distribution of individual
companies. While the returns are correlated in the GARCH(1,1) model, volatilities are
rather uncorrelated, see [159]. Thus, for the market return the fluctuations of individual
volatilities average out to some degree. This is why we scarcely observe very high default
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10.3. Correlated GARCH process

probabilities in the simulations. The situation is different for empirical stock return time
series, where volatilities are also strongly correlated.

It is a rather remarkable result that the average behavior of the GARCH simulation is
so well described by the analytical results for the diffusion, see Equations (10.20) and
(10.21), respectively. The parameter B has been fitted to the simulation data.

In Figure 10.10 we demonstrate the dependence of default probabilities and portfolio
losses on the market return. Here the behavior of the GARCH model is completely
different from the diffusion case. For the analytical results of the diffusion case, described
by Equations (10.15) and (10.19), we use the parameter value B which has been fitted to
the PD-dependence in Figure 10.9. Given the functional relation between portfolio loss
L and default probability PD, we can transform the PDF of default probabilities, p̂, into
the PDF of portfolio losses,

p(L) =
1

|L′(PD)|
p̂(PD) . (10.38)

A comparison to the Monte-Carlo result for the portfolio loss distribution is presented
in Figure 10.11. We observe a very good agreement, even for extremely large losses.
Finally, we present the results for Expected Loss, Value-at-Risk and Expected Tail Loss
in Table 10.2. We compare the Monte-Carlo result for Value-at-Risk with

VaRα = L(F̂−1(α)) , (10.39)

where F̂−1(α) is the α-quantile of default probabilities. The Expected Tail Loss can be
expressed as

ETLα =
1

1− α

1∫
F̂−1(α)

L(PD) p̂(PD) dPD . (10.40)

The analytical values describe the simulation results very well.

Our results demonstrate that the functional dependence of recovery rates on default
probabilities does not depend on the underlying process. The analytical result for the
diffusion process describes also other underlying processes in the Merton model. Hence
we call Equation (10.20) the structural recovery rate. Using this structural recovery rate
we can describe the loss distribution if we have knowledge of the distribution of default
probabilities.

simulation analytical result

EL 2.44 · 10−3 2.26 · 10−3

VaR0.99 3.28 · 10−2 3.16 · 10−2

ETL0.99 5.42 · 10−2 5.16 · 10−2

Table 10.2.: Expected Loss, Value-at-Risk and Expected Tail Loss for the GARCH(1,1)
process.
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10. Dependence of defaults and recoveries

Figure 10.9.: Dependence on default probabilities PD for the GARCH process. The left
plot shows the dependence of recovery rates 〈R(Xm)〉 on default proba-
bilities PD(Xm). The right plot shows the dependence of portfolio losses
L(Xm) on default probabilities PD(Xm). The Monte-Carlo results for the
GARCH process (grey symbols) are compared to the analytical results for
the diffusion (solid line). The parameter B is fitted to the data.

Figure 10.10.: Dependence on market returns Xm for the GARCH process. The left plot
shows the dependence of default probabilities PD(Xm) on market returns
Xm. The right plot shows the dependence of portfolio losses L(Xm) on
market returns Xm. The Monte-Carlo results for the GARCH process
(grey symbols) are compared to the analytical results for the diffusion
(solid line). The parameter B is fitted to the default rate dependence in
Figure 10.9.
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10.4. Applications of the structural recovery rate

Figure 10.11.: Probability density function p(L) for the portfolio losses for the GARCH
process. The black solid line corresponds to the simulation results. The
grey dashed line shows the analytical results, where the PDF of default
probabilities is transformed.

10.4. Applications of the structural recovery rate

In a recent study Altman et al [160] find a strong negative correlation between default
probabilities and recovery rates in empirical data. The structural recovery rate provides
such a negative relation between default and recovery rates. It correctly describes the case
of zero-coupon bonds for various underlying processes, but may even be applicable to a
more general debt structure. An indication for this is given by Chen and Panjer [161] who
show that the Merton model with jump-diffusion can be calibrated to provide the same
yield spreads as reduced-form models. Reduced-form models are also able to reproduce
negative correlations between default and recovery rates if the default model and the
recovery model depend on a single common covariate, see [162, 163]. Compared to the
structural recovery rate, however, the reduced-form recovery introduces more parameters
and lacks a deeper motivation.

Here we provide first empirical evidence that the structural recovery rate is indeed ap-
plicable in a realistic setting. A more detailed empirical study is provided in Chapter
12. Figure 10.12 shows data from Moody’s annual default study. The left plot shows
the firm-wide ultimate recovery rates versus the annual default rates. The right plot
shows the corresponding average losses in dependence of the annual default rates. Ulti-
mate recoveries refer to the amount that creditors actually receive at the resolution of
a default, usually at the time of emergence from Chapter 11 bankruptcy proceedings,
for details see [164]. We also note that Moody’s ultimate recovery database contains
only non-financial US firms. Although Moody’s annual default study only comprises few
data points, corresponding to the years 1987 to 2008, we can observe a negative relation
between the firm-wide ultimate recovery rates and the annual default rates. We fit the
structural recovery rate to these data points and find a reasonable agreement. This is
remarkable, since many simplifying assumptions in the Merton model are not valid in
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10. Dependence of defaults and recoveries

Figure 10.12.: Empirical data from Moody’s annual default study for the years 1987 to
2008. The left plot shows the dependence of firm-wide ultimate recovery
rates on the annual default rates. The right plot shows the dependence
of the corresponding average losses on the annual default rates. The solid
line shows the structural recovery rate with the parameter B = 2.28 fitted
to the data.

the context of Moody’s study. In particular, the capital structure of the debtors is more
complex than in the Merton framework, and defaults usually happen prior to maturity.
Yet we find that the structural recovery rate model is able to describe the empirical data
rather well. This encourages to use the structural recovery rate in addition to existing
models for default probabilities. As pointed out in Section 10.3, we can describe the port-
folio loss distribution, using Equation (10.38), if we have knowledge of the distribution
of default probabilities.

10.5. Summary

The interdependence of default and recovery rates has a crucial influence on large credit
portfolio losses. Yet default probabilities and recovery rates are often modeled indepen-
dently in current credit risk models. Here, we revisited the Merton model for different
underlying processes with correlations. While the original Merton model was conceived
for the diffusion process, we have also considered a jump-diffusion and a GARCH pro-
cess. For the correlated diffusion we derived a functional dependence between default
and recovery rates. This functional dependence is determined by a single parameter. In
Monte-Carlo simulations we showed that it describes not only the diffusion case, but also
the jump-diffusion and GARCH process. Due to its independence of the underlying pro-
cess, we call this functional relation the structural recovery rate. It is straightforward to
use this structural recovery rate in addition to a first passage model or any other model
for default probabilities. We believe that this has great potential to improve current
credit risk models. However, further questions need to be answered: How well does the
structural recovery rate describe empirical data on defaults and recoveries? Is it applica-
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10.5. Summary

ble beyond the zero-coupon debt structure implied by the Merton model? And how does
it compare with reduced-form models? We will address these questions in the following
chapters.
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11. Calibration of structural and
reduced-form recovery models

In many credit risk models the structural connection between recovery rates and default
probabilities is neglected. This can lead to a serious underestimation of large portfolio
losses. This situation is particularly troublesome when considering calibration to limited
default and recovery data. One way to address the scarcity issue of default and recovery
data is to calibrate to market data of credit contracts and derivatives instead. This allows
for a self-consistent description of market prices, but may misrepresent the actual credit
risk. As witnessed in the recent financial crisis, the market as a whole may be completely
wrong in its pricing consensus. Therefore it is crucial for the risk assessment of a credit
portfolio to take into account historical data of defaults and recoveries.

The aim of our study is to discuss general calibration issues that arise from indepen-
dent modeling of default and recovery rates. To this end we use the structural model,
which we introduced in Chapter 9, as our reference system. While the original Merton
model contains only a diffusion process, we also consider a jump-diffusion process for
the evolution of the market value. We run Monte-Carlo simulations of this model and
calibrate different recovery models to the simulation data. We compare a reduced-form
model for recoveries with a constant recovery approach. In addition, we consider the
functional dependence between recovery rates and default probabilities which we derived
in the previous chapter for the diffusion case. We find that the constant recovery ap-
proach drastically and systematically underestimates the tail of the loss distribution. The
reduced-form recovery model shows better results, when all simulation data is used for
calibration. However, if we restrict the calibration data, the results for the reduced-form
model deteriorate. We find the most reliable and stable results, when we make use of the
functional dependence between recovery and default rates.

In Section 11.1 we describe the recovery rate models which will be calibrated to the
Monte-Carlo data. Issues that arise in model calibration are discussed in Section 11.2.
In Section 11.3 we compare the different recovery models with respect to three central
questions: To what extent do the models preserve the dependence of recovery and default
rates? How robust are the models with respect to calibration issues? And do they provide
accurate estimates for the risk of large portfolio losses? We summarize our findings and
conclude in Section 11.4.
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11. Calibration of structural and reduced-form recovery models

11.1. Recovery rate models

In Chapter 9 we introduced a structural model for credit risk. Here, we run Monte-Carlo
simulations of this model and calibrate different recovery models to the simulation data.
Since we want to isolate the influence of the different recovery models on various risk
measures, we will not employ a stochastic description of default probabilities. Instead
we consider the default data from the simulations directly. We compare three different
recovery rate models: a reduced-form model, constant recoveries and structural recoveries.

11.1.1. Reduced-form approach

Reduced-form models are stochastic models for default probabilities and recovery rates.
Their aim is to describe the dependence of these quantities on common (macroeconomic)
covariates or risk factors. In our structural reference model we use a one-factor model
with a constant correlation of all companies to the market. Therefore we use the market
return, i.e., the average return of all assets at maturity, as a covariate.

Default events are commonly modeled by a doubly stochastic Poisson process or Cox
process. As mentioned above, we will not consider a stochastic description of default
probabilities in this study. Instead we consider the default data from the simulations
directly.

Reduced-form recovery rate models describe a monotonous dependence on covariates. In
our case, for instance, we expect a lower recovery rate for lower market returns. Since
the natural domain for the recovery rate is the interval [0, 1], a generalized linear model
is typically used. In this approach a linear dependence on the covariates is transformed
by a link function to the desired domain. Recovery rate models commonly use either a
logit or a probit link function. A logit link function is used, e.g., in [153], a probit link
function, e.g., in [165]. As pointed out by Chava et al [162], both link functions lead to
very similar results. In our study we focus on the probit model; then the reduced-form
recovery rate model reads

〈R(Xm)〉 = Φ(−γXm − δ) (11.1)

with the parameters γ and δ, and where Φ is the cumulative standard normal distribution.
The qualitative insights presented in this study do not depend on the choice of the link
function.

11.1.2. Constant recovery rate

In the simplest reduced-form ansatz the recovery rate is assumed constant,

〈R(Xm)〉 = 〈R〉 = const . (11.2)

Although it is obvious that this crude model neglects important structural information
and therefore cannot be accurate, it is still widely used in research and in practice. The
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11.2. Model calibration

only valid statements to make with a constant recovery rate involve setting 〈R〉 to zero
and thereby estimating worst case losses.

11.1.3. Structural recovery rate

In addition to the reduced-form approach, we consider the functional dependence of
recovery rates and default probabilities derived in the previous chapter,

〈R(PD)〉 =
1

PD
exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (11.3)

This result has been derived in the framework of the Merton model for a correlated
diffusion process, but it is also a very good approximation for other processes. The
relation depends only on a single parameter B. In the case of the correlated diffusion, B
is determined by the parameters of this process.

11.2. Model calibration

We will use the data obtained in our Monte-Carlo simulations for model calibration.
Since we do not employ a model for default probabilities, these will be directly calculated
from the number of defaults found in the simulation,

PD(Xm) ≈ ND(Xm)

K
. (11.4)

The three different recovery models will be calibrated to the average recovery rates
〈R(Xm)〉 found in the simulation.

11.2.1. Reduced-form recovery rate

We apply Φ−1 to both sides of Equation (11.1) and obtain

b(Xm) = Φ−1 (〈R(Xm)〉) = −γXm − δ . (11.5)

According to our reduced-form model we expect b(Xm) to show a linear dependence. In
Figure 11.1 we present the Monte-Carlo data of b(Xm) for diffusion and jump-diffusion.
In addition to the raw data, we also show average values for small intervals of Xm. The
dependence on Xm is well defined and rather linear for large negative market returns.
This is true both for diffusion and for jump-diffusion. For market returns greater than
zero, the dependence on Xm is only visible on average. In single runs of the simulation,
the recovery rates, and thus also b(Xm), can deviate considerably from the average values.
The reason for this is rather obvious: positive market returns make defaults less likely
for all individual companies. Thus, defaults and recoveries are mostly determined by the
idiosyncratic parts of the processes. The model assumption of a linear behavior of b(Xm)

161



11. Calibration of structural and reduced-form recovery models

is well justified for large negative market returns Xm. However, we observe deviations of
this linear behavior starting already aroundXm = −0.2. These deviations are most visible
in the jump-diffusion case, where we even find a negative slope for Xm ≥ 0. From these
findings we can already deduce a qualitative picture of the calibration difficulties that may
arise. The overall behavior of recovery rates is not captured by the reduced-form model. If
we calibrate only to data for large negative market returns, we will overestimate recovery
rates for moderate market returns. And if we only have data available for calibration
which corresponds to rather moderate market returns, we would overestimate recovery
rates for large negative market returns. In both cases, we overestimate recovery rates in
some situations, and thus underestimate the corresponding losses. Here we choose 0 as
an upper threshold for Xm and study the calibration results in dependence of a lower
threshold. The motivation for this is the typical abundance of data for moderate market
returns, while large negative market returns occur only rarely. We calibrate to the local
average values in order to give equal weights to different values of Xm in the regression.

Another problem becomes obvious when we compare the diffusion and the jump-diffusion
case: The quality of the reduced-form recovery model depends on the underlying process.
In other words, a model that works well for one set of credit contracts might not work so
well for another. Non-stationarity in financial time series may also cause the quality of a
reduced-form recovery model to degrade over time.
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Figure 11.1.: Regression data b(Xm) = Φ−1 (〈R(Xm)〉) for the reduced-form recovery
model. The model assumes a linear dependence, which is justified for large
negative market returns Xm. Results are shown for diffusion (left), and for
jump-diffusion (right).

11.2.2. Constant recovery rate

The constant recovery rate is determined as the average value of 〈R(Xm)〉 for a given
range of market returns Xm. The reasons for choosing an upper and a lower threshold
on Xm have been discussed above. The upper threshold Xm < 0 addresses the bias issue
of the estimation at least to some degree.
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11.2.3. Structural recovery rate

In our structural recovery approach, we do not fit a covariate dependence of the recovery
rate explicitly. Instead, we focus on how recovery rates depend on default probabilities.
The functional dependence of recovery rate on default probability depends only on a
single parameter B.

〈Rk(PD)〉 =
1

PD
exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (11.6)

In the Merton model for a correlated diffusion process the parameter B is given by the
parameters of this process,

B =
√

(1− c)σ2T . (11.7)

We use a least square method to estimate B from the simulation data for PD(Xm) and
〈Rk(Xm)〉. Again, the data are filtered with respect to an upper and a lower threshold
on the market return Xm. The convergence of the regression for B is strong. As already
pointed out in the previous chapter, this functional dependence does not critically depend
on the underlying process. In fact, it has been shown to work well for diffusion, jump
diffusion and GARCH(1,1). Therefore we do not expect a critical dependence of the
calibration results on the range for Xm. We can further improve the stability of the
calibration if we regress the data of average losses,

〈L(PD)〉 = PD (1− 〈R(PD)〉) , (11.8)

Inserting the functional dependence (11.3) yields

〈L(PD)〉 = PD − exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (11.9)

Now the strongly fluctuating results for small default probabilities are suppressed in the
regression, see Figure 11.2. This leads to an improvement in calibration stability.

11.3. Comparison of model results

11.3.1. Dependence of recovery rates and default probabilities

Let us first turn our attention to the dependence between recovery rates and default
probabilities. Figure 11.3 shows scatter plots of the Monte-Carlo results for PD(Xm) and
〈R(Xm)〉. We compare these with the results for the three different recovery rate models,
where PD(Xm) is again taken directly from the simulation. Here, the model parameters
for the recovery rate are calibrated to the data with Xm < 0. It is obvious that the
assumption of a constant recovery rate is not justified at all. Moreover, the estimation of
this constant is biased due to the relative abundance of data for small default probability
and high recovery rate. Although this bias could be taken into account, the results for
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Figure 11.2.: Dependence of average losses 〈L(Xm)〉 on default probabilities PD(Xm).
Results are shown for diffusion (left), and for jump-diffusion (right).

the constant recovery rate model appear arbitrary and neglect important structural in-
formation. For the reduced-form recovery, we notice that the interdependence of recovery
and default rates is preserved at least qualitatively. We observe larger deviations for the
jump-diffusion. This is to be expected, since the recovery model does not describe the
simulation results over the whole data range, see our discussion in the previous section.
The qualitative agreement of the reduced-form model results and the simulation data
can be attributed to the fact that both PD(Xm) and 〈R(Xm)〉 describe the dependence
on the same covariate. This is in accordance with findings of [162] who pointed out that
reduced-form models can yield considerably better results if defaults and recoveries are
modeled and calibrated with respect to the same set of covariates.

The structural recovery describes the data very well over the whole data range. This
is not surprising for the diffusion process, after all the functional dependence has been
derived for this case. It is noteworthy, however, that we find such a perfect agreement
for the jump-diffusion as well.

11.3.2. Value-at-Risk and Expected Tail Loss

Finally, we want to test the quality of the model results on two risk measures that capture
the tail behavior of the loss distribution. For this purpose, we consider the Value-at-Risk
and the Expected Tail Loss, or Expected Shortfall. Both measures are commonly used
in credit risk management, see, e.g., [146–148], and in financial regulations [166]. For
details on the calculation of these risk measures we refer to 11.A. As mentioned above,
we are considering a situation where the default probabilities are well described by a
model – or in our case by the simulation itself. Hence, we focus entirely on the influence
of the different recovery rate models. In particular, we are interested in the impact of
limited calibration data on the model results. To this end we filter the simulation data
with respect to the market return Xm. As before we keep 0 as an upper threshold,
because default and recovery rates do not show a clear dependence on the market return
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Figure 11.3.: Dependence of recovery rates 〈R(Xm)〉 on default probability PD(Xm). The
Monte-Carlo results are compared to structural (solid line), reduced-form
(dashed line) and constant recovery rate (dashed-dotted line). Results are
shown for diffusion (left), and for jump-diffusion (right).

for positive Xm. Additionally, we set a lower threshold on Xm and study the results for
VaR and ETL in dependence of this lower threshold. This corresponds to the relative
abundance of empirical data for moderate market returns, while large negative market
returns occur only rarely. Frankly, we ask to which extent the different models can
describe extreme events when they are only calibrated with default and recovery data
from a relatively calm period.

Figure 11.4 shows the model results for the Value-at-Risk VaRα at the confidence level
α = 0.999. The results are normalized to the corresponding empirical value which is
computed for the entire data set of the simulation. These empirical values are VaR0.999 =
0.0387 for the diffusion and VaR0.999 = 0.0621 for the jump-diffusion. Not surprisingly, we
find the worst results for the constant recovery. The Value-at-Risk is underestimated by
almost 50% in both cases. The slightly better result for the jump-diffusion is misleading,
however, as we will see later on. The reduced-form recovery yields quite reasonable results
in the diffusion case. It overestimates the Value-at-Risk by roughly 6% when all data with
Xm < 0 is taken into account. We see a slight dependence on the lower threshold for Xm.
This starts only at Xm ≈ −0.35, because this was the lowest market return observed in
the simulation. In the jump-diffusion case, the reduced-form model yields very unstable
results, ranging from a considerable overestimation to a severe underestimation of the
Value-at-Risk. For both processes, the structural recovery model provides rather stable
results with very little deviation from the empirical values.

In Figure 11.5 we present the model results for the Expected Tail Loss ETLα at the
confidence level α = 0.999. Again, we normalized the results to the empirical value for
the entire data set of the simulation. These empirical values are ETL0.999 = 0.055 for
the diffusion and ETL0.999 = 0.1456 for the jump-diffusion. The Expected Tail Loss is
better suited to describe the tail behavior of the loss distribution, as first pointed out by
Artzner [146]. Here we see that the constant recovery rate does, in fact, not provide a
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11. Calibration of structural and reduced-form recovery models

better description of the jump-diffusion than of the diffusion. The results for the Value-
at-Risk are more coincidental, they depend critically on the chosen confidence level α.
The reduced-form recovery again shows rather good results for the diffusion process.
However, for the jump-diffusion, the Expected Tail Loss reveals even more clearly that
the reduced-form recovery severely underestimates large portfolio losses if the calibration
data is restricted. Moreover, we observe a very strong dependence of the results on the
lower threshold for the market returns. These unstable results are contrasted by the
stable results for the structural recovery rate. The Expected Tail Loss confirms that this
model delivers a very good and robust estimate for large portfolio losses.
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Figure 11.4.: Value-at-Risk VaRα at the confidence level α = 0.999. The results are
normalized to the Value-at-Risk computed for the entire data set of the
simulations. Thus, values above 1 correspond to an overestimation, values
below 1 to an underestimation by the model. Results are shown for diffusion
(left), and for jump-diffusion (right).
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Figure 11.5.: Expected Tail Loss ETLα at the confidence level α = 0.999. The results are
normalized to the ETL computed for the entire data set of the simulations.
Thus, values above 1 correspond to an overestimation, values below 1 to an
underestimation by the model. Results are shown for diffusion (left), and
for jump-diffusion (right).
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In the following we will explore the applicability of the structural recovery rate, moving
further beyond the assumptions made for its derivation; these are homogeneous portfo-
lios and correlated diffusion processes. To this end we show two additional simulation
results in Figure 11.6. In the first simulation, we consider the diffusion process for an
inhomogeneous portfolio. In each realization of the outer Monte-Carlo loop, the face
value, the drift, the volatility and the correlation for each of the K companies are cho-
sen randomly. We use uniform distributions for these parameters. The centers of the
respective distributions are F = 75, µ = 0.05, σ = 0.15 and c = 0.5, in accordance
with the homogeneous case. The width of each distribution is 20% of its mean value,
which implies rather inhomogeneous portfolios. Figure 11.6 shows the Expected Tail
Loss ETL0.999 for this simulation, again normalized to the empirical value of the simu-
lation data, ETL0.999 = 0.0624 . The results are very similar to the homogeneous case.
In particular, the structural recovery rate yields very good results even for randomized
parameters. Its applicability is not restricted to homogeneous portfolios.

In the second simulation we consider the jump-diffusion with an increased jump intensity,
making the jump term of the process more dominant. We used the following parameters
for the jumps: λ = 0.1, µj = −0.15 and σj = 0.2. This makes the occurrence of jumps
20 times more likely than in our previous simulation of the jump-diffusion. We chose a
slightly higher drift in the diffusion part of the process, µ = 0.06, to compensate for the
negative impact of the jumps on the market return. The volatility of the diffusion part was
again σ = 0.15. Figure 11.6 shows the Expected Tail Loss ETL0.999 for this simulation,
normalized to the empirical value of the simulation data, ETL0.999 = 0.1618 . Due to
the dominant jump process, we reach more extreme negative market returns. The overall
picture remains the same: The constant recovery rate yields the worst results, severely
underestimating tail losses. The reduced form recovery shows very unreliable results with
a strong dependence on the range of the calibration data. The structural recovery again
shows the most stable results, yielding very good and robust estimates for the tail losses.
If we restrict the calibration data to market returns larger than −0.25 in this simulation,
then the calibration does contain enough information on the dependence of default and
recovery rates. In this case, the structural recovery rate tends to overestimate tail losses.

11.4. Summary

The relation between recovery rates and default probabilities has a pronounced effect
on the tail of the portfolio loss distribution. Yet both quantities are often modeled in-
dependently in current credit risk models. Here, we consider the Merton model as a
reference system with diffusion and jump-diffusion as underlying processes. Three differ-
ent recovery models are calibrated to Monte-Carlo simulations of this reference system:
a reduced-form recovery model, the special case of constant recoveries, and the structural
recovery model. A functional dependence between default and recovery rates can be
derived for the Merton model with correlated diffusion. The structural recovery model
employs this same functional dependence regardless of the underlying process. We study
to what extent the different recovery models preserve the relation between default and re-
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Figure 11.6.: Expected Tail Loss ETLα at the confidence level α = 0.999. The results are
normalized to the ETL computed for the entire data set of the simulations.
Thus, values above 1 correspond to an overestimation, values below 1 to
an underestimation by the model. Results are shown for diffusion with
randomized parameters, implying inhomogeneous portfolios (left), and for
jump-diffusion with increased jump intensity (right).

covery rates. Most importantly, we compare how well they reproduce two measures of tail
risk, the Value-at-Risk and the Expected Tail Loss. Furthermore, we discuss calibration
issues that may arise due to a lack of information. To this end we confine the calibration
to a certain range of the simulation data. A lower threshold on the market return implies
that extremely adverse market situations are not contained in the historical data sample
on defaults and recoveries.

It comes as no surprise that the constant recovery rate model shows the worst perfor-
mance, since it does not include a dependence on covariates or default probabilities. In
addition, the estimate of the average recovery rate from historical or simulation data is
biased due to the relative abundance of small losses. As a consequence this model shows
very poor results for Value-at-Risk and Expected Tail Loss. Nonetheless we included this
model in our discussion, as it is still prevalent in practical applications.

The results for the reduced-form recovery model are considerably better. The generalized
linear dependence on market returns works reasonably well, especially when considering
large negative market returns. However, it does not provide a good description over the
entire data range. Furthermore, the quality of the model critically depends on the un-
derlying process. The model is able to reproduce the dependence of default and recovery
rates at least qualitatively. Larger deviations are observed for the jump diffusion process.
We find a critical dependence of the model results on the data range used for calibration.
This leads to very unstable estimates for Value-at-Risk and Expected Tail Loss.

The structural recovery model accurately describes the dependence of default and recov-
ery rates for different processes. It has only a single parameter and is calibrated with
respect to the default rate dependence. The model yields nearly perfect estimates of
Value-at-Risk and Expected Tail Loss. These results show almost no dependence on the
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data range used for calibration.

In accordance with Chava et al and [162] and Bade al [163] we conclude that a reduced-
form ansatz can work well if the same covariates are used for both default and recover
rates. However, an additional model risk is involved in the reduced-form recovery with
respect to the underlying process. The structural recovery avoids this model risk because
it does not rely on covariates; instead, it directly describes the dependence of recovery
rates on default probabilities. Thus, it can be easily used with any default model.

In this study we used the Merton model as a reference system. This entails certain
assumptions which are not valid for realistic credit portfolios. The debt structure of
companies is usually more complicated than in the Merton model. Defaults may occur
at any time prior to maturity. And, in particular, issue and maturity dates are generally
not the same for all contracts in a portfolio. Is the structural recovery model, in spite of
that, applicable for realistic credit portfolios? To answer this question we conducted an
extensive empirical study which is presented in the next chapter.
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11.A. Calculation of risk measures

In the reduced-form approach default probabilities and recovery rates are modeled in
dependence of covariates, in our case, in dependence of the market return Xm. The
average loss or loss of a homogeneous portfolio is then

〈L(Xm)〉 = PD(Xm) (1− 〈R(Xm)〉) . (11.10)

There is an abundance of empirical data on covariates, we can therefore assume that
their distribution is well understood and modeled. In the case of a correlated diffusion,
we know that the market return is log-normal distributed. The jump-diffusion process
renders the tail of the distribution fatter, corresponding more closely to the situation on
the stock market. When the PDF pXm(Xm) is known, we can use the substitution

|p(L)dL| = |p̄(Xm)dXm| (11.11)

to calculate the Value-at-Risk and the Expected Tail Loss. Here we simplified the notation
to L instead of 〈L(Xm)〉. With the cumulative distribution function

F̄ (x) =

x∫
−1

p̄(Xm)dXm (11.12)

we can express the Value-at-Risk VaRα as

VaRα = L(F̄−1(1− α)) , (11.13)

where the function L is the Xm-dependence given by Equation (11.10), and the value
F̄−1(1− α) is the 1− α quantile of the market return.

The Expected Tail Loss is calculated as

ETLα =
1

1− α

1∫
VaRα

Lp(L) dL =
1

1− α

F̄−1(1−α)∫
−1

L(Xm) p̄(Xm) dXm . (11.14)

For numerical data we can determine the Expected Tail Loss as

ETLα = mean
{
L(Xm)

∣∣ Xm ≤ F̄−1(1− α)
}
. (11.15)

The same line of reasoning applies for the structural recovery approach. The average loss
is then given by

〈L(PD)〉 = PD (1− 〈R(PD)〉) , (11.16)

with the expected recovery rate according to Equation (11.3). When we know the distri-
bution of default probabilities, e.g., by means of modeling, by a scenario analysis or from
Monte-Carlo simulations, we can express the Value-at-Risk as

VaRα = L(F̂−1(α)) , (11.17)
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where F̂ is the cumulative distribution function of the default probability. For the Ex-
pected Tail Loss we find

ETLα =
1

1− α

1∫
F̂−1(α)

L(PD) p̂(PD) dPD . (11.18)

For numerical data we can evaluate it as

ETLα = mean
{
L(PD)

∣∣ PD ≥ F̂−1(α)
}
. (11.19)
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12. Empirical evidence for the structural
recovery model

While defaults are rare events, losses can be substantial even for credit portfolios with
a large number of contracts. Therefore, not only a good evaluation of the probability
of default is crucial, but also the severity of losses needs to be estimated. The recovery
rate is often modeled independently with regard to the default probability, whereas the
Merton model yields a functional dependence of both variables. We use Moody’s Default
and Recovery Database in order to investigate the relationship of default probability and
recovery rate for senior secured bonds. The assumptions in the Merton model do not seem
justified by the empirical situation. Yet the empirical dependence of default probability
and recovery rate is well described by the functional dependence found in the Merton
model.

12.1. Merton Model

We start with a short summary of the results for the Merton model, which we derived in
the previous chapters. In the framework of the Merton model, the liabilities of a company
are modeled as a single zero-coupon bond. We consider a portfolio consisting of K credit
contracts which we build at t = 0. Each company k has a debt with face value Fk due at
time T , the maturity time. In this model, a company will default if the market value of
its assets, Vk(T ), is less than Fk when the bond matures.

In order to assess the credit risk, we need to investigate the market value Vk(t). The
value of the assets of the company are amenable to stochastic modeling. Let p̃k(Vk) be
the probability density function of the market value of the company at maturity. The
probability of default (PD) is then given by

PDk =

Fk∫
0

p̃k(Vk) dVk . (12.1)

The recovery rate (R) is simply Vk(T )/Fk for Vk(T ) < Fk. Hence the expected recovery
rate for the same stochastic process reads

〈Rk 〉 =
1

PDk

Fk∫
0

Vk
Fk

p̃k(Vk) dVk . (12.2)
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12. Empirical evidence for the structural recovery model

In Chapter 10 we derived the results for Equations (12.1) and (12.2) for a correlated
diffusion process with drift µ, volatility σ and correlation c,

dVk
Vk

= µdt+
√
c σ dWm +

√
1− c σ dWk . (12.3)

The Wiener processes dWk and dWm describe the idiosyncratic and the market fluctua-
tions, respectively. We find for this underlying process

〈R (PD)〉 =
1

PD
exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
, (12.4)

with the compound parameter

B =
√

(1− c)σ2 T , (12.5)

where Φ is the cumulative standard normal distribution. σ and c are the aforementioned
volatility and correlation, respectively. It is assumed that σ and c have the same constant
value for each company. We also consider Vk(0), the initial value of the assets, and Fk to
be the same for each company, namely V0 and F .

The recovery rate and the expected portfolio loss 〈L〉 are connected through

〈L(PD)〉 = PD · (1− 〈R (PD)〉) . (12.6)

Inserting Equation (12.4) for the recovery rate yields

〈L(PD)〉 = PD − exp

(
−B Φ−1(PD) +

1

2
B2

)
Φ
(
Φ−1(PD)−B

)
. (12.7)

Figure 12.1 illustrates the relationships arising from Equations (12.4) and (12.7). We find

Figure 12.1.: Dependence of 〈L(PD)〉 and 〈R (PD)〉 on parameter B, respectively. In the
left plot the parameter takes the values B = 0.2, 0.6, 1.0, 1.4, from bottom
to top; vice versa in the right plot.
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that the expected portfolio loss increases with the default probability, while the recovery
rate decreases. This inverse relation between default and recovery rates is in accordance
with earlier findings, see, for example, [167], [168], [160], [169], and [163]. However,
the dependence between these two quantities is not linear as the use of the correlation
coefficient might suggest. In the following we will examine this aspect in detail. In
particular, we will compare the empirical relation of these quantities with the structural
recovery rate given by Equation (12.4).

12.2. Moody’s Default and Recovery Database

Detailed empirical studies regarding default and recovery rates have not been feasible
due to scarce historical data. This has changed with the financial turmoil of the last
decade. A large number of default events and recovery rates were recorded. This renders
an extensive investigation of the relationship of default probability and recovery rate
possible.

For our investigation, we use Moody’s Default and Recovery Database1 (DRD). According
to Reference [170], the DRD contains data for 40,000 global corporate and sovereign
entities, including more than 417,000 debts. The database is particularly useful because
it includes recovery rates for most default events.

Moody’s have assigned a credit rating to each current bond issuer listed in the database.
This rating is based on the estimated default probability of the issuer in a given period
of time. This allows us to sort the bond issuers by their estimated default risk and,
thus, to build credit portfolios of similar types. In our analysis, we consider the default
probability of these portfolios for different maturity times and the corresponding recovery
rates.

12.2.1. Default Probabilities

In order to calculate the default probability, we have to first set up a credit portfolio in a
reasonable matter. In the following, we will refer to our credit portfolio as a cohort. The
cohort is characterized by the following parameters. We have to select a date for building
the cohort. In the Merton model, this date corresponds to t = 0, the beginning of the
term of the bonds. In reality, the bonds or loans usually have been issued beforehand. We
then select the members of the cohort by their rating at t = 0. Additionally, we choose
the seniority of the debt. At date t = T , we investigate the condition of the debt issues.
When we compare the empirical results to the Merton model, this date will correspond
to the maturity date in the model. However, it does not necessarily coincide with the
actual maturities of the debts in the DRD. Therefore, we call T the model-maturity.
Furthermore, we have to keep in mind that the debt structure of companies is often more
complicated than in the Merton model.

1For details see www.moodysanalytics.com
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There are three possible outcomes for a member of the cohort. First, the issuer might
default prior to T , the model-maturity. Second, the issuer might be withdrawn; i.e., the
debt has gone private, or it has been fully paid back by time T . Third, neither might
happen, to which we will refer as survival. In order to calculate the actual default rate of
the portfolio, we have to take the withdrawals into account. The empirical data indicates
that the frequency of defaults and withdrawals is not correlated.

Therefore, the default rate of the cohort can be calculated as follows. The cohort has
nC members, each is subject to default or withdrawal with probabilities PD and pW,
respectively. We can only observe defaults of issuers that have not been withdrawn.
Hence, the number of defaults nDW is

nDW = nC

(
1− pW

)
PD = nC

(
1− nW

nC

)
PD . (12.8)

From this, we get

PD =
nDW

nC − nW
. (12.9)

Note that we are solely interested in the outcome at model-maturity. Therefore, we treat
any event between t = 0 and t = T as though it happened at time T .

12.2.2. Recovery Rates

After a default has occurred the debt is still traded on the market. Therefore it is possible
to assess the recovery rate by the trading price 30 days after default; this is the market
value of the debt as a percentage of the face value. We find this information in the DRD.
In addition, the ultimate recovery rates are included in the database if available.

In this paper, we focus on the recovery rates based on the trading prices. We do so for two
reasons. First, issuers listed in the ultimate recovery database have commonly undergone
the Chapter 11 process. The economic conditions for the business of a company are
subject to change during this period of time. Second, and even more important, the
sample is much larger if we the use the trading prices. For example, Moody’s does
neither include financial institutions nor issuers with an exposure at default of less than
$50 million in its ultimate recovery database, as explained in [164].

12.3. Empirical Results

12.3.1. Correlation between Default Probability and Recovery Rate

We measure the default probability and the recovery rate for debts with a model-maturity
of one year from January 1st, 2000, to December 31st, 2010. The first term starts January
1st, 2000, and ends December 31st, 2000. The second term starts February 1st, 2000,
and ends January 31st, 2001. Accordingly, the last term starts January 1st, 2010, and
ends December 31st, 2010.
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PD
RR

Figure 12.2.: Default probability and recovery rate for senior secured bonds with ratings
Caa1, Caa2 and Caa3. Both quantities were evaluated on one year intervals.
The time axis indicates the starting dates of these intervals. The correlation
of default probabilities and recovery rates is −0.679.

We evaluate the default probability and recovery rate for senior secured bonds with ratings
Caa1, Caa2 and Caa3. We present the results in Figure 12.2. They are strongly negatively
correlated with correlation coefficient −0.679. Data sets with other ratings share the
illustrated negative correlation. It is worth pointing out that the default probability
and recovery rate are inversely related for senior unsecured bonds as well. In this case,
we find a correlation coefficient of −0.639. We find the same behavior for longer model-
maturities. This inverse relation between default and recovery rates is in accordance with
earlier findings, see, for example, References [160, 167–169]. However, the dependence
between these two quantities is not linear as the use of the correlation coefficient might
suggest. In the following we will examine this dependence in detail.

12.3.2. Dependence of Recovery Rate on Default Probability

We recall that we use the data in the context of the Merton model. In a nutshell, we
select bonds with a certain rating for our portfolio, and we assume that they are issued
on the same date the portfolio is set up. Furthermore, we determine the outcome of
the bond at its maturity time in the Merton framework by the state of the bond that is
registered in the DRD at that particular date, that is, at model-maturity t = T .

Thus, we face two restrictions: the portfolio size (the number of companies carrying a
given rating at a given date) and the number of default events with complete informa-
tion (the number of defaults with recovery information that have occurred during the
model-maturity of the bonds). The prevalent problem is the latter. For one-year model-
maturities, e.g., we find that on average less than one default with recovery information

177



12. Empirical evidence for the structural recovery model

is recorded for ratings Ba3 and better.

In our evaluation, we hence investigate portfolios of lower initial ratings, namely B1, B2,
B3, Caa1, Caa2 and Caa3. These are the ratings which are generally referred to as risky
and highly speculative. In order to set up the cohorts, we then proceed as described in
Section 12.3.1.

Note that the recovery rate as calculated in Equation (12.4) is an average over many
realizations of the underlying stochastic process. Accordingly, we can only expect that
the data show the described behavior on average. To account for this, we divide the PD

scale into 30 equally large bins. We then compute the mean of all recoveries in each bin.
We disregard bins with less than five data points. The results are presented in Figures
12.3 and 12.4 for two-year and four-year model-maturities, respectively.

Figure 12.3.: Empirical results from 2000 to 2010 for two-year model-maturities. The left
plot shows the portfolio loss 〈L(PD)〉, and the right plot shows the recovery
rate 〈R(PD)〉. The orange line shows the respective analytical curves with
B = 0.882. The parameter has been fitted to the portfolio loss data.

We find that the average recovery rate decreases when the probability of default in-
creases. Moreover, the results are well described by Equation (12.4). The parameter
B was determined by a least-squares fit of the data in the plot for the portfolio loss L.
We find B = 0.882 and B = 0.635 for model-maturities of two years and four years,
respectively. We find B to decrease for longer model-maturities, which is not expected
from the structural model; Equation (12.5) implies B ∼

√
T .

It is worth pointing out that the negative correlation can be found whether the evaluated
bonds are senior secured or senior unsecured. Also in the latter case, the dependence
between default and recovery rates is well described by the structural recovery model.
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Figure 12.4.: Empirical results from 2000 to 2010 for four-year model-maturities. The left
plot shows the portfolio loss 〈L(PD)〉, and the right plot shows the recovery
rate 〈R(PD)〉. The orange line shows the respective analytical curves with
B = 0.635. The parameter has been fitted to the portfolio loss data.

12.4. Summary

We have investigated the relation of default probabilities and recovery rates empirically,
using Moody’s Default and Recovery Database. These two measures of credit risk show
a strong negative correlation in accordance with literature. The structural recovery rate,
derived for the Merton model in Chapter 10, is able to describe the empirical dependence
of default and recovery rates. This is all the more remarkable, as the Merton model makes
many unrealistic assumptions; for instance, it neglects coupon payments, infers a very
simple capital structure of the debtors, and does not allow for defaults prior to maturity.
However, the strong empirical support for the structural recovery rate encourages to
incorporate it into current credit risk models.

179





13. Random matrix approach to credit risk

In Chapter 10 we treated the homogeneous correlated case, where all asset values share the
same correlation coefficient. This correlation describes the dependence of each asset value
on the overall market movement. Here we want to estimate generic statistical properties of
a structural credit risk model. To this end we consider an ensemble of random correlation
matrices. We demonstrate analytically that the presence of correlations severely limits
the benefit of diversification in a credit portfolio if the correlations are not identically
zero. The existence of correlations alters the tails of the loss distribution considerably,
even if their average is zero. Under the assumption of randomly fluctuating correlations,
a lower bound for the estimation of the loss distribution is provided.

13.1. Introduction

Structural models provide a “microscopical” tool to study credit risk as the defaults and
recoveries are traced back to stochastic processes modeling the state of individual oblig-
ors. For a portfolio of credits, such as collateralized debt obligations (CDOs), correlations
represent a key factor that influences its risk. The benefit of diversification, i.e., the re-
duction of risk by increasing the portfolio size, is severely limited by the presence of even
weak correlations. This has been demonstrated for the case of constant positive correla-
tions, both in the first passage model with constant recovery [34, 171] and in the Merton
model [84, 172]. The key problem in estimating the credit risk of a realistic portfolio is
of course the huge number of parameters involved. This is precisely where approaches
from statistical physics can be most helpful: the state of a system with many degrees
of freedom is, under certain conditions, described by few macroscopic observables. In
the thermodynamic equilibrium, these are energy, temperature, pressure, etc. Ergodicity
holds, i.e., time and ensemble average yield the same results. A somewhat similar situa-
tion exists for spectral statistics in quantum chaotic systems, see [99]. A moving average
over one long spectrum equals an ensemble average over random matrices if the number
of levels is very large. Originally, random matrix theory was developed in the 1950s to
describe the spectra of heavy nuclei, see [173]. Here we transfer this idea to large credit
portfolios involving correlated assets. In the case of a great many contracts, we expect a
self-averaging property which then should allow to average over an ensemble of random
correlation matrices. We manage to carry out this approach largely analytically. We
obtain estimates for the distribution of asset values and the portfolio loss distribution in
which the complicated effects of all correlations are indeed reduced to a single parameter
measuring the correlation strength.
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13. Random matrix approach to credit risk

13.2. A structural credit risk model

Our model is based on Merton’s original model. Our aim is to analytically describe the
impact of correlations on the losses of a credit portfolio. A default occurs if the asset
value Vk of company k is below the face value Fk at maturity time T . The size of the
loss then depends on how far Vk is below the face value Fk. We assume that the asset
values in a portfolio of K companies follow a geometric Brownian motion.

13.2.1. Average distribution of asset values

Let us first consider the case of a Brownian motion for the asset values. Later on this
can be easily mapped to the geometric Brownian motion by a simple substitution. For
a Brownian motion, the probability density function (PDF) of the vector V of K asset
values at maturity T is described by

p(mv)(V,Σ) =
1

√
2πT

K

1√
det(Σ)

exp

(
− 1

2T
(V − µT )†Σ−1(V − µT )

)
. (13.1)

Here, Σ is the covariance matrix and µ is the drift vector. For later convenience we can
express this as a Fourier transform,

p(mv)(V,Σ) =
1

(2π)K

∫
exp

(
−iω†(V − µT )

)
exp

(
−T

2
ω†Σω

)
d[ω] . (13.2)

Equation (13.1) gives the PDF of asset values in the case of a correlated Brownian motion.
However, we are not interested in the impact of a specific correlation matrix. Instead we
want to estimate the general impact of correlations. To this end, we want to average over
an ensemble of correlation matrices and disclose the general statistical behavior.

We use a random matrix approach to calculate the average distribution of asset values,
〈p(mv)(V )〉, for random correlations where the average correlation level is zero. To achieve
this we replace the covariance matrix Σ by

ΣW = SWW †S , (13.3)

where S = diag(σ1, . . . , σK) contains the standard deviations and W ∈ RK×N is a random
matrix. The entries of W are independent and Gaussian distributed,

p(corr)(W ) =

√
N

2π

KN

exp

(
−N

2
trW †W

)
, (13.4)

with variance 1/N . This results in a correlation matrix WW † with average correlation
zero. With the parameter N we can control how strongly the entries of WW † fluctuate.
For N → ∞, we obtain the unit matrix for WW †, i.e., the uncorrelated case. For
N ≥ K, we obtain an invertible covariance matrix with random entries. The case N < K
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13.2. A structural credit risk model

is disregarded as the resulting matrix is not invertible, which is usually required for
applications in risk management. Inserting this ansatz into Equation (13.2), we obtain

〈p(mv)(V )〉 =

∫
p(corr)(W )p(mv)(V, SWW †S)d[W ] (13.5)

=

√
N
NK

(2π)K

∫
exp

(
−iω†V

) 1√
det(NI + TSωω†S)

N
d[ω] (13.6)

where I denotes the unit matrix. A detailed derivation is given in Appendix 13.A. Here
we choose µ = 0. We will reintroduce the drift later on when we make the substitution
for the geometric Brownian motion. The determinant can be written as

det(NI + TSωω†S) = NK
(
1 + T

N ω
†SSω

)
, (13.7)

because the matrix Sωω†S has rank one. Hence, we arrive at

〈p(mv)(V )〉 =
1

(2π)K

∫
exp

(
−iω†V

) 1

(1 + (T/N)ω†SSω)N/2
d[ω] (13.8)

This integral can be calculated by using the Gamma function (see [174]) in the form

Γ(x)

ax
=

∞∫
0

zx−1 exp (−az) dz , x > 0, a > 0 . (13.9)

We identify a−x with (1 + (T/N)ω†SSω)−N/2 and obtain

〈p(mv)(V )〉 =
1

(2π)K
1

Γ(N/2)

(
K∏
k=1

1

σk

)

×
∞∫

0

z
N
2
−1 exp (−z)

√
πN

zT

K

exp

(
− N

4Tz

K∑
k=1

V 2
k

σ2
k

)
dz , (13.10)

as detailed in Appendix 13.B. This integral is a representation of the Bessel function of
the second kind K of the order (K −N)/2, see [175]. Thus, we obtain

〈p(mv)(V )〉 =

√
N

2πT

K
21−N

2

Γ(N/2)

(
K∏
k=1

1

σk

)√√√√N

T

K∑
k=1

V 2
k

σ2
k

N−K
2

KN−K
2


√√√√N

T

K∑
k=1

V 2
k

σ2
k


(13.11)

for the average distribution of p(mv)(V ) if assuming a randomly distributed correlation
matrix and an average correlation level of zero. We stated earlier that we include N in
the distribution of the random matrices W in order to render the variance of the average
distribution of asset values N -independent. The variances only depend on T and σk, as
discussed in Appendix 13.C. The parameter N is used to control the correlations. In
hyperspherical coordinates, Equation 13.11 depends only on the hyperradius

ρ ≡

√√√√ K∑
k=1

V 2
k

σ2
k

. (13.12)
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Figure 13.1.: Illustration of the average distribution of asset values 〈p(mv)(ρ)〉 for T = 1,
K = 50 and different values for N . Solid, dashed-dotted, dashed and dotted
lines correspond to N = K, 2K, 5K and 30K, respectively.

This leads to the expression

〈p(mv)(ρ)〉 =

√
N

2πT

K
21−N

2

Γ(N/2)
ρ
N+K−1

2

√
N

T

N−K
2

KN−K
2

(
ρ

√
N

T

)
(13.13)

for the hyperradial density function, cf. Appendix 13.C. We illustrate this density func-
tion in Figure 13.1 for K = 50 and different values of N .

We obtain the average distribution of asset values in case of a geometric Brownian motion
by a simple substitution Vk → V̂k,

〈p(mv)(V )〉 =

√
N

2πT

K
21−N

2

Γ(N/2)

(
K∏
k=1

1

σkVk

)√√√√N

T

K∑
k=1

V̂ 2
k

σ2
k

N−K
2

KN−K
2


√√√√N

T

K∑
k=1

V̂ 2
k

σ2
k


(13.14)

with

V̂k = ln

(
Vk
Vk,0

)
−
(
µk −

σ2
k

2

)
T . (13.15)

Here, the parameter σk refers to the standard deviation of the underlying Brownian
motion, i.e., the volatility of asset returns. The resulting asset values thus have the
variance

σ̂k =
√

exp
(
σ2
kT + 2µk

)
(exp

(
σ2
kT
)
− 1)V 2

k,0 , (13.16)

where Vk,0 are the initial asset values at t = 0. Figure 13.2 shows the distribution of
asset values based on a geometric Brownian motion, as given in Equation (13.14). The
findings are similar to the case of the Brownian motion. While we obtain a narrow but
heavy-tailed distribution for N = K, the distribution slowly approaches an uncorrelated
bivariate log-normal distribution with increasing values of N .
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Figure 13.2.: Illustration of the average distribution of asset values 〈p(mv)(V )〉 with a ge-
ometric Brownian motion for T = 1, K = 2, Vk,0 = 100, µ = 0.05 and
different values for N . Both distributions have the identical standard devi-
ation σ̂ ≈ 16 (σ = 0.15). For N = 2, we obtain a heavy-tailed distribution
while the uncorrelated limit is reached for N = 100.

13.2.2. Loss distribution

We now turn to the calculation of the loss distribution. A default occurs if the asset
value Vk at maturity T is lower than the face value Fk. The size of the loss is given by
the difference of Fk and Vk. Even if a loss occurs, the creditor might not lose all money
that he lent, because the obligor is still able to pay back the amount Vk. In order to
compare losses in a portfolio of credits, we have to normalize them by the corresponding
face value. We define the normalized loss Lk of the k-th asset as

Lk =

{ Fk−Vk
Fk

, Vk < Fk (default)

0 , else (no default)
(13.17)

We observe that the asset values have to be positive in Equation (13.17). Therefore we
assume in all further considerations that the underlying asset value process is given by a
geometric Brownian motion.

When calculating the overall loss of a portfolio, we have to weight each loss by its face
value in relation to the sum of all portfolio face values,

L =
K∑
k=1

fkLk , fk =
Fk∑K
i=1 Fi

. (13.18)

We integrate over the PDF of asset values and filter for those that lead to a given total
loss L. By the above stated definitions, we can define a filter for the total loss at maturity
time T . In the next step we express the filter using a Fourier transformation. Eventually,
we separate those terms that correspond to a default and those that describe the asset
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value above the face value Fk.

p(loss)(L) =

∞∫
0

d[V ]p(mv)(V )δ

(
L−

K∑
k=1

fkLk

)
(13.19)

=

∞∫
0

d[V ]p(mv)(V )
1

2π

+∞∫
−∞

dν exp

(
−iνL+ iν

K∑
k=1

fkLk

)
(13.20)

=
1

2π

+∞∫
−∞

dν exp (−iνL)

∞∫
0

d[V ] exp

(
iν

K∑
k=1

fkLk

)
p(mv)(V ) (13.21)

=
1

2π

+∞∫
−∞

dν exp (−iνL)

×
K∏
k=1

 Fk∫
0

dVk exp

(
iνfk

(
1− Vk

Fk

))
+

∞∫
Fk

dVk

 p(mv)(V ) . (13.22)

Here, the expression in the square brackets acts as an operator, because p(mv)(V ) does not
necessarily factorize. We will use this ansatz to calculate the average loss distribution in
the next section. However, Equation (13.22) can be used to calculate the loss distribution
if the actual asset value distribution is known, i.e., the statistical dependence and the
underlying process are estimated. To prepare for this, it is handy to write Equation
(13.22) as a combinatorial sum,

p(loss)(L) =
1

2π

+∞∫
−∞

dν exp (−iνL) (13.23)

×
K∑
k=1

(Kk )∑
j=1

 ∏
l∈Perm(j,k,K)

Fl∫
0

dVl exp

(
iνfl

Fl − Vl
Fl

) ∏
q∈{1...K}
\Perm(j,k,K)

∞∫
Fq

dVq

 p(mv)(V ) ,

where Perm(j, k,K) is the j-th permutation of k elements of the set {1 . . .K}. For ex-
ample, if K = 3 and k = 2, we obtain Perm(1, 2, 3) = {1, 2}, Perm(2, 2, 3) = {2, 3} and
Perm(3, 2, 3) = {1, 3}. However, Equation (13.24) might need to be estimated numeri-
cally, depending on the complexity of the asset value distribution p(mv)(V ). In Section
13.2.4, we will simplify this combinatorial sum for a homogeneous portfolio and the av-
erage distribution of asset values 〈p(mv)(V )〉.

13.2.3. Average loss distribution

Now we have developed all necessary tools to model the average distribution of losses,
under the assumption of random correlations and an average correlation level of zero. We
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13.2. A structural credit risk model

start by inserting the average distribution of asset values in a component-wise notation
(see Appendix 13.B) into the loss distribution (13.22),

〈
p(loss)(L)

〉
=

1

2πΓ(N/2)

∞∫
0

dz z
N
2
−1 exp (−z)

+∞∫
−∞

dν exp (−iνL) r(ν, z) (13.24)

with

r(ν, z) =

K∏
k=1

 Fk∫
0

dVk exp

(
iνfk

Fk − Vk
Fk

)
+

∞∫
Fk

dVk


×

√
N

2σkVk
√
πzT

exp

(
−
N(ln(Vk/Vk,0)− (µk − σ2

k/2)T )2

4zTσ2
k

)
. (13.25)

We carry out a second order approximation of this expression in Appendix 13.D and
arrive at

〈
p(loss)(L)

〉
=

1√
2πΓ(N/2)

∞∫
0

dz z
N
2
−1 exp (−z) 1√

m̂2(z)
exp

(
−(L− m̂1(z))2

2m̂2(z)

)
(13.26)

with

m̂1(z) =
K∑
k=1

fkm1,k(z) (13.27)

m̂2(z) =
K∑
k=1

f2
k (m2,k(z)−m1,k(z)

2) (13.28)

and

mj,k(z) =

√
N

2σk
√
πzT

Fk∫
0

1

Vk

(
Fk − Vk
Fk

)j
× exp

(
−
N(ln(Vk/Vk,0)− (µk − σ2

k/2)T )2

4zTσ2
k

)
dVk (13.29)

However, the convergence radius of the power series expansion involved in this approx-
imation is one. Although we consider large portfolios K, i.e., fk is small, ν runs from
−∞ to +∞. This second-order approximation might describe the default terms ade-
quately. However, the non-default terms, corresponding to a delta peak at L = 0 require
ν to run from −∞ to +∞. Thus, the non-default terms cannot be approximated using
this second-order approximation. To circumvent this problem we develop an improved
approximation in Section 13.2.4.

Due to the complexity of m̂1(z) and m̂2(z), the z integral needs to be evaluated numeri-
cally. We present this for the example of a homogeneous portfolio.
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13. Random matrix approach to credit risk

13.2.4. Homogeneous portfolios

In case of a homogeneous portfolio, in which all credits have the same face value Fk = F
and the same variance σ2

k = σ2 and initial value Vk,0 = V0, the weights can be simplified
to

fk =
1

K
. (13.30)

As m1,k(z) and m2,k(z) become identical for every k, we denote them by m1(z) and m2(z)
leading to

m̂1(z) = m1(z) (13.31)

m̂2(z) =
1

K
(m2(z)−m1(z)2) (13.32)

mj(z) =

√
N

2σ
√
πzT

F∫
0

1

V

(
F − V
F

)j
× exp

(
−N(ln(V/V0)− (µ− σ2/2)T )2

4zTσ2

)
dV . (13.33)

Here V is a scalar, and we only have to calculate a single integral over V . After inserting
this into Equation (13.26), we can calculate the loss distribution for a homogeneous
portfolio in the second order approximation.

13.2.5. Improved approximation for a homogeneous portfolio

The second order approach can be improved by approximating the individual terms of the
loss distribution instead of approximating the expression as a whole, similar as discussed
in [84]. For a homogeneous portfolio the combinatorial sum in Equation (13.24) reduces
to 〈

p(loss)(L)
〉

=
1

2πΓ(N/2)

∞∫
0

dz z
N
2
−1 exp (−z)

+∞∫
−∞

dν exp (−iνL)

×
K∑
j=0

(
K

j

)(
r(D)(ν, z)

)j (
r(ND)(z)

)K−j
(13.34)

with the non-default term
(
r(ND)

)K−j
where

r(ND) =

∞∫
F

dV

√
N

2σV
√
πzT

× exp

(
−N(ln(V/V0)− (µ− σ2/2)T )2

4zTσ2

)
(13.35)

=
1

2
+

1

2
Erf

(√
N(ln(F/V0)− (µ− σ2/2)T )

2σ
√
zT

)
(13.36)
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and the default term
(
r(D)(ν, z)

)j
where

r(D)(ν, z) =

F∫
0

dV exp

(
iν

K

F − V
F

)

×
√
N

2σV
√
πzT

exp

(
−N(ln(V/V0)− (µ− σ2/2)T )2

4zTσ2

)
. (13.37)

In the homogeneous case, the integration variable V is a scalar. The approximation
follows the same principles as in the previous section, resulting in

+∞∫
−∞

dν exp (−iνL)
(
r(D)(ν, z)

)j

=

+∞∫
−∞

dν exp

(
iν

(
j

K
m1(z)− L

)
− ν2j

2K2

(
m2(z)−m1(z)2

))
(13.38)

=

√
2πK2

j (m2(z)−m1(z)2)
exp

(
− (LK − jm1(z))2

2j (m2(z)−m1(z)2)

)
. (13.39)

In this approximation, the non-default terms given by Equation (13.36) can be calculated
exactly. They correspond to a delta peak at L = 0. Another advantage over the approach
presented in Equation (13.26) is that the approximation is performed for each number of
defaults j separately and weighted by j/K accordingly. Here, the omitted third term is of
the order j/K3 and thereby much smaller than the third term of the simple second order
approximation (13.33), which would be of the order 1/K2. Thus, when approximating
each term in the combinatorial sum separately, we obtain an improved result. Insertion
into (13.34) leads to

〈
p(loss)(L)

〉
≈ 1

2πΓ(N/2)

K∑
j=0

(
K

j

) ∞∫
0

dz z
N
2
−1 exp (−z)

×

√
2πK2

j (m2(z)−m1(z)2)
exp

(
− (LK − jm1(z))2

2j (m2(z)−m1(z)2)

)
×
(

1

2
+

1

2
Erf

[
ln(F/V0)− (µ− σ2/2)T

2σ
√
zT

])K−j
, (13.40)

which is the final result.

13.3. Application

We now apply the analytically developed model to a specific example. To analyze the
impact of correlations, we calculate the loss distribution for different homogeneous port-
folios with sizes K = 10, K = 50 and K = 100 with the parameters V0 = 100, µ = 0.05,
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Figure 13.3.: The loss distribution for K = 10, σ = 0.15, µ = 0.05, T = 1, V0 = 100,
F = 75 and different amounts of randomness in the correlation matrix,
N = K (solid black), N = 2K (dashed blue), N = 10K (dotted red),
N = 30K (dot-dashed green).

σ = 0.15, F = 75 and T = 1. As stated in the previous section, we can control the
amount of correlation in our model with the parameter N . Since we only consider corre-
lation matrices with full rank, we obtain the strongest correlations if we choose N = K.
For N → ∞, the correlation matrix becomes the unit matrix. Thus, this represents the
transition to a system without correlations. As we have to evaluate the loss distributions
numerically, the limit N →∞ has to be properly interpreted. We need to identify a value
for which this convergence is valid in good approximation. Figure 13.3 illustrates the loss
distribution for K = 10 and different values of N . Our study indicates that a value of
N = 30K is a good choice for approximating the uncorrelated case and is still numerically
feasible. The results are presented in Figure 13.4. For all portfolio sizes, K = 10, K = 50
and K = 100, we obtain heavier tails of the loss distribution of the correlated portfolio
compared to the uncorrelated case. Even the simple approximation, represented by the
dashed blue curve, exhibits these heavy tails. With the inserted logarithmic plots, we
can identify a nearly power-law decay of the loss distribution for the correlated case.

The distributions become narrower for larger values of K. However, the tails of the
correlated case remain heavier than those of the uncorrelated case. While both approxi-
mations yield similar results for K = 10, their difference becomes larger with K. As both
approximations have to be performed numerically, the improved approximation is always
favored. However, the tail behavior remains the same, even for the simple approximation,
as indicated by the logarithmic scaled inserts in Figure 13.4. This is a strong indication
that the tails of the loss distribution are vastly underestimated if correlations are not
taken into account.

Due to the approximation, the normalization of the loss distribution is not exact. Es-
pecially the normalization of the simple approximation is problematic for large values of
K. The normalization might also be used as an indication for the quality of the approxi-
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Figure 13.4.: The loss distribution of a homogeneous portfolio with σ = 0.15, µ = 0.05,
T = 1, V0 = 100, F = 75 and different values of K. The blue dashed
line represents the simple approximation; the solid black line represents
the improved approximation. Both have been calculated for the strongest
random correlations, N = K. The uncorrelated case is given by the red
dotted line, calculated with the improved approximation with N = 30K.

191



13. Random matrix approach to credit risk

mation. The improved approximation exhibits a delta peak at L = 0, as the non-default
terms can be calculated exactly. However, the interval [0; 0.0002[ was not evaluated due
to numerical feasibility.

In our example, we do not vary the maturity time T , i.e., we choose T = 1. One can
increase T to estimate the evolution of the loss distribution. However, this evolution
depends strongly on the drifts µk and standard deviations σk. Depending on their value,
the exposure to default risk can either increase or decrease.

13.4. Summary

To assess the risk of a credit portfolio, it is crucial to take correlations between obligors
into account. We consider the Merton model, in which defaults and recoveries are de-
termined by the underlying asset processes. Searching for generic properties, we devised
the present random matrix approach. Instead of calculating the portfolio loss distribu-
tion for a specific correlation matrix, we average over an ensemble of random correlation
matrices. Our approach transfers concepts of statistical physics. In quantum chaos, the
average over an individual, long spectrum equals the average over an ensemble of random
matrices if the level number is very high. We expect that a similar self-averaging property
also holds here. This line of reasoning is supported by the following consideration: The
correlation coefficients are varying functions in time, because the business relations of the
companies change. This implies that a correlation matrix over a somewhat longer period
in time is a varying quantity, i.e., it corresponds to some kind of ensemble.

In our model the average correlation level is zero and we assume that there is no branch
structure in the correlations. The fluctuation strength of individual correlations is con-
trolled by a single parameter. This ansatz allowed us to estimate generic statistical
properties of the Merton model. Some features are not taken into account which are
present in empirical data, such as jumps or an overall positive correlation level. Those
features are difficult to treat completely analytically. However, even in our simple setup
we obtain a heavy-tailed loss distribution. In this sense our model can be used to estimate
a lower bound of the risk embedded in a credit portfolio.

Our results clearly demonstrate that the risk in a credit portfolio is heavily underesti-
mated if correlations are not taken into account. Even for random correlations with an
average correlation level of zero, we observe very slowly decaying portfolio loss distribu-
tions. In contrast, the probability of large losses in uncorrelated portfolios is significantly
reduced within the Merton model.

The results are especially relevant for CDOs, bundles of credits that are traded on equity
markets. CDOs are constructed in order to lower the overall risk. The components of a
CDO can be exposed to large risks. It is often believed that the CDO has a significantly
lower risk. We showed that this diversification only works well if the correlations in the
credit portfolio are identical to zero.
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13.A. Identifying a Gaussian integral in the average distribution
of asset values

〈p(mv)(V )〉 =

∫
p(corr)(W )p(mv)(V, SWW †S)d[W ] (13.41)
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In the last steps, we took advantage of the fact that the term ω†SWW †Sω is a scalar,
which can evidently be written as trace. As the trace is invariant under cyclic permuta-
tion, we can express this term as tr(WW †Sωω†S). Hence, we write

〈p(mv)(V )〉 =
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where I is the unit matrix. The last step can be accomplished, as the components of W
are independent identically distributed, hence we can denote the n-th column vector of
W , wn by w. Thus, we can simplify the integration over the matrix W to the integration
over the vector w ∈ RK to the power of N . The integral over d[w] is simply a Gaussian
integral, as indicated by xi, xj and Aij . As wn consists of K components, this gives an

additional factor
√

2π
KN

and thus leads to
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13.B. Derivation of component-wise average distribution of
asset values
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13.C. Normalization of the average distribution of asset values

We consider the variance of the i-th asset value Vi,

var(Vi) =

∫
d[V ] V 2

i 〈p(mv)(V )〉 . (13.53)

We can solve this integral by using hyperspherical coordinates.
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V 2
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≡ ρ cosϑ , (13.54)
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for a chosen component Vi/σi. Now we can write the integral in Equation (13.53) as
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with the surface of the corresponding K-dimensional sphere∫
dΩK−1 =
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We obtain

var(Vi) = 2σ2
i

T

N
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i T . (13.57)

Thus, the variance of every Vi only depends on the standard deviation σi and the time
T .

13.D. Second order approximation of average loss distribution

We rearranged the constants so that each term in r(ν, z) is normalized to unity. The
quantity r(ν, z) can now be written as

r(ν, z) = exp
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We expand q (ν, Fk) as the power series

q (ν, Fk) =
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j=0

(iνfk)j
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Fk−Vk
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)j
. (13.59)

Due to the normalization of 〈p(mv)(V )〉, after insertion into Equation (13.58) the non-
default term and the integral over first term of Equation (13.59) become one. Thus, we
can start the sum at j = 1 and obtain

r(ν, z) = exp

(
K∑
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(13.60)

195



13. Random matrix approach to credit risk

with
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The integrals in Equation (13.61) can be expressed with the generalized hypergeometrical
function pFq. However, the integral representation (13.61) is more intuitive. Moreover,
for explicit m = 1, 2 the integrals can be calculated in a closed form, although this results
in bulky expressions.

Expanding the logarithm and collecting all terms up to the second order in fk yields
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Now we can solve the ν integral leading to Equation (13.26).

196



14. Summary and Outlook

In the first part, we presented empirical studies of equity markets. Our main focus
was on two important aspects: non-stationarity and the dependence between different
time series. First, we considered various difficulties that arise for the measurement of
this dependence: The finiteness of time series leads to a considerable amount of noise
in the estimated correlation matrices. This has severe consequences for the results of
portfolio optimization. Our nonlinear shrinkage approach, called power mapping, can
mitigate this problem. When we work with intraday data and consider ever shorter
return intervals, the measured correlation between different time series decreases. This
effect was first observed by Epps in 1979. We can attribute the largest part of this effect
to statistical causes: nonsynchronicity and price discretization. In addition, we developed
a parameter-free compensation method. The large amount of intraday data also allowed
us to study nonlinear aspects of the dependence between financial time series. While the
Pearson correlation coefficient only measures linear dependence, the separation of the
joint probability distribution into copula and marginal distributions allows for arbitrary
dependencies. We studied the empirical pairwise copula and found a significantly larger
tail dependence than for a bivariate normal distribution. However, this tail dependence
is also found to be directly related to the correlation coefficient. A further obstacle for
the measurement of correlations is the non-stationarity of the individual time series. We
developed a method to locally normalize each time series by removing local trends and
variable volatilities. This procedure yields stationary, normal-distributed time series,
while preserving the correlation between them. All the insights gained from these studies
finally helped us to achieve our main goal: the study of non-stationary correlations. We
did not only find that correlations often change drastically on short time scales, but we
were also able to identify and study typical market states, which are characterized by
dominant and recurring correlation structures.

In the second part we turned our attention to credit risk, which is very different from
equity risk due to the asymmetry between gains and losses of credit contracts. Due to
the scarcity of empirical credit data, it is difficult to develop an intuition for credit risk.
Approaching the subject from a model perspective, we provided such an intuitive insight,
especially focusing on the role of correlations. We showed that even weak correlations
between assets have a pronounced effect: the risk of large portfolio losses cannot be
reduced below a certain threshold by increasing the number of contracts in the portfolio.
As a quantitative result, we derived a functional dependence between default and recovery
rates. While this functional dependence was only derived for the Merton model with
diffusion, we showed in Monte Carlo simulations that it also holds for different asset
value processes. Even more surprising, it also describes the empirical data very well,
although the Merton model involves many unrealistic assumptions.
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14. Summary and Outlook

In order to go beyond homogeneous correlations, we followed a random matrix approach.
Instead of considering a fixed correlation matrix for the asset value processes, we aver-
aged over an ensemble of random correlation matrices. This allowed us to make general
statistical statements about the Merton model and to provide a lower bound for the risk
of large portfolio losses.

This thesis provides only a snapshot of our ongoing research activities, summarizing the
results of recent years which have already been published or which are close to publication.
A topic that we have not covered here is agent-based modeling, which allows to search
for microscopic causes of empirically observed statistical features. We already started to
work in this direction in Lund. In his Master thesis, Per Berseus set up an agent-based
market simulation in order to study non-markovian effects in price time series. This
model was further developed in Thilo Schmitt’s and Stefan Hindel’s Diplom theses. Most
recently, the Bachelor students Frederik Meudt and Daniel Wagner have taken up this
tool to study additional types of traders which may produce two well-known stylized
facts: heavy-tailed return distributions and volatility clustering. Agent-based modeling
will certainly play an important role in future projects of our group.

The random matrix approach presented in Chapter 13 plays a major role in our current
research. Thilo Schmitt is generalizing the ensemble average of the loss distribution to
the case of non-zero average correlations. In addition to credit risk, we are studying
applications of this approach to equity markets. This is part of the ongoing PhD projects
of Thilo Schmitt and Desislava Chetalova.

We are also planning to intensify our empirical studies of market states, taking a closer
look at transitions between different market states. We are going to explore how local
trends, volatilities and traded volumes change during these transitions. In particular, we
are interested in how a stable situation emerges from a crisis situation with high volatilities
and high correlations, and how exactly a crisis situation builds up. More generally, we
want to directly address the questions posed in the abstract: How stable is our economy?
How resilient to crisis? And going beyond mere observation, we should then ask: How
can we improve the economy’s resilience to crisis? In order to make a difference in this
respect, we certainly need to start a dialogue with politicians and regulators.

As econophysics is an interdisciplinary field, we also have the responsibility to strengthen
our communication with economists, financial mathematicians and statisticians. This
is important not only to propagate our research results, but also to enter into active
discussions and to spawn fruitful collaborations.
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Bewegung von in ruhenden Flüssigkeiten suspendierten Teilchen, Annalen der
Physik 322 (8) (1905) 549–560.

[3] W. C. Mitchell, The making and using of index numbers, Bulletin of the US Bureau
of Labor Statistics 173 (284), ISBN 978-0-678-00098-4.

[4] M. Olivier, Les nombres indices de la variation des prix, Ph.D. thesis, Paris (1926).

[5] F. C. Mills, The Behavior of Prices, National Bureau of Economic Research, Inc,
New York, 1927.

[6] B. Mandelbrot, The Variation of Certain Speculative Prices, Journal of Business
36 (1963) 394.

[7] R. Friedrich, J. Peinke, C. Renner, How to quantify deterministic and random
influences on the statistics of the foreign exchange market, Phys. Rev. Lett. 84
(2000) 5224–5227.

[8] C. Renner, J. Peinke, R. Friedrich, Evidence of markov properties of high frequency
exchange rate data, Physica A 298 (2001) 499–520.
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[36] P.-J. Andersson, A. Öberg, T. Guhr, Power mapping and noise reduction for finan-
cial correlations, Acta Physica Polonica B36 (2005) 2611–2619.

[37] T. W. Epps, Comovements in stock prices in the very short run, Journal of the
American Statistical Association 74 (366) (1979) 291–298.

[38] G. Bonanno, F. Lillo, R. N. Mantegna, High-frequency cross-correlation in a set of
stocks, Quantitative Finance 1 (1) (2001) 96–104.

[39] J. Kwapien, S. Drozdz, J. Speth, Time scales involved in emergent market coher-
ence, Physica A 337 (1-2) (2004) 231–242.

[40] A. A. Zebedee, M. Kasch-Haroutounian, A closer look at co-movements among
stock returns, Journal of Economics and Business 61 (4) (2009) 279–294.

[41] M. Lundin, M. Dacorogna, U. A. Müller, Financial Markets Tick By Tick, Wiley,
New York, 1998, Ch. Correlation of High Frequency Financial Time Series.

[42] J. Muthuswamy, S. Sarkar, A. Low, E. Terry, Time variation in the correlation
structure of exchange rates: high-frequency analyses, Journal of Futures Markets
21 (2) (2001) 127–144.

[43] T. Hayashi, N. Yoshida, On covariance estimation of non-synchronously observed
diffusion processes, Bernoulli 11 (2) (2005) 359–379.

[44] V. Voev, A. Lunde, Integrated Covariance Estimation using High-frequency Data
in the Presence of Noise, Journal of Financial Econometrics 5 (1) (2007) 68–104.

[45] J. E. Griffin, R. C. Oomen, Covariance measurement in the presence of non-
synchronous trading and market microstructure noise, Journal of Econometrics

201



Bibliography

160 (1) (2011) 58–68.
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