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Software systems that adapt their services to characteristics of individual users have already proven to be more effective and/or usable than non-adaptive systems in several application domains. For exhibiting such personalized behavior, user-adaptive software systems rely on models of user characteristics. Acquisition and management of these models is carried out by dedicated user modeling components.

An important strand of user modeling research is devoted to developing so-called ‘user modeling shell systems’, i.e. generic user modeling systems that facilitate the development of application-specific user modeling components. The decisions as to what these generic user modeling systems and their respective services/functionalities are were mostly based on intuition and/or experience gained from studying the literature of a few user-adaptive applications. More recently, the trend towards personalization on the World Wide Web led to the development of several commercial user modeling servers. Features that are deemed to be important for these systems contrast sharply with those regarded as important for user modeling shell systems, and vice versa.

Against this background, the aim of this dissertation is to (i) analyze the requirements that user modeling servers must meet to be acceptable both from a multi-disciplinary scientific perspective and from the viewpoint of (commercial) deployment, (ii) design and implement a server that meets these requirements, and (iii) verify its compliance with core performance and scalability requirements under the workload of small and medium-sized real-world environments.

In order to achieve this, we follow a requirements-driven approach, thereby drawing on experience from a variety of research areas. We develop a generic architecture for a user modeling server that consists of a server core for data management and several ‘pluggable’ user modeling components, each of which implements an important user modeling technique. We argue that by integrating the user modeling components into a single server, we can leverage several synergistic effects between these techniques and compensate for well-known deficits of individual techniques with regard to, e.g., performance, scalability, integration of domain knowledge, sparsity of data, and cold start.

Finally, we present the most important results of the experiments that we conducted to empirically verify the compliance of our user modeling server with core performance and scalability requirements. We argue that our user modeling server can fully cope with small and medium-sized application workloads. A large-scale test with several million user profiles and a page request rate that is representative of major Web sites confirmed that the user modeling performance of our server will not impose a significant overhead for a personalized Web site. At the same time, the hardware demands of our user modeling server are moderate.
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